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Abstract
Over the past decade, the ubiquity of business processes and their need for ongoing management in the same manner as other corporate assets has been recognized
through the establishment of a dedicated research area: Business Process Management (or BPM). There are a wide range of potential software technologies on
which a BPM offering can be founded. Although there is significant variation
between these alternatives, they all share one common factor – their execution
occurs on the basis of a business process model – and consequently, this field of
technologies can be termed Process-Aware Information Systems (or PAIS).
This thesis develops a conceptual foundation for PAIS based on the results of a
detailed examination of contemporary offerings including workflow and case handling systems, business process modelling languages and web service composition
languages. This foundation is based on 126 patterns that identify recurrent core
constructs in the control-flow, data and resource perspectives of PAIS. These
patterns have been used to evaluate some of the leading systems and business
process modelling languages. It also proposes a generic graphical language for
defining exception handling strategies that span these perspectives.
On the basis of these insights, a comprehensive reference language – new YAWL
– is developed for business process modelling and enactment. This language is
formally defined and an abstract syntax and operational semantics are provided
for it. An assessment of its capabilities is provided through a comprehensive
patterns-based analysis which allows direct comparison of its functionality with
other PAIS. new YAWL serves as a reference language and many of the ideas
embodied within it are also applicable to existing languages and systems. The
ultimate goal of both the patterns and new YAWL is to improve the support and
applicability of PAIS.
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Chapter 1. Introduction

Chapter 1
Introduction
At the heart of most successful organizations is the drive to improve efficiency.
One of the keys to meeting this objective is understanding what the organization does and how it could do it better. The notion of the business process
has been a key tool in gaining this understanding and in recent years it has underpinned popular approaches to business improvement such as Business Process
Re-engineering [HC93, Dav93] and Business Process Improvement [Har91]. More
recently, the ubiquity of business processes and their need for ongoing management in the same manner as other corporate assets has been recognized through
the establishment of a dedicated research area: Business Process Management
(or BPM).
Business Process Management can be defined as “supporting business processes using methods, techniques, and software to design, enact, control, and
analyze operational processes involving humans, organizations, applications, documents and other sources of information” [AHW03]. This definition sets a wide
scope for the area and serves to illustrate the broad range of factors which are
relevant to the definition and conduct of business operations. One of the most
significant considerations in deploying effective BPM solutions is in selecting and
utilizing an appropriate enactment technology. As the definition for BPM indicates, there are a wide range of potential software technologies on which a BPM
offering can be founded. However, although there is significant variation between
these alternatives, they all share one common factor – their execution occurs on
the basis of a business process model – and consequently, this field of technologies
can be termed Process-Aware Information Systems (or PAIS).
This thesis aims to provide a conceptual foundation for PAIS and to use this
foundation as the basis for a general reference language which describes the way
in which business process models should be captured and enacted.

1.1

Problem area

There are a number of distinct areas that inform the research topic. The following
sections provide a brief overview of the most significant of these.
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1.1.1

Early origins

The antecedents of the PAIS research area lie in the field of office information systems. The promise of automating aspects of the office function (such as document
and work distribution, communication and retention of work-related information
etc.) triggered several independent research initiatives into the formal definition
of office procedures. Zisman [Zis77], Holt [Hol86] and Ellis [HHKW77] all proposed state-based models of office information systems based on Petri nets. Gibbs
and Tsichritzis [GT83] documented a data model for capturing the “structure and
semantics of office objects”. There were also several prototype systems developed
including SCOOP [Zis77], POISE [CL84], BDL [HHKW77] and Officetalk-Zero
[EN80] although none of these progressed into more widespread usage. A variety of reasons are cited for their ultimate failure [EN96, DAH05b] including
the inherent rigidity of the resultant systems interfering with rather than expediting work processes, the inability of the process modelling formalisms to deal
with changes in the modelling domain, the lack of comprehensive modelling techniques and more generally the relative immaturity of hardware and networking
infrastructure available to support them.

1.1.2

Business process modelling

Early modelling techniques tended to focus on a particular aspect of the problem
domain. Techniques such as Petri nets [Pet62] (with various extensions such as
hierarchy, colour and time), flowcharts [Sch69] and more recently state charts
[Har87], EPCs [KNS92] and UML Activity Diagrams [OMG05] all proved useful
for capturing information relating to the control-flow associated with processes.
Entity-relationship diagrams [Che76] and Data flow diagrams [GS77] were similarly useful for capturing data-related aspects of processes. There were also a
range of modelling initiatives that attempted to take a broader view of the modelling domain by including consideration of the users who would ultimately interact with the resultant systems and the manner in which they would do so. These
techniques included Use Cases [OMG05], Speech Act Theory [WF86] and the Language/Action Perspective [MMWFF92] as well as consideration of how system
participants would be identified in an organizational context resulting in organizational naming standards such as X.500. Much of the initial need was driven
by modelling requirements in the area of software process modelling. Curtis et
al. [CKO92] identified a range of techniques that are potentially useful. They
also delineated four modelling perspectives – functional, behavioural, organizational and informational – as being relevant when modelling software processes
and advanced the proposition that multi-paradigm techniques are necessary for
successful modelling.
All of the techniques mentioned previously focus on a single aspect of a domain and necessitate that they be used in conjunction with one or more additional
modelling formalisms in order to provide a comprehensive description of a process. Moreover, the lack of integration between these techniques leaves open the
potential for misinterpretation and ambiguity when developing process models.
The range of factors that should be considered when modelling a business enterprise formed the basis for the Enterprise modelling field. An initial attempt
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to motivate a broad view of these factors was proposed in the form of the Zachmann Framework [Zac87, SZ92] which identifies information systems in an organizational context as having six distinct perspectives – data, function, network,
people, time and motivation. It also supports the documentation of each of these
perspectives at varying levels of abstraction depending on whether a high-level
conceptual overview of the perspective is required or a more detailed definition
that accords with the manner in which it will ultimately be enacted. There are a
multitude of enterprise models now in existence, however for the purposes of this
discussion, the ones that are of most interest are those with an integrated metamodel that spans the range of perspectives relevant to an organization [Koh99].
The IDEF (Integrated DEFinition) [MM06] methodology was one of the first
attempts to provide a comprehensive set of modelling formalisms capable of addressing the modelling needs of manufacturing organizations. It was initially
sparked by the need to improve computer-aided manufacturing operations in
the defence sector by the US Air Force. Initially providing distinct techniques
for function modelling (IDEF0), information modelling (IDEF1) and simulation
model specification (IDEF2), over a period of two decades it was extended to
incorporate 14 distinct modelling formalisms, although only a subset of these are
in widespread use.
The EKD (Enterprise Knowledge Development) initiative [BPS01, KL99] took
a goal-oriented approach to business process modelling that integrates a series of
modelling views with the overriding business goals that govern the organization.
The EKD Enterprise Model comprises a series of distinct sub-models: the Goals
Model, the Concepts Model, the Business Rules Model, the Actors and Resources
Model, the Business Process Model and the Technical Components and Requirements Model. Links are supported between the various sub-models. EKD also
provides a methodology to guide the goal refinement and operationalization process using business rules, actors, resources and business processes already identified within the various sub-models.
CIMOSA (Computer Integrated Manufacturing Open Systems Architecture)
[Ver96] was one of the first attempts at establishing a fully integrated enterprise
model. It was aimed at manufacturing companies seeking to manage change more
effectively and integrate their facilities and operations to meet global competition.
The CIMOSA modelling framework (which was one component of the overall
CIMOSA initiative) is based on the notion of a cube and has three orthogonal
principles:
• the derivation principle – which identifies the depth of information in the
model (requirements definition, design specification or implementation description);
• the instantiation principle – which identifies the degree of modelling genericity (general to all companies, elements of model specific to industry or
company specific modelling elements); and
• the generation principle – which identifies the modelling viewpoints utilized
(function, information, resource and information).
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The ARIS (Architecture of Integrated Information Systems) framework [Sch00,
Sch99] is one of the most widely used integrated modelling frameworks for business processes. It provides an integrated means of modelling business processes
in an organizational context and supports five distinct views on this information: function, organization, data, output and control/process. Each of these
views in turn incorporates a series of alternate modelling formalisms totalling
over one hundred in all. The extended Event-driven Process Chain (eEPC) modelling technique (which is based on the EPC notation with organizational, data
and resource extensions) is predominantly used as the vehicle for providing an
integrated model of the various views within an organization.
Although more widely used as a systems modelling technique, UML has also
been advocated as a candidate for business process modelling [EP00, Mar99].
Comprised of a series of 13 distinct modelling paradigms originating from objectoriented software modelling techniques, there are several of these that are particularly suited to capturing the dynamic aspects required for process modelling
such as Use Cases, Activity Diagrams, Sequence Diagrams and State Charts.
One of the shortcomings of the use of UML is that it has no formal basis which
describes how these models can be integrated in order to provide a comprehensive
view of a business process. Several proposals have been advanced [Mar99, LK05]
for the development of profiles in UML that provide a means of specifying interlinkages between distinct models using the meta-model (MOF) on which UML
is based thereby allowing more complex business processes to be captured using
the techniques from several modelling paradigms.
All of the techniques described above are essentially focussed on modelling
business processes. The ultimate realization of the systems that they describe
is not part of their repertoire. However along with an increased maturing of
modelling techniques during the 1980s, there were also rapid advances on the
technological front culminating in the increased availability of network bandwidth and computing power, the release of the personal computer together with
the development of graphical user interfaces. These advances fuelled interest in
the development of configurable process support technology known as workflow
systems.

1.1.3

Workflow technology

Workflow technology provides a general purpose enactment vehicle for processes.
Initially focussed on specific domains such as document routing, image management (especially in the medical diagnostics area) and advanced email applications
for supporting group work, these offerings became increasingly configurable and
domain independent and led to an explosion of offerings in the commercial and
research spheres. Indeed by 1997 it was estimated that they were over 200 commercial workflow systems in existence [ABV+ 99]. As a software domain, it was
an extremely volatile area, and the diagram in Figure 1.1 (taken from [Mue04])
illustrates the consolidation between competing products and the relative short
lifespan of applications in this area.
Georgakopoulos et al. [GHS95] offered a characterization of the area as a
“workflow umbrella” in which workflow technology can be viewed as a continc 2007 N.C. Russell – Page 4
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Figure 1.1: History of office automation and workflow management systems (from
[Mue04])
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uum ranging from human-oriented workflow which supports humans coordinating
and collaborating on tasks which they are ultimately responsible for undertaking
through to system workflow which undertakes computationally intensive tasks
on a largely automated basis. Along this spectrum are a variety of forms of
workflow technology including computer supported cooperative work (CSCW or
groupware), commercial workflow management systems and commercial transaction processing (TP) systems. The necessary content of a workflow for enactment purposes is also considered and it is suggested that there are two distinct
approaches to capturing workflows:
• Communication-based methodologies based on the Winograd/Flores Communication for Action Model which reduces all workflow activities to four
actions (preparation, negotiation, performance and acceptance) between a
customer and a performer; and
• Activity-based methodologies which focus on modelling actual work activities
rather than the broader commitments between participants.
Later work [LS97] extended this classification and nominates four distinct
types of workflow meta-models:
• Task flow in which workflows are represented as connected graphs with
tasks as the nodes and state information and conditions on the edges;
• State transition where states are the nodes and tasks or events define the
edge transitions;
• Relationship capturing where the workflow is structured in terms of specific relationships and their associated tasks. Specific relationships can be
triggering events or conditions; and
• Communication based where the workflow is modelled in terms of the communications between participants.
This work also provided a categorization of the key dimensions of a metamodel, extending on the basic workflow constructs proposed by the Workflow
Management Coalition to consider the actual modelling notation from a usability
perspective. The specific dimensions identified are:
• Granularity – the level of abstraction of the basic workflow element;
• Control flow – the variety of control structures supported;
• Data flow – the manner in which data flow is denoted;
• Organization model – the extent of support for role description, role relationships and ability to assign tasks to actors;
• Role binding – the flexibility in the binding of roles to actors;
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• Exception handling – the extent of support for managing execution and
organizational exceptions;
• Transaction support – level of support for both ACID and more flexible
transaction mechanisms; and
• Commitment support – the ability to support commitment activities by
actors within the workflow.
Perhaps the most influential work on defining the main components of a workflow model was the MOBILE system [JB96] which nominates five mandatory
perspectives for a comprehensive workflow model:
• Functional – what has to be executed?
• Operational – how is a workflow implemented?
• Behavioural – when is a workflow executed?
• Informational – what data elements are consumed and produced? and
• Organizational – who is required to execute a workflow?
The MOBILE system also introduced the idea of an integrated workflow language that could be used both for modelling workflows with reference to all of
these perspectives and for guiding their subsequent execution. Whilst relatively
rich in the range of concepts that it directly supported, it was designed to be
extensible in order to cater for future requirements. Some aspects of it were formally defined (e.g. its control-flow was based on Petri net foundations) whilst
other perspectives were outlined in the form of pseudocode fragments.
Along with the explosion in workflow offerings during the 1990s came the
consideration of interoperability and how disparate systems might work together.
In an attempt to provide some direction and standardization to the area, the
Workflow Management Coalition (WfMC) was formed in 1993. In 1995 it issued
the Workflow Reference Model [Wor95] (illustrated in Figure 1.2) in an effort to
standardize terminology in the area and define a series of interfaces for various
aspects of workflow systems that vendors could adopt thus promoting the opportunity for interoperability between distinct offerings. These interfaces have
experienced varying degrees of success [Mue04, AH02, MMP05].
• Interface 1 (Process definition tools) defines a generic process definition language – Workflow Process Definition Language or WPDL – that describes
common workflow elements and their interrelationship. Whilst WPDL was
“widely perceived to have no practical relevance” [Mue04], a later XML
representation – XPDL – saw some interest from vendors and most recently, this interface has been revamped as XPDL 2.0 which has a direct
correspondence with the business process modelling language BPMN;
• Interface 2 (Workflow client applications) describes the interactions between
a workflow engine and a client application (e.g. a worklist handler);
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Figure 1.2: Workflow reference model (from [Wor95])

• Interface 3 (Invoked applications) provides an interface for invoking remote
applications. The commonalities between Interfaces 2 and 3 ultimately
led to them being merged into the Workflow Application Programming
Interface (WAPI) by the WfMC and although it has seen some industry
support, most vendors choose a proprietary API for these purposes [Mue04];
• Interface 4 (Other workflow enactment services) provides an interface for
distinct workflow systems to interact with each other. Lack of demand from
users for these features and vendor reluctance to implement them have not
seen this interface widely utilized. More recently it has been redefined as
Wf-XML (and subsequently as Wf-XML 2.0) and repositioned as a web
services standard developed in conjunction with other standards bodies;
and
• Interface 5 (Administration and monitoring tools) which focuses on the
specification of the format and interpretation of the audit trail details associated with workflow execution.
In 2000 the Object Management Group (OMG) released a Workflow Management Facility specification [OMG00] which formed part of their object-based
CORBA architecture and allowed functions based on business objects, possibly residing in distinct systems, to be executed in a coordinated manner along
the lines of a workflow process. However, lack of support from vendors did not
see the proposal complete the standards process and heralded the emergence of
widespread interest in web services as a means of constructing business processes
using individual components provided by distinct parties.

1.1.4

Process-aware information systems

Web services composition languages have been an area of significant research over
the past few years as more flexible and lightweight means are sought of providing
business process support particularly where these processes involve distributed
participants or services provided by distinct vendors. Increasingly the focus of
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these languages has moved beyond the traditional focus of the workflow system
to a broader class of execution environments which are better characterized by
the term “process aware information system” (or PAIS). A PAIS can be defined
as “a software system that manages and executes operational processes involving
people, applications, and/or information sources on the basis of process models” [DAH05a]. The broad range of systems encompassed by this definition is
illustrated in Figure 1.3.
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Figure 1.3: PAIS types and associated development tools (from [DAH05a])
One of the focuses of recent standards initiatives in the business process area
has been to define a modelling language for business processes that contains sufficient detail for it to ultimately be enacted. In 2002, the Business Process Management Institute released the Business Process Modelling Language (BPML)
[BPM02] a standard for describing business processes and their constituent activities at varying levels of abstraction. Accompanying this proposal in draft form
was the Business Process Modelling Notation (BPMN) [OMG06], a graphical notation for expressing business processes. Although BPMI ultimately withdrew
support for BPML, the graphical modelling notation BPMN received widespread
attention, and despite its focus on the control-flow perspective of business processes, its influence has extended to the WfMC standards and Interface 1 is now
implemented as XPDL 2.0 which is essentially a direct analogue of BPMN.
Perhaps the most pervasive initiative in this area in recent years has been
BPEL [ACD+ 03], a workflow-based web service composition language that has
a broader range of capabilities in comparison to other initiatives in this area.
A particular feature of BPEL is that it is designed to allow for the specification of both abstract and executable processes [KMCW05]. Although mainly
focussed on the control-flow perspective, it also incorporates concepts from other
perspectives such as data-passing, event and exception handling, messaging and
constraint enforcement. A relative view of its capabilities in comparison to other
web service composition languages can be found elsewhere [WADH03, ADH+ 05].
In an attempt to better support human interactions within the BPEL framework,
the BPEL4People extension [KKL+ 05] has recently been proposed in this area.
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1.2

Problem statement

Process-aware information systems are becoming increasingly pervasive in the
modern business environment as organizations seek to automate and optimize
larger, more strategic sections of their overall business process portfolio. As the
conceptual understanding of the various perspectives associated with a business
process and the available enabling technologies have matured, the system focus
has shifted from the data-driven approaches on which the notion of information
systems was originally founded to a more holistic notion of a business process.
However, despite the fact that an increasingly broad view is being taken of
the factors that are pertinent to the definition of a business process, there is a
notable absence of a formal foundation on which this definition can be based.
Moreover, the relevant aspects of these perspectives that should be captured in a
design-time model of a business process and the manner in which they should be
enacted at runtime are subject to varying interpretations. These ambiguities lead
to potential uncertainties and variations when business processes are enacted in
the context of PAIS.
These ambiguities are a consequence of two main factors. The first of these
factors is that there is no commonly agreed conceptual definition of the core
constructs of a business process. Moreover, not only are the common elements of
a business process and their characteristics subject to debate, the relationships
between these elements are also unclear.
The second factor relates to the manner in which the core constructs of a
business process are actually enacted at runtime. Given the varying semantics
placed on individual elements, it is not surprising that they are enacted in distinct
ways in differing enabling technologies. Moreover, it is increasingly clear that even
widely supported (and supposedly well understood) constructs (e.g. the OR-join,
the AND-join) are subject to varying implementations (see e.g. [KHA03]) and in
some situations, their use can actually lead to paradoxes (see [ADK02] for details
on how the combination of OR-joins and loops in a process model can lead to the
“vicious circle paradox” where the intended operation of the model is unclear).
In order to resolve these issues, a comprehensive definition is required of the
fundamental constructs that make up a business process and the manner in which
they interrelate. This definition must be based on a formal foundation in order
to remove any potential for ambiguity in the interpretation of these concepts. It
must also facilitate the execution of a business process described in terms of these
constructs in a deterministic way. Associated with these issues are the following
related research questions:
• What are the fundamental constructs that comprise a business process and
what is the relationship between them?
• What are the attributes of these constructs and how do they influence the
manner in which the constructs are enacted?
• Can the enactment of these constructs be described in a precise way?
• Can these constructs be described and integrated in a manner that is applicable to a wide variety of PAIS?
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1.3

Solution criteria

In order to ensure that we have a clear definition of the qualities that a suitable
solution to the problems identified in the preceding section should demonstrate,
we nominate the following criteria as a means of assessment.

1.3.1

Formality

One of the characterizing aspects of the current state of business process modelling is the absence of a formal basis for defining the core constructs of a business
process and the manner in which it should be enacted. A particularly significant
shortcoming is the lack of support for capturing the semantics of a business
process (i.e. details associated with its fundamental intention, content and operation). There are initial attempts at providing a foundation for specific aspects
of business process modelling, in particular process modelling and organizational
modelling, however the field as a whole lacks a rigorous, integrated foundation
that encompasses all areas of a business process. This paucity increases the overall
potential for ambiguity when enacting a business process model. For this reason,
any approach to language design for PAIS must be underpinned by a complete
and unambiguous description of both its syntax and semantics.

1.3.2

Suitability

In order for a modelling language to have the broadest applicability to a problem
domain, it must provide support for the capture and enactment of as wide a
range as possible of the requirements encountered in its field of usage. Key
to effective capture is the ability of the language to record all of the aspects
relevant to a given requirement in a form that accords with its actual occurrence
in the problem domain, i.e. there should not be a need for significant conceptual
reorganization in order for a requirement to be recorded and in general terms,
the constructs available in a modelling language should correlate relatively closely
with the concepts in associated application domains in which it will be employed.

1.3.3

Conceptuality

The modelling language should only focus on concepts that are directly relevant
to the business process domain. Issues and constructs that are not relevant to
this area should be ignored. Any concepts that form part of the language should
be described at a conceptual level and be independent of specific technological
or implementation-related considerations. Resultant models should be portable
across a wide range of potential enactment technologies and the manner in which
a model is interpreted must be independent of the environment in which it is
subsequently implemented. To this end, it is vital that no aspect of the modelling
language relies on specific characteristics of underlying enactment technologies.
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1.3.4

Enactability

Ultimately, there is no benefit in proposing a business process modelling language
that is not capable of being enacted. This may seem an obvious statement, but
several recent initiatives in this area have proposed language elements that are
not able to be enacted without some degree of ambiguity [OADH06, RAHW06].
Of particular interest is the ability of the business process language to facilitate validation activities on process models both to establish their consistency
and correctness but also for more detailed investigations in regard to their likely
performance in actual usage and potential areas for optimization.

1.3.5

Comprehensibility

The choice of modelling formalism must not limit its usefulness or accessibility
by end users. The motivation for this research is to provide a comprehensive
conceptual foundation for PAIS that has general applicability. Its utility will only
be proven if it is capable of use by a broad range of business and IT practitioners
without requiring specialist training. To this end, the modelling language will
need to display two key characteristics:
• Ease of capture – it should allow for the direct capture of all aspects of a
business process pertinent to its enactment without requiring the format of
specific aspects to be simplified or changed markedly in order to facilitate
their accurate representation; and
• Ease of interpretation – once a business process has been captured using
the language, the expected runtime semantics associated with the model
should be clearly and precisely understood.

1.4

Approach

This thesis centres on the development of a formal foundation for PAIS. In order
to achieve this vision, two distinct research activities are undertaken.

1.4.1

Identification of the core constructs of a business
process

In order to establish a general foundation for PAIS, it is first necessary to identify
the core constructs of a business process which a PAIS may be required to enact.
In this research, a business process is considered to be composed of four orthogonal perspectives: control-flow, data, resource and exception handling. For each
of these perspectives an empirical survey of commercial products and modelling
formalisms is undertaken, enabling the identification and delineation of generic,
recurring constructs. For the first three perspectives these constructs are presented in the form of patterns which describe their form, provide examples of
and motivations for their usage, discuss the manner in which they may be implemented and potential issues that may arise as a result of their usage (and where
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possible, solutions to these issues). For the exception handling perspective, they
form the basis of a framework for classifying exception handling capabilities.

1.4.2

Synthesis of the patterns into a modelling and enactment language for PAIS

The catalogue of patterns identified by the preceding research activity provides
the basis for the development of a comprehensive language for describing business
processes. Being based on rich foundations, the language is able to be used not
only for modelling purposes, but also contains sufficient detail about a business
process to enable it to be directly enacted. The broad range of concepts that it
embodies also ensures that it is suitable for use with the wide range of technologies which fall under the PAIS umbrella whilst still retaining its own conceptual
and technological independence. As part of the definition of the language, a
comprehensive formalization is provided which includes an abstract syntax and
operational semantics for each of the language constructs thus providing an unambiguous interpretation of how each language element should be realized in an
operational context. The semantic model for the language takes the form of a
Coloured Petri net (CP-net) and is developed using CPN Tools [Jen97]. The
CPN Tools environment allows a CP-net to be executed, consequently it is possible to to take an instance of the semantic model and directly execute it, thereby
demonstrating the capabilities of the language firsthand.

1.5

Publications

The following papers have been published either based on or in reference to the
research findings presented in this thesis:
• N. Russell, A.H.M. ter Hofstede, D. Edmond and W.M.P. van der Aalst,
Workflow Data Patterns, QUT Technical Report, FIT-TR-2004-01, Queensland University of Technology, Brisbane, Australia, 2004.
• N. Russell, A.H.M. ter Hofstede, D. Edmond and W.M.P. van der Aalst,
Workflow Resource Patterns, BETA Working Paper Series, WP 127, Eindhoven University of Technology, Eindhoven, The Netherlands, 2004.
• N. Russell, W.M.P. van der Aalst, A.H.M. ter Hofstede and D. Edmond,
Workflow Resource Patterns: Identification, Representation and Tool Support. In O. Pastor and J. Falcão e Cunha, editors, Proceedings of the 17th
Conference on Advanced Information Systems Engineering (CAiSE’05), volume 3520 of Lecture Notes in Computer Science, pages 216–232. SpringerVerlag, Berlin, 2005.
• N. Russell, A.H.M. ter Hofstede, D. Edmond and W.M.P. van der Aalst,
Workflow Data Patterns: Identification, Representation and Tool Support.
In L. Delcambre, C. Kop, H.C. Mayr, J. Mylopoulos, and O. Pastor, editors,
24nd International Conference on Conceptual Modeling (ER 2005), volume
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3716 of Lecture Notes in Computer Science, pages 353-368. Springer-Verlag,
Berlin, 2005.
• N. Russell, W.M.P. van der Aalst, A.H.M. ter Hofstede and P. Wohed,
On the Suitability of UML Activity Diagrams for Business Process Modelling. In Markus Stumptner, Sven Hartmann, and Yasushi Kiyoki, editors,
Proceedings of the Third Asia-Pacific Conference on Conceptual Modelling
(APCCM 2006), volume 53 of Conferences in Research and Practice in
Information Technology series (CRPIT), pages 95-104, Hobart, Australia,
2006. ACS.
• N. Russell, W.M.P. van der Aalst, and A.H.M. ter Hofstede, Workflow Exception Patterns, In E. Dubois and K. Pohl, editors, Proceedings of the
18th International Conference on Advanced Information Systems Engineering (CAiSE’06), volume 4001 of Lecture Notes in Computer Science, pages
288-302. Springer-Verlag, Berlin, Germany, 2006.
• N. Russell, A.H.M. ter Hofstede, W.M.P. van der Aalst, and N. Mulyar,
Workflow Control-Flow Patterns: A Revised View. BPM Center Report
BPM-06-22, BPMcenter.org, 2006.
• N. Russell, A.H.M. ter Hofstede, D. Edmond and W.M.P. van der Aalst,
newYAWL: Achieving Comprehensive Patterns Support in Workflow for the
Control-Flow, Data and Resource Perspectives, BPM Center Report BPM07-05, BPMcenter.org, 2007.
• P. Wohed, W.M.P. van der Aalst, M. Dumas, A.H.M. ter Hofstede and N.
Russell. Pattern-based Analysis of UML Activity Diagrams, BETA Working
Paper Series, WP 129, Eindhoven University of Technology, Eindhoven, The
Netherlands, 2004.
• W.M.P. van der Aalst, M. Dumas, A.H.M. ter Hofstede, N. Russell, H.M.W.
Verbeek and P. Wohed, Life After BPEL?, In M. Bravetti, L. Kloul, and
G. Zavattaro, editors, WS-FM 2005, volume 3670 of Lecture Notes in Computer Science, pages 35-50. Springer-Verlag, Berlin, 2005.
• P. Wohed, W.M.P. van der Aalst, M. Dumas, A.H.M. ter Hofstede and N.
Russell, Pattern-Based Analysis of the Control-Flow Perspective of UML
Activity Diagrams, In L. Delcambre, C. Kop, H.C. Mayr, J. Mylopoulos, and
O. Pastor, editors, 24nd International Conference on Conceptual Modeling
(ER 2005), volume 3716 of Lecture Notes in Computer Science, pages 63-78.
Springer-Verlag, Berlin, 2005.
• P. Wohed, W.M.P. van der Aalst, M. Dumas, A.H.M. ter Hofstede and N.
Russell, On the Suitability of BPMN for Business Process Modelling, In S.
Dustdar, J.L. Faideiro, and A. Sheth, editors, International Conference on
Business Process Management (BPM 2006), volume 4102 of Lecture Notes
in Computer Science, pages 161-176. Springer-Verlag, Berlin, 2006.
• N. Mulyar, W.M.P. van der Aalst, A.H.M. ter Hofstede and N. Russell,
Towards a WPSL: A Critical Analysis of the 20 Classical Workflow Controlflow Patterns, BPM Center Report BPM-06-18, BPMcenter.org, 2006.
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In addition, the research results contained in this thesis have formed the basis for a comprehensive overhaul of the Workflow Patterns website (located at
www.workflowpatterns.com). This website includes a detailed description of
each of the control-flow, data and resource patterns together with a comprehensive range of pattern animations, product evaluations, impact assessments and
vendor feedback. Since being published in January 2007, the site has hosted over
90,000 visitors.

1.6

Related work

The focus of this thesis is on the development of a comprehensive foundation for
PAIS. Ultimately this takes the form of a business process modelling and enactment language which encompasses all of the constructs commonly encountered
in business process management. There are a number of related research efforts
that examine similar issues. These fall into three main categories, each of which
are discussed subsequently. In addition, there are references to related work at
the end of each of the chapters in Part One of the thesis which are more specific
to the material presented in these sections.

1.6.1

Formalization of enactment languages for PAIS

As a means of describing the intended execution of a business process more precisely, a number of initiatives have proposed formal execution models for business
processes. This work essentially proceeds in two directions – either describing the
formalization of an existing language proposal such as BPEL or proposing a new
language describing process execution based on formal foundations.
Providing a formal basis for existing (informally defined) languages has become a popular research topic in recent years. Many of the commonly used
modelling techniques have been subject to formalization efforts in an attempt
to provide a precise semantics for their operation. EPCs have been formalized
using Petri nets [Aal99] (although reaching a complete solution has been problematic [Kin06] given inherent ambiguities associated with the OR-join construct).
UML 2.0 Activity Diagrams using π calculus [KKNR06], Petri nets [SH05] and
using a virtual machine approach [VK05] although in all cases, only a subset of the
overall language is formalized and the first two publications question whether a
complete semantics for the technique is possible. There has also been an attempt
to provide a semantics for a subset of BPMN using Petri nets [DDO07]. However
the language which has received overwhelming research focus has been BPEL and
there have been a multitude of proposals for a formal semantics for the language
based on Petri nets, process algebras, abstract state machines and automata. A
comprehensive survey of the various approaches can be found elsewhere [BK07].
The other approach to establishing fully formalized languages for PAIS has
been to develop process modelling and enactment languages which are directly
based on formal foundations. There are a multitude of process modelling and
execution languages that are based on formal foundations such as Petri nets
[Aal98] and process algebras such as CSP [Ste05] and π calculus [WG07]. However
c 2007 N.C. Russell – Page 15
PhD Thesis – °

Chapter 1. Introduction

with a few exceptions such as COSA (a workflow system in which the control flow
is based on Petri nets), none of these formally founded languages have had much
impact on the development of commercial PAIS. Moreover, each of them tends
to focus on one particular aspect of a business process (e.g. control-flow).

1.6.2

Workflow patterns

One of the difficulties experienced in framing the content of a business process
language is the issue of suitability or understanding exactly what features are
required to provide appropriate modelling and enactment support in a given usage
domain. Moreover, differences in the language constructs and representational
format of distinct offerings make comparisons between them extremely difficult.
In an effort to gain some insight into these issues, the Workflow Patterns Initiative
was conceived in the late nineties with the aim of identifying generic recurring
constructs in the workflow domain and describing them in the form of patterns.
The notion of patterns as a means of categorizing recurring problems and
solutions in a particular domain is generally attributed to Christopher Alexander [AIS77] as is the concept of a patterns language for describing the interrelationships between specific patterns. The original patterns work centred on
the field of architecture, however the concept has general applicability and has
been used widely in a number of other domains. It has had most impact however
in the field of information technology where patterns have been used to categorize the major concepts in a number of areas including system design [GHJV95],
business analysis [Hay95, Fow96], business process design [EP00], software architecture [BMR+ 96, SSRB00] and enterprise application integration [HW04].
The application of a patterns-based approach to the identification of generic
workflow constructs was first proposed by van der Aalst et al. [ABHK00], who
identified several patterns relevant to the control-flow perspective of workflow systems. This work was subsequently expanded to encompass twenty control-flow
patterns together with an analysis of their implementation in fifteen commercial
and research workflow systems. It triggered research efforts in two main directions: the first of these being the use of the patterns to evaluate the capabilities
of a series of business process modelling languages and (proposed) web services
standards, the second being the use of the patterns to establish a formal basis for
understanding the requirements of PAIS, subsequently to become known as the
YAWL Initiative (which is discussed subsequently in Section 1.6.3).
Kiepuszewski [Kie03] used the patterns as part of an investigation into the
fundamentals of workflow technology, in particular the expressiveness of various
approaches to implementing control-flow constructs in workflow systems. Dumas
and ter Hofstede [DH01] first utilized them to examine the capabilities of specific
modelling languages, in this case UML 1.4 Activity Diagrams, in an effort to
understand its strengths, weaknesses and also to suggest areas for possible improvement. This research strategy led to a series of subsequent investigations into
the suitability of languages including BPEL4WS [WADH03], BML [WPDH03],
UML 2.0 Activity Diagrams [WAD+ 05] and BPMN [Whi04].
As the original control-flow patterns were documented in an informal, imperative style, there was immediate interest in providing a formal semantics for their
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operation. Several distinct proposals were developed based on techniques including π calculus [PW05], CCS [FSB06] and (somewhat less successfully) P/T nets
[ZH05]. These proposals offered further clarity on the potential implementation
of each of the patterns however they all focussed on the control-flow perspective
and had the additional difficulty that they described each pattern in isolation.

1.6.3

Yet Another Workflow Language

One of the major learnings from the Workflow Patterns Initiative [AHKB03] was
the recognition of a need for an expressive business process modelling language
that encompassed the majority of the workflow patterns. This led to the development of the YAWL language [AH05], a modelling language based on a formal
Petri net foundation that supports 19 of the 20 original control-flow patterns.
YAWL has a formal semantics specified in the form of a label transition system,
allowing it to exploit fundamental properties from Petri nets whilst incorporating a number of higher-level patterns such as cancellation, multiple instances and
OR-join semantics that are not inherently catered for by Petri nets. It also has a
graphical syntax which supports higher-level modelling activities.
The YAWL language is implemented in the YAWL System [AADH04], an
open-source reference implementation of a workflow engine. It also has an associated editor which allows process specifications to be created and modified as well
as an operational environment, of which the workflow engine is a part, together
with facilities such as a worklist handler that supports user interaction with the
engine during process execution, a web services integration module and a graphical forms manager. The current YAWL language is based on the control-flow
perspective and although the YAWL System has been partially extended to include consideration of other perspectives (eg. data, resource, exception handling),
neither language nor system has a comprehensive coverage of these. Furthermore,
these extensions have not been formalized.

1.7

Outline of thesis

This thesis is organized in two parts: Part One identifies the core constructs inherent in business processes as a series of patterns collections spanning four perspectives. Chapter 2 describes 43 control-flow patterns that are relevant to PAIS
together with formal definitions of each of them. Chapter 3 presents a collection
of 40 data patterns that describe data characterization and usage. Chapter 4
presents a collection of 43 resource patterns that describe work distribution and
resource management. Chapter 5 examines the issue of exception handling in
PAIS and identifies a series of patterns that capture specific aspects of exception
handling strategies. On the basis of these patterns, a generic graphical language
for exception handling is presented. For each of these patterns collections, there
are evaluations of their implementation across a range of commercial offerings
including workflow systems, a case handling system, business process modelling
formalisms and execution languages.
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Part Two of the thesis presents a formalization of the patterns in the form of
new YAWL, a language for modelling and enacting business processes on which
PAIS can be grounded. Chapter 6 introduces the main language features of
new YAWL and gives examples of their usage. Chapter 7 presents the syntax for
new YAWL together with a series of transformations which allow a design time
new YAWL model to be mapped to an executable new YAWL model. Chapter
8 presents a semantic model for new YAWL that describes how the various constructs embodied within it are realized. Chapter 9 reviews the capabilities of
new YAWL from a patterns perspective. Chapter 10 concludes the thesis.

c 2007 N.C. Russell – Page 18
PhD Thesis – °

Part I
Conceptual Foundations

19

This page is intentionally blank

20

There have been rapid advances in the technologies available for supporting the design and enactment of business processes over the past decade. As
a consequence, there are now a wide range of systems that are driven by implicit or explicit business process models. This range of systems is collectively
known as process-aware information systems [DAH05b] and includes offerings as
diverse as workflow management (WFM), enterprise resource planning (ERP)
and customer relationship management (CRM) systems. These technologies are
increasingly being used by organizations to underpin complex, mission-critical
business processes. Yet despite the plethora of systems in both the commercial
and research domains, there is a notable absence of core concepts that individual
offerings could be expected to support or that could be used as a basis for comparison. This absence differs markedly from other areas of information systems
such as database design or transaction management which are based on formal
conceptual foundations that have effectively become de facto standards.
In an effort to gain a better understanding of the fundamental concepts underpinning business processes, the Workflow Patterns Initiative was conceived
with the goal of identifying the core architectural constructs inherent in workflow
technology [AHKB03]. The original objective was to delineate the fundamental
requirements that arise during business process modelling on a recurring basis
and describe them in an imperative way. A patterns-based approach was taken
to describing these requirements as it offered both a language-independent and
technology-independent means of expressing their core characteristics in a form
that was sufficiently generic to allow for its application to a wide variety of offerings.
In line with the traditional patterns approaches used by Alexander [AIS77]
and the “Gang of Four” [GHJV95], that are based on a broad survey of existing
problems and practices within a particular domain, the initial work conducted
as part of the Workflow Patterns Initiative identified twenty control-flow patterns were identified through a comprehensive evaluation of workflow systems
and process modelling formalisms. These patterns describe a series of constructs
that are embodied in existing offers in response to actual modelling requirements.
The imperative approach employed in their description ensures that their intent
and function is clearly presented without mandating a specific implementation
approach. An overriding objective was that they describe control-flow characteristics which it would be desirable to support in a given offering.
The publication of the original patterns in 2000 [AHKB03] had a galvanising
effect on the workflow community. It provided clarity to concepts that were not
previously well-defined and provided a basis for comparative discussion of the
capabilities of individual workflow systems. Amongst some vendors, the extent of
patterns support soon became a basis for product differentiation and promotion.
Although initially focussed on workflow systems, it soon became clear that the
patterns were applicable in a much broader sense and they were used to examine
the capabilities of business process modelling languages such as BPMN, XPDL,
UML Activity Diagrams and EPCs, web service composition languages such as
WCSI and business process execution languages such as BPML and BPEL.
As a consequence of this research, it soon became clear that the patterns approach was an appropriate strategy for investigating the fundamental constructs
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inherent in PAIS. However two deficiencies existed in the original research: (1)
the original control-flow patterns [AHKB03] were informally defined leading to
varying interpretations of their intent and operation and (2) a thorough description of the constructs relevant to PAIS required a broader investigation of the
various dimensions of a business process model (i.e. the original focus was on the
control-flow perspective, while the other perspectives are also highly relevant for
PAIS).
Part 1 of this thesis provides a conceptual foundation for PAIS. It achieves this
through a thorough survey of current PAIS, standards and theory through which
a series of generic, recurring constructs are synthesized and presented in the form
of patterns. Patterns are considered to constitute desirable characteristics that
such offerings should possess. Each pattern is presented using a standard format
which includes the following details:
• description – a summary of its functionality;
• examples – illustrative examples of its usage;
• motivation – the rationale for the use of the pattern;
• overview – an explanation of its operation including a detailed operational
definition where necessary;
• context – other conditions that must hold in order for the pattern to be
used in a process context;
• implementation – how the pattern is typically realized in practice;
• issues – problems potentially encountered when using the pattern;
• solutions – how these problems can be overcome; and
• evaluation criteria – the conditions that an offering must satisfy in order
to be considered to support the pattern.
In general, the relative merit of individual patterns is underscored by their
implementation in one or more existing PAIS, however there are five patterns
that have been identified which, whilst not directly observed in current offerings,
describe meaningful constructs that are generalizations or extensions of other
patterns.
For the purposes of this work, a business process is considered to consist of
three orthogonal dimensions:
• the Control-Flow perspective, which describes the structure of a process
model in terms its constituent activities and describes the manner in which
they are implemented (considering both activities which have an underlying
implementation and also those which are defined in terms of a subprocess)
and the interconnections between them in terms of the overall flow of control;
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• the Data perspective, which describes how data elements are defined and
utilized during process execution; and
• the Resource perspective, which describes the overall organizational context
in which a process executes and the manner in which individual work items
can be assigned to resources for subsequent execution.
These three perspectives capture the major components inherent in business
processes. Their correspondence with the dimensions identified in other popular
frameworks is illustrated in Table 1.1. There is a relatively direct correlation between the views identified in ARIS and CIMOSA and the patterns perspectives.
For the Zachmann Framework, five of its six perspectives are captured by the patterns perspectives whilst the sixth – the Motivation perspective – must ultimately
be decomposed into the other perspectives if the strategies and goals that it captures are to be achieved by a business process. Five of the eleven perspectives in
the MOBILE workflow model are directly embodied by the pattern perspectives
identified. MOBILE also denotes six other perspectives that it purports are “very
significant” for the comprehensive specification of a process. Closer examination
of these perspectives suggests that in the main, these perspectives are actually
inherent and interrelated properties of a comprehensive business process model
rather than distinct orthogonal dimensions. The Causality perspective corresponds to business rules and triggers which are generally characterized in terms
of Control-Flow and Data. The History perspective is just the execution log or
audit trail for a process instance. By definition, it doesn’t exist until a process
has been executed, therefore it is problematic to consider it as part of a business
process model. The Security and Autonomy perspectives describe constraints on
the party (person or machine) actually able to undertake a given task. These are
readily encompassed by the Resource information captured for a business process.
Framework
ARIS [Sch00]
CIMOSA [Ver96]
Zachmann [Zac87]
MOBILE [JB96]

Pattern Perspective
Control-Flow
Data
Resource
Control
Data
Organization
Function
Function
Information
Organization
Resource
Function
Data
Organization
Schedule
Network
Function,
Information
Organization
Operation,
Behaviour

Table 1.1: Patterns perspectives in popular frameworks
There are however two additional perspectives in the MOBILE model that
merit further consideration. The Quality and Integrity and Failure Recovery
perspectives involve taking action because a given business process does not meet
with expectations. This may be for various reasons including incorrect structure
of the process model (quality issue), poor execution performance (quality issue),
incorrect results being produced (integrity issue) or abnormal task termination
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(failure issue). In all of these situations, corrective action must be taken in the
context of currently executing process instance(s). This may involve changes
to Control-Flow, Data and/or Resource information associated with a business
process. Hence there is a fourth dimension to the description of a business process
which involves the specification of exception handling strategies in response to
expected or unexpected events which may occur during execution.
These four dimensions (control-flow, data, resource and exception handling)
provide the basis for describing the conceptual foundations of PAIS presented in
this part of the thesis. The following four chapters will present a taxonomy of
fundamental constructs in each of these perspectives. Before doing so however,
there is some common terminology that needs to be introduced.
Throughout this thesis, a process or process model is assumed to be a description of a business process in sufficient detail that it is able to be directly executed
by a PAIS. A process model is composed of a number of tasks which are connected in the form of a directed graph. An executing instance of a process model
is called a case or process instance. There may be multiple cases of a particular
process model running simultaneously, however each of these is assumed to have
an independent existence and they typically execute without reference to each
other. There is usually a unique first node and a unique final node in a process.
These are the starting and finishing points for each given process instance.
A task corresponds to a single unit of work. Four distinct types of task are
denoted: atomic, block, multiple-instance and multiple-instance block. We use the
generic term components of a process to refer to all of the tasks that comprise a
given process model.
An atomic task is one which has a simple, self-contained definition (i.e. one
that is not described in terms of other tasks) and only one instance of the task
executes when it is initiated.
A block or composite task is a complex action which has its implementation
described in terms of a subprocess. When a block task is started, it passes control
to the first task(s) in its corresponding subprocess. This subprocess executes to
completion and at its conclusion, it passes control back to the block task.
A multiple-instance task is a task that may have multiple distinct execution
instances running concurrently within the same process instance. Each of these
instances executes independently. Only when a nominated number of these instances have completed is the task following the multiple instance task initiated.
A multiple-instance block task is a combination of the two previous constructs
and denotes a task that may have multiple distinct execution instances each of
which is block structured in nature (i.e. each has a corresponding subprocess).
Each invocation of a task that executes is termed a work item. Usually there
is one work item initiated for each task in a given case however in the case of
a multiple-instance task, there may be several associated work items that are
created when the task is initiated. Similarly, where a task forms part of a loop,
a distinct work item is created for each iteration.
In general a work item is directed to a resource for execution (although a
resource is not required to undertake automatic tasks). There are a variety of
ways in which this may be achieved which will be discussed subsequently.
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A task may initiate one or several tasks when it completes (i.e. when a work
item corresponding to it completes). This is illustrated by an arrow from the
completing task to the task (or tasks) being initiated. Where a task is link to
several subsequent tasks (i.e. it has several outgoing branches), this constitutes
a split and the when the preceding task completes the thread of control may be
passed to one, several or all of the subsequent tasks. There are several distinct
types of splits, each of which is discussed in Chapter 2.
Similarly where several tasks are linked to a specific task (i.e. the task has
multiple incoming branches), this constitutes a join. Depending on the type
of join, the task can only commence when one, several or all of the incoming
branches have completed. The actual behaviour depends on the specific type of
join and the various types of join are discussed in Chapter 2.
There are a number of other concepts and modelling assumptions that relate
to business processes, however these are specific to a given perspective and for
this reason, their introduction will be deferred to the chapter to which they are
most relevant.
This part of the thesis presents a conceptual foundation for PAIS. It is organized as follows: Chapters 2, 3, 4 and 5 present a taxonomy of fundamental
constructs in the control-flow, data, resource and exception handling perspectives. For the first three of these perspectives (control-flow, data and resource),
these constructs are described in the form of patterns.
The control-flow, data and resource perspectives are orthogonal to each other
and there is minimal interrelationship between them. The exception handling
perspective differs in this regard as it is based on all of these perspectives and it
is responsible for dealing with undesirable events which may arise in each of them.
Consequently the approach to describing the conceptual basis of the exception
handling perspective is a little different. First the major factors associated with
exception handling are delineated and investigated in detail. On the basis of this
work, a patterns-based strategy is developed for describing exception handling
strategies in PAIS and the exception handling capabilities of a variety of contemporary PAIS are assessed. Finally on the basis of the insights gained from these
activities, a generic graphical exception handling language is proposed.
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Chapter 2
Control-Flow Perspective
The control-flow perspective focuses on describing the tasks that make up a process and enforcing the various control-flow dependencies that exist between them.
There have been a variety of approaches proposed for describing control-flow in
business processes [AHD05] yet despite their common focus, there is a surprisingly degree of degree of disparity between individual language proposals, both
in relation to the range the fundamental constructs that they embody and their
individual capabilities and more generally in terms of their relative expressive
power.
In 1999, the Workflow Patterns Initiative was established with the aim of
providing a conceptual basis for process technology. It took a pragmatic approach
to addressing this problem and based on a comprehensive survey of state of
the art offerings, it identified 20 generic constructs relevant to the control-flow
perspective and presented them in the form of patterns. In doing so, it provided
clarity to a range of control-flow concepts that were not previously well-defined
and established a basis for comparative discussion of the capabilities of individual
offerings.
This chapter presents a major review of the control-flow perspective with two
main objectives: (1) to assess the relevance of the original control-flow patterns
and determine whether they provide comprehensive coverage of the constructs
encountered in the control-flow perspective and (2) to provide a formal definition
of each pattern in order to remove any potential ambiguities that may have previously existed. Consequently, there are two main sections in this chapter: the first
being a review of the original patterns and the second being the identification
of 23 new control-flow patterns, some of them entirely new and some based on
specializations of existing patterns. For each of the patterns, a precise description
of its operation is provided in the form of a CP-net1 . The operational support for
the pattern is also examined across a series of contemporary offerings in the business process management field including commercial workflow and case handling
products, and also business process modelling notations such as BPMN, EPCs
and UML 2.0 Activity Diagrams, and business process execution languages such
as XPDL and BPEL. In order to provide an objective basis for these evaluations,
1

CPN Tools is used for preparation and validation of these models, copies of which are
available from http://www.workflowpatterns.com. More details on CPN Tools can be found
at http://wiki.daimi.au.dk/cpntools/.
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a definitive set of evaluation criteria for rating patterns support in a given offering have been established. Details of these criteria are included for each pattern.
Specific details of each of the offerings evaluated (including version details) are
included in Section 2.5.

2.1

Context assumptions

As far as possible, each of the control-flow patterns is illustrated using CP-nets.
This provides a precise description of each pattern that is both deterministic
and executable. This approach becomes increasingly important with some of
the revised pattern definitions (as well as for some of the new patterns) as the
actual manner in which the pattern operates requires more detailed description.
For readers that are not familiar with the CP-net modelling formalism, a brief
introduction is included in Section 2.2.
There are some blanket assumptions that apply to all of the CP-nets used in
this chapter. Each of them adopts a notation in which input places are labelled
i1...in, output places are labelled o1...on, internal places are labelled p1...pn
and transitions are labelled A...Z. In the case where either places or transitions
serve a more significant role in the context of the pattern, they are given more
meaningful names (e.g. buffer or anti-place). In general, transitions are intended
to represent tasks or activities in processes and places are the preceding and
subsequent states which describe when the task can be enabled and what the
consequences of its completion are.
Unless stated otherwise, it is assumed that the tokens flowing through a CPnet that signify control-flow are typed CID (short for “Case ID”) and that each
executing case (i.e. process instance) has a distinct case identifier. Moreover, the
CP-nets are intended to show the operation of a given pattern in the context
of a single case during execution. This allows the CP-nets to be simplified so
as to illustrate the essence of the pattern and as such, they are not intended to
demonstrate pattern operation where tokens relating to multiple distinct cases
are flowing through the CP-net simultaneously.
For most patterns, the assumption is also made that the model is safe, i.e.
that each place in the model can only contain at most one token (i.e. one thread
of control for each case currently being executed). This provides clarity in regard
to the way in which each of the CPN models describing pattern operation are
intended to function.
Safe behaviour is not a mandatory quality of processes. Some of the systems examined in this thesis do implement safe process models whilst others do
not. Where a system does provide a safe execution environment, this is typically
achieved in one of two ways: either (1) during execution, the state of a given case
is never allowed to transition into an unsafe state. This is the approach adopted
by COSA, which blocks a task’s execution where it has a token in the place immediately after it and allowing it to execute could potentially result in an unsafe
state (i.e. the following place having two tokens in it). The other alternative (2)
is to detect any unsafe situations that may arise and migrate them to safe states.
An example of this is the strategy employed by Staffware (often referred to as
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the “Pac-Man approach”) where any additional triggerings received by a task
that is currently executing are coalesced into the same thread of control which is
delivered to outgoing branches when the task completes. These variations in the
ways in which distinct offerings implement concurrency within a process instance
lead to differences in the ranges of patterns that they are able to support and the
means by which they realize them.

2.2

An overview of coloured Petri nets

Coloured Petri nets are a variant of standard Petri nets proposed by Jensen
[Jen97] that incorporate support for colour, time and hierarchy. The addition
of these dimensions have resulted in CP-nets being particularly suited to the
modelling and analysis of large, complex concurrent systems. The availability of
CPN Tools – a modelling and execution environment for CP-nets – has led to
their widespread use by academic and industry practitioners alike.
CP-nets are used in two distinct ways in this thesis.
1. To describe the operation of the control-flow patterns in a precise manner.
2. To define the operational semantics of the new YAWL reference language
for PAIS.
In both cases, the major benefit of using CP-nets is that they provide a
modelling formalism that is both deterministic and executable.
CP-nets are based on four main syntactic elements: places, transitions, arcs
and inscriptions. Figure 2.1 provides an example of one of a CP-net.
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Figure 2.1: Example of a CP-net process model
The format follows that normally associated with Petri nets with a few additions. Each of the places in the net is typed (illustrated by the label to the
bottom right of each place). In Figure 2.1, all of the places have type INT which
represents an integer. Note that arbitrarily complex types are allowed. All tokens
which reside in these places have a value defined by the type associated with the
place. As with traditional Petri nets, outgoing arcs from a place are connected
to a transition. Transitions can only be enabled when all input places that are
connected to them hold a token.
Variables can be defined in the context of a CP-net, each of which has a
unique name and a defined type (which may either be a basic data type such as
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a Boolean value, integer or string, or alternatively can be a structured data type
formed from the basic types using list, tuple or union operators). Variable have
global scoping and are accessible throughout the net.
Each of the arcs in a CP-net have one or more variables associated with them,
which are instantiated based on the data element received from the preceding
place or transition.
There are four other features of CP-nets that are used for illustrative purposes
in this thesis:
• A guard may be specified for each transition. This is a logical expression
that must evaluate to true in order for the transition to fire. Transition A
has an example of a guard – variable i must be greater than or equal to
one in order for the transition to be enabled.
• Outgoing arcs from a transition can be conditional. Their value depends on
the evaluation of the condition associated with the arc when the preceding
transition has fired. Transition A has conditional outgoing arcs. Depending
on the value of variable i, one or the other of them is selected at runtime
(the empty value corresponds to no token flowing down the arc).
• CP-nets are hierarchical and the operation of a given transition (called a
substitution transition) can be described in terms of a subprocess which is
itself a CP-net. Transition B is an example of a substitution transition.
• ML functions (based on a variant of the Standard ML functional language)
can be associated with a CP-net. These functions can be used in guards,
arc conditions and also can form the body of a transition. Transition C
illustrates how a function can be used as the body of a transition. When
transition C is triggered, the value of the token it receives (as variable i) is
passed to the function inc and the result of this function is passed on from
the transition as output variable j.
There are a number of other features associated with CP-nets – the ability to
represent time within a model is one notable capability – however these features
are not utilized within this thesis and hence are not discussed here.

2.3

A review of the original control-flow patterns

This section examines the original twenty control-flow patterns and revises their
definitions. It assumes that the reader is familiar with the concepts and terminology embodied in the original research. Where this is not the case, the reader
is referred to the original Workflow Patterns publication [AHKB03].
One of the major areas of ambiguity in regard to the original descriptions of
the control-flow patterns related to varying interpretations of their applicability
and operation. In an effort to remove this area of uncertainty, this section provides
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a detailed definition of the operational semantics of each pattern in the form of a
CP-net diagram together with the context conditions that apply to the pattern.
It has become clear that there are a number of additional scenarios in the
control-flow perspective that require categorization. Moreover, several of the
original patterns would benefit from a more precise description in order to remove potential ambiguities in relation to the concepts that they are intended to
represent. Indeed with a more rigorous foundation, it becomes possible to further
refine several of the patterns into forms that more effectively describe and distinguish between the distinct situations to which they might be applicable. Specific
changes to the original pattern definitions are described below.
The original Synchronizing Merge pattern did not adequately differentiate between possible implementation variations, each of which has a distinct semantics.
Consequently, it has now been divided into three distinct patterns:
• the Structured Synchronizing Merge (WCP-7), which restricts the original
pattern to use in a structured process context and sees it take the form of
a join which is paired with a specific preceding Multi-Choice, i.e. there is a
one-to-one correspondence between split and join;
• the Local Synchronizing Merge (WCP-37), which recognizes tractable ORjoin implementations, based on conventions such as true/false token passing,
that allow their evaluation to be based on information directly available to
the merge (i.e. local semantics) but which are unable to deal with arbitrary
loops; and
• the General Synchronizing Merge (WCP-38), which denotes a general solution to OR-join evaluation based on a thorough analysis of the current and
potential future states of a process instance (i.e. non-local semantics).
In a similar vein, the original Discriminator pattern did not differentiate
between distinct implementation approaches and their ability to deal with concurrency within a process instance. It is now recognized as having three distinct
forms:
• the Structured Discriminator (WCP-9), where it operates in a safe and
structured process context (i.e. it is assumed that each branch executes
precisely once before a reset takes place and there is a one-to-one correspondence between splits and joins) and always has a corresponding Parallel
Split which precedes it in the process;
• the Blocking Discriminator (WCP-28), where concurrency within a process
instance is dealt with by blocking additional execution threads within a
given branch until the discriminator has reset; and
• the Cancelling Discriminator (WCP-29), where remaining incoming branches which are still executing after the discriminator fires are cancelled.
The Partial (or n-out-of-m) Join pattern, which had previously only been
denoted as a possible generalization of the Discriminator, is now also recognized
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as a pattern in its own right with three distinct forms: the Structured Partial
Join (WCP-30), the Blocking Partial Join (WCP-31) and the Cancelling Partial
Join (WCP-32).
The Structured Loop (WCP-21) pattern has been introduced to deal with more
restrictive forms of iteration such as while and repeat loops which are not adequately covered by the Arbitrary Cycles pattern. Similarly the Recursion pattern
(WCP-22) covers repetitive task execution which is based on self-invocation.
The original multiple instance patterns assume that all task instances must
complete before a subsequent task can be enabled. In recognition that more efficient means exist of implementing concurrency with respect to overall process
execution and determination as to when the process can proceed beyond the multiple instance task, three new patterns have been introduced: the Static Partial
Join for Multiple Instances (WCP-34), the Cancelling Partial Join for Multiple Instances (WCP-35) and the Dynamic Partial Join for Multiple Instances
(WCP-36).
The ability to respond to external signals within a process instance was not
well covered by the original patterns other than by the Deferred Choice (WCP16) which allows a decision regarding possible execution paths to be based on
environmental input. To remedy this, two new patterns are introduced to denote
the ability of external signals to affect process execution. These are the Transient
Trigger (WCP-23) and the Persistent Trigger (WCP-24).
The Interleaved Parallel Routing pattern (WCP-17) is extended to two new
patterns:
• the Critical Section pattern (WCP-39), which provides the ability to prevent
concurrent execution of specific parts of a process; and
• the Interleaved Routing pattern (WCP-40), which denotes situations where
a group of tasks can be executed in any order providing none of them
execute concurrently.
Previous notions of cancellation only related to individual tasks and complete
process instances (cases). In order to deal with cancellation in a more general
sense, the Cancel Region pattern (WCP-25) has been introduced, which allows
for arbitrary groups of tasks in a process to be cancelled during execution. Similarly, in recognition that the semantics of cancelling a multiple instance task is
different to that associated with cancelling a normal task, the Cancel Multiple
Instance Task (WCP-26) pattern has also been included and there is also a Complete Multiple Instance Task (WCP-27) to handle the situation where a multiple
instance task is forced to complete during execution.
Other new inclusions are the Generalized AND-Join pattern (WCP-33) which
defines a model of AND-join operation for use in highly concurrent processes,
Thread Merge (WCP-41) and Thread Split (WCP-42) which provide for coalescence and divergence of distinct threads of control along a single branch and
Explicit Termination (WCP-43) which provides an alternative approach to defining process completion.
The remainder of this section presents a revised description of the original twenty control-flow patterns previously presented in van der Aalst et al.
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[AHKB03]. Although this material is motivated by earlier research conducted
as part of the Workflow Patterns Initiative, the descriptions for each of these
patterns have been thoroughly revised and a new set of evaluations have been
undertaken. In several cases, detailed review of a pattern has indicated that
there are potentially several distinct ways in which the original pattern could be
interpreted and implemented. In order to resolve these ambiguities, the revised
definition of the original pattern is based on the most restrictive interpretation of
its operation and to delineate this from other possible interpretations that could
be made. In several situations, a substantive case exists for consideration of these
alternative operational scenarios and where this applies, these are presented in
the form of new control-flow patterns in Section 2.4.

2.3.1

Basic control-flow patterns

This class of patterns captures elementary aspects of process control and are
similar to the definitions of these concepts initially proposed by the Workflow
Management Coalition (WfMC) [Wor99].
Pattern WCP-1 (Sequence)
Description A task in a process is enabled after the completion of a preceding
task in the same process.
Synonyms Sequential routing, serial routing.
Examples
– The verify-account task executes after the credit card details have been captured.
– The codacil-signature task follows the contract-signature task.
– A receipt is printed after the train ticket is issued.
Motivation The Sequence pattern serves as the fundamental building block for
processes. It is used to construct a series of consecutive tasks which execute
in turn one after the other. Two tasks form part of a Sequence if there is a
control-flow edge from one of them to the next which has no guards or conditions
associated with it.
Overview Figure 2.2 illustrates the Sequence pattern using CP-nets.
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Figure 2.2: Sequence pattern
Context There is one context condition associated with this pattern: an instance
of the Sequence pattern cannot be started again until it has completed execution
of the preceding thread of control (i.e. all places such as p1 in the Sequence must
be safe).
Implementation The Sequence pattern is widely supported and all of the offerings examined directly implement it.
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Issues Although all of the offerings examined implement the Sequence pattern,
there are however, subtle variations in the manner in which it is supported. In the
main, these differences centre on how individual offerings deal with concurrency
within a given process instance and also between distinct process instances. In
essence these variations are characterized by whether the offering implements a
safe process model or not. In CP-net terms, this corresponds to whether each of
the places in the process model such as that in Figure 2.2 are 1-bounded (i.e. can
only contain at most one token for a case) or not.
Solutions This issue is handled in a variety of differing ways. BPMN, XPDL
and UML 2.0 Activity Diagrams assume the use of a “token-based” approach to
managing process instances and distinguishing between them, although no details
are given as to how this actually occurs. Further, although individual tokens are
assumed to be conserved during execution of a process instance, it is possible for
a task, split or join construct to actually add or remove tokens during execution
beyond what would reasonably be expected. Staffware simply ignores the issue
and where a step receives two threads (or more) of execution at the same time,
they are simply coalesced into a single firing of the step (thus resulting in race
conditions). COSA adopts a prevention strategy, both by implementing a safe
process model and also by disabling the task(s) preceding a currently enabled
task and not allowing the preceding task(s) to fire until the subsequent task has
completed.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which supports an explicit representation of dependency (e.g. directed arc)
between two tasks which specifies the execution sequence.
Pattern WCP-2 (Parallel Split)
Description The divergence of a branch into two or more parallel branches each
of which execute concurrently.
Synonyms AND-split, parallel routing, parallel split, fork.
Examples
– After completion of the capture enrolment task, run the create student profile
and issue enrolment confirmation tasks simultaneously.
– When an intrusion alarm is received, trigger the despatch patrol task and the
inform police task immediately.
– Once the customer has paid for the goods, pack them and issue a receipt.
Motivation The Parallel Split pattern allows a single thread of execution to
be split into two or more branches which can execute tasks concurrently. These
branches may or may not be re-synchronized at some future time.
Overview Figure 2.3 illustrates the implementation of the Parallel Split. After
task A has completed, two distinct threads of execution are initiated and tasks B
and C can proceed concurrently.
Context There are no specific context conditions for this pattern.
Implementation The Parallel Split pattern is implemented by all of the offerings
examined. It may be depicted either explicitly or implicitly in process models.
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Figure 2.3: Parallel split pattern
Where it is represented explicitly, a specific construct exists for the Parallel Split
with one incoming edge and two or more outgoing edges. Where it is represented
implicitly, this can be done in one of two ways: either (1) the edge representing
control-flow can split into two (or more) distinct branches or (2) the task after
which the Parallel Split occurs has multiple outgoing edges which do not have
any conditions associated with them or where it does these conditions always
evaluate to true.
Of the offerings examined, Staffware, WebSphere MQ, FLOWer, COSA and
iPlanet represent the pattern implicitly. SAP Workflow, EPCs and BPEL2 do so
with explicit branching constructs. UML 2.0 ADs, BPMN and XPDL allow it to
be represented in both ways.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by the provision of a construct (either implicit or explicit) that allows the thread of control
at a given point in a process to be split into two or more concurrent branches.
Pattern WCP-3 (Synchronization)
Description The convergence of two or more branches into a single subsequent
branch such that the thread of control is passed to the subsequent branch when
all input branches have been enabled.
Synonyms AND-join, rendezvous, synchronizer.
Examples
– The despatch-goods task runs immediately after both the check-invoice and
produce-invoice tasks are completed.
– Cash-drawer reconciliation can only occur when the store has been closed and
the credit card summary has been printed.
Motivation Synchronization provides a means of reconverging the execution
threads of two or more parallel branches. In general, these branches are created
2

In general, the two BPEL implementations examined – WebSphere BPEL (which is part of
WebSphere Process Server) and Oracle BPEL – provide a relatively faithful implementation of
the BPEL 1.1 specification hence the evaluation results are identical for all three offerings. For
this reason they are not listed individually in this chapter unless there is a variation between
them.
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using the Parallel Split (AND-split) construct earlier in the process model. The
thread of control is passed to the task immediately following the synchronizer
once all of the incoming branches have completed.
Overview The behaviour of the Synchronization pattern is illustrated by the
CP-net model in Figure 2.4. The pattern contains an implicit AND-join, known
as the synchronizer, which is considered to be activated once it receives input on
one of the incoming branches (i.e. at places p1 or p2). Similarly it is considered
to be reset (and hence can be re-enabled) once input has been received on each
incoming branch and the synchronizer has fired, removing these tokens.
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Figure 2.4: Synchronization pattern
Context This pattern has the following context condition: once the synchronizer
has been activated and has not yet been reset, it is not possible for another signal
to be received on the activated branch or for multiple signals to be received on
any incoming branch. In other words, all input places to the synchronizer (e.g.
p1 and p2) are safe.
Implementation Similar to the Parallel Split pattern, the synchronizer can
either be represented explicitly or implicitly in a process model. Staffware has
an explicit AND-join construct as do SAP Workflow, EPCs, BPMN and XPDL.
Other offerings – WebSphere MQ, FLOWer, COSA, iPlanet and BPEL – represent
this pattern implicitly through multiple incoming (and unconditional) control
edges to a task. Only when each of these arcs has received the thread of control
can the task be enabled. UML 2.0 ADs allow it to be represented in both ways.
Issues The use of the Synchronization pattern can potentially give rise to a
deadlock in the situation where one of the incoming branches fails to deliver a
thread of control to the join construct. This could be a consequence of a design
error or that one of the tasks in the branch failing to complete successfully (e.g.
as a consequence of it experiencing some form of exception) or because the thread
of control is passed outside of the branch.
Solutions None of the offerings examined provide support for resolving this issue
where the problem is caused by task failure in one of the incoming branches.
Where this pattern is used in a structured context, the second possible cause of
deadlock generally does not arise.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption.
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Pattern WCP-4 (Exclusive Choice)
Description The divergence of a branch into two or more branches such that
when the incoming branch is enabled, the thread of control is immediately passed
to precisely one of the outgoing branches based on a mechanism that can select
one of the outgoing branches.
Synonyms XOR-split, exclusive OR-split, conditional routing, switch, decision,
case statement.
Examples
– Depending on the volume of earth to be moved, either the dispatch-backhoe,
despatch-bobcat or despatch-D9-excavator task is initiated to complete the job.
– After the review election task is complete, either the declare results or the
recount votes task is undertaken.
Motivation The Exclusive Choice pattern allows the thread of control to be
directed to a specific (subsequent) task depending on the outcome of a preceding
task, the values of elements of specific data elements in the process, the results
of an expression evaluation or some other form of programmatic selection mechanism. The routing decision is made dynamically allowing it to be deferred to the
latest possible moment at runtime.
Overview The behaviour of the Exclusive Choice pattern is illustrated by the
CP-net model in Figure 2.5. Depending on the results of the cond expression,
the thread of control is either routed to task B or C.
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Figure 2.5: Exclusive choice pattern
Context There is one context condition associated with this pattern: the mechanism that evaluates the Exclusive Choice is able to access any required data
elements or other necessary resources when determining which of the outgoing
branches the thread of control should be routed to.
Implementation Similar to the Parallel Split and Synchronization patterns,
the Exclusive Choice pattern can either be represented explicitly via a specific
construct or implicitly via disjoint conditions on the outgoing control-flow edges
of a task. Staffware, SAP Workflow, XPDL, EPCs and BPMN provide explicit
XOR-split constructs. In the case of Staffware, it is a binary construct whereas
other offerings support multiple outgoing arcs. BPMN and XPDL provide for
multiple outgoing edges as well as a default arc. Each edge (other than the default
arc) has a condition associated with it and there is also the potential for defining
the evaluation sequence but only one condition can evaluate to true at runtime.
There is no provision for managing the situation where no default is specified
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and none of the branch conditions evaluate to true nor where more than one
branch condition evaluates to true (simultaneously) and no evaluation sequence
is specified. SAP Workflow provides three distinct means of implementing this
pattern: (1) based on the evaluation of a Boolean expression one of two possible
branches chosen, (2) one of multiple possible branches is chosen based on the value
of a specific data element (each branch has a nominated set of values which allow
it to be selected and each possible value is assigned to exactly one branch) and (3)
based on the outcome of a preceding task, a specific branch is chosen (a unique
branch is associated with each possible outcome). UML 2.0 ADs also provide
a dedicated split construct although it is left to the auspices of the designer to
ensure that the conditions on outgoing edges are disjoint (e.g. the same construct
can be used for OR-splits as well). Likewise EPCs support the pattern in a
similar fashion. The other offerings examined – WebSphere MQ, FLOWer, COSA,
iPlanet and BPEL – represent the pattern implicitly, typically via conditions on
the outgoing control-flow edges from a task which must be specified in such a
way that they are disjoint.
Issues One of the difficulties associated with this pattern is ensuring that precisely one outgoing branch is triggered when the Exclusive Choice is executed.
Solutions The inclusion of default outgoing arcs on XOR-split constructs is an
increasingly common means of ensuring that an outgoing branch is triggered (and
hence the thread of control continues in the process instance) when the XOR-split
is enabled and none of the conditions on outgoing branches evaluate to true. An
associated issue is ensuring that no more than one branch is triggered. There are
two possible approaches to dealing with this issue where more than one of the
arc conditions will potentially evaluate to true. The first of these is to randomly
select one of these arcs and allow it to proceed whilst ensuring that none of the
other outgoing arcs are enabled. The second option, which is more practical in
form, is to assign an evaluation sequence to the outgoing arcs which defines the
order in which arc conditions will be evaluated. The means of determining which
arc is triggered then becomes one of evaluating the arc conditions in sequential
order until one evaluates to true. The arc is then triggered and the evaluation
stops (i.e. no further arcs are triggered). In the event that none evaluate to true,
then the default arc is triggered.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption.
Pattern WCP-5 (Simple Merge)
Description The convergence of two or more branches into a single subsequent
branch such that each enablement of an incoming branch results in the thread of
control being passed to the subsequent branch.
Synonyms XOR-join, exclusive OR-join, asynchronous join, merge.
Examples
– At the conclusion of either the bobcat-excavation or the D9-excavation tasks,
an estimate of the amount of earth moved is made for billing purposes.
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– After the cash-payment or provide-credit tasks, initiate the produce-receipt task.
Motivation The Simple Merge pattern provides a means of merging two or more
distinct branches without synchronizing them. As such, this presents the opportunity to simplify a process model by removing the need to explicitly replicate
a sequence of tasks that is common to two or more branches. Instead, these
branches can be joined with a simple merge construct and the common set of
tasks need only to be depicted once in the process model.
Overview Figure 2.6 illustrates the behaviour of this pattern. Immediately after
either task A or B is completed, task C will be enabled. There is no consideration
of synchronization.
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Figure 2.6: Simple merge pattern
Context There is one context condition associated with the pattern: the place at
which the merge occurs (i.e. place p1 in Figure 2.6) is safe and can never contain
more than one token.
Implementation Similar to patterns WCP2–WCP4 described above, this pattern can either be represented explicitly or implicitly. Staffware, SAP Workflow
and UML 2.0 ADs provide specific join constructs for this purpose whereas it is
represented implicitly in WebSphere MQ, FLOWer, COSA and BPEL. BPMN
and XPDL allow it to be represented in both ways.
Issues One issue that can arise with the use of this pattern occurs where it cannot
be ensured that the incoming place to the merge (p1) is safe.
Solutions In this situation, the context conditions for the pattern are not met
and it cannot be used, however there is an alternative pattern – the Multi-Merge
(WCP-8) – that is able to deal with the merging of branches in potentially unsafe
process instances.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption.

2.3.2

Advanced branching and synchronization patterns

This section presents a series of patterns which characterize more complex branching and merging concepts which arise in business processes. Although relatively
commonplace, these patterns are often not directly supported or even able to
be represented in many commercial offerings. The original control-flow patterns
identified four of these patterns: Multi-Choice, Synchronizing Merge, Multi-Merge
and Discriminator.
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In this thesis, the Multi-Choice and Multi-Merge have been retained in their
previous form albeit with a more formal description of their operational semantics.
For the other patterns however, it has been recognized that there are a number
of distinct alternatives to the manner in which they can operate. The original
Synchronizing Merge now provides the basis for three patterns: the Structured
Synchronizing Merge (WCP-7), the Local Synchronizing Merge (WCP-37) and
the General Synchronizing Merge (WCP-38).
In a similar vein, the original Discriminator pattern is divided into six distinct
patterns: the Structured Discriminator (WCP-9), the Blocking Discriminator
(WCP-28), the Cancelling Discriminator (WCP-29), the Structured Partial Join
(WCP-30), the Blocking Partial Join (WCP-31) and the Cancelling Partial Join
(WCP-32). Three other additions that have been identified are the Generalized
AND-Join (WCP-33) which identifies a more flexible AND-join variant useful in
concurrent processes, and the Thread Merge (WCP-41) and Thread Split (WCP42) which provide for coalescence and divergence of distinct threads of control
along a single branch.
Of these patterns, the original descriptions for the Synchronizing Merge and
the Discriminator are superseded by their structured definitions and are described
in detail in this section. The remaining new patterns are presented in Section 2.4.
Pattern WCP-6 (Multi-Choice)
Description The divergence of a branch into two or more branches such that
when the incoming branch is enabled, the thread of control is immediately passed
to one or more of the outgoing branches based on a mechanism that selects one
or more outgoing branches.
Synonyms Conditional routing, selection, OR-split, multiple choice.
Example
– Depending on the nature of the emergency call, one or more of the despatchpolice, despatch-fire-engine and despatch-ambulance tasks is immediately initiated.
Motivation The Multi-Choice pattern provides the ability for the thread of
execution to be diverged into several concurrent threads in distinct branches on
a selective basis. The decision as to whether to pass the thread of execution to
a specific branch is made at runtime. It can be based on a variety of factors
including the outcome of a preceding task, the values of elements of specific data
elements in the process, the results of evaluating an expression associated with
the outgoing branch or some other form of programmatic selection mechanism.
This pattern is essentially an analogue of the Exclusive Choice pattern (WCP-4)
in which multiple outgoing branches can be enabled.
Overview The operation of the Multi-Choice pattern is illustrated in Figure 2.7.
After task A has been triggered, the thread of control can be passed to one or
both of the following branches depending on the evaluation of the conditions
associated with each of them.3
3

As a general comment, the notation x‘c on an input arc to a CP-net transition means that
x instances of token c are required for the input arc to be enabled.
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Figure 2.7: Multi-choice pattern
Context There is one context condition associated with this pattern: the mechanism that evaluates the Multi-Choice is able to access any required data elements
or necessary resources when determining which of the outgoing branches the
thread of control should be routed.
Implementation As with other branching and merging constructs, the MultiChoice pattern can either be represented implicitly or explicitly. WebSphere
MQ captures it implicitly via (non-disjoint) conditions on outgoing arcs from a
process or block construct, COSA and iPlanet do much the same via overlapping
conditions on outgoing arcs from tasks and outgoing routers respectively. Both
COSA and iPlanet allow for relatively complex expressions to be specified for
these outgoing branches and iPlanet also allows for procedural elements to form
part of these conditions. The modelling and business process execution languages
examined tend to favour the use of explicit constructs for representing the pattern:
BPEL via conditional links within the <flow> construct, UML 2.0 ADs via the
ForkNode with guards conditions on the outgoing arcs and EPCs via textual
notations to the OR-split construct. BPMN and XPDL provide three alternative
representations including the use of an implicit split with conditions on the arcs,
an OR-split or a complex gateway.
Issues Two issues have been identified with the use of this pattern. First, as
with the Exclusive Choice, an issue that also arises with the use of this pattern
is ensuring that at least one outgoing branch is selected from the various options
available. If this is not the case, then there is the potential for the process to stall.
Second, where an offering does not support the Multi-Choice construct directly,
the question arises as to whether there are any indirect means of achieving the
same behaviour.
Solutions With respect to the first issue, the general solution to this issue is to
enforce the use of a default outgoing arc from a Multi-Choice construct which
is enabled if none of the conditions on the other outgoing arcs evaluate to true
at runtime. For the second issue, a work-around that can be used to support
the pattern in most offerings is based on the use of an AND-split immediately
followed by an (binary) XOR-split in each subsequent branch. Another is the
use of an XOR-split with an outgoing branch for each possible task combination,
e.g. a Multi-Choice construct with outgoing branches to tasks A and B would
be modelled using an XOR-split with three outgoing branches – one to task A,
another to task B and a third to an AND-split which then triggered both tasks A
and B. Further details on these transformations are presented by van der Aalst
et al. [AHKB03].
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Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in
a context satisfying the context assumption. Note that the work-around based
on XOR-splits and AND-splits is not considered to constitute support for this
pattern as the decision process associated with evaluation of the Multi-Choice is
divided across multiple split constructs.

The first six patterns focus primarily on process structure and essentially correspond to specific constructs that can reasonably be expected to appear in a
process language. Indeed the first five patterns are directly supported in all of
the offerings examined and the majority of them also support the sixth as well.
In each of these cases, the CP-net model presented to illustrate the pattern corresponds very closely to the actual realization of the pattern in individual offerings.
The remainder of the patterns that will be described have a distinct focus which
centres on their actual behaviour in a process context. As with the first six
patterns, their operation is also described in terms of a CP-net model, however the
emphasis is on the actual semantics of the pattern being presented rather than the
way in which it is realized or depicted. As a consequence there is not such a close
structural correspondence between the CP-net models for individual patterns
and the form in which they are realized in individual offerings and the direct
replication of the CP-net model in a specific process language does not necessarily
demonstrate support for the pattern. The CP-net provides semantics but it does
not suggest a representation. In order to support a pattern, a dedicated construct
is needed in an offering that embodies the semantics expressed by the CP-net.
As indicated before, the focus is on suitability and not theoretical expressiveness
(which is Turing complete in most cases).

Pattern WCP-7 (Structured Synchronizing Merge)
Description The convergence of two or more branches (which diverged earlier in
the process at a uniquely identifiable point) into a single subsequent branch such
that the thread of control is passed to the subsequent branch when each active
incoming branch has been enabled. The Structured Synchronizing Merge occurs
in a structured context, i.e. there must be a single Multi-Choice construct earlier
in the process model with which the Structured Synchronizing Merge is associated
and it must merge all of the branches emanating from the Multi-Choice. These
branches must either flow from the Multi-Choice to the Structured Synchronizing
Merge without any splits or joins or they must be structured in form (i.e. balanced
splits and joins).
Synonyms Synchronizing join, synchronizer.
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Example
– Depending on the type of emergency, either or both of the despatch-police and
despatch-ambulance tasks are initiated simultaneously. When all emergency
vehicles arrive at the accident, the transfer-patient task commences.
Motivation The Structured Synchronizing Merge pattern provides a means of
merging the branches resulting from a specific Multi-Choice (or OR-split) construct earlier in a process into a single branch. Implicit in this merging is the
synchronization of all of the threads of execution resulting from the preceding
Multi-Choice.
Overview As already indicated, the Structured Synchronizing Merge pattern
provides a means of merging the branches from a preceding Multi-Choice construct and synchronizing the threads of control flowing along each of them. It is
not necessary that all of the incoming branches to the Structured Synchronizing
Merge are active in order for the construct to be enabled, however all of the
threads of control associated with the incoming branches must have reached the
Structured Synchronizing Merge before it can fire.
One of the difficulties associated with the use of this pattern is knowing when
the Structured Synchronizing Merge can fire. The Structured Synchronizing Merge
construct must be able to resolve the decision based on local information available
to it during the course of execution. Critical to this decision is knowledge of
how many branches emanating from the preceding Multi-Choice are active and
require synchronization. This is crucial in order to remove any potential for the
“vicious circle paradox” [Kin06] to arise where the determination of exactly when
the merge can fire is based on non-local semantics which by necessity includes a
self-referencing definition and makes the firing decision inherently ambiguous.
Addressing this issue without introducing non-local semantics for the Structured Synchronizing Merge can be achieved in several ways including (1) structuring of the process model following a Multi-Choice such that the subsequent
Structured Synchronizing Merge will always receive precisely one trigger on each
of its incoming branches and no additional knowledge is required to make the decision as to when it should be enabled, (2) by providing the merge construct with
knowledge of how many incoming branches require synchronization and (3) by
undertaking a thorough analysis of possible future execution states to determine
when the Synchronizing Merge can fire.
The first of these implementation alternatives forms the basis for this pattern
and is illustrated in Figure 2.8. The assumption associated with this alternative
is that the merge construct always occurs in a structured context, i.e. it is always paired with a distinct preceding Multi-Choice. It is interesting to note that
the combination of the Structured Synchronizing Merge and the preceding MultiChoice (together with the intervening tasks) forms a structured component that
is compositional in form and can be incorporated in other structured processes
whilst retaining the overall structural form. This approach involves adding an alternate “bypass” path around each branch from the multi-merge to the Structured
Synchronizing Merge which is enabled in the event that the normal path is not
chosen. The “bypass” path is merged with the normal path for each branch prior
to the Structured Synchronizing Merge construct ensuring that it always gets a
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trigger on all incoming branches and can hence be implemented as an AND-join
construct.
      





       











 

      
 






 

 







 

 
      









 
     





 



Figure 2.8: Structured synchronizing merge pattern
The second implementation alternative forms the basis for the Local Synchronizing Merge (WCP-37) pattern. It can be facilitated in several distinct ways.
One option [Rit99] is based on the immediate communication from the preceding
Multi-Choice to the Local Synchronizing Merge of how many branches require
synchronization. Another option (illustrated in Figure 2.9) involves the introduction of true/false tokens following a multi-merge indicating whether a given
branch has been chosen or not4 . This pattern variant is discussed on page 95.












 

 

 











   



 











   

   


  

 









 





 














   









   
 

 



Figure 2.9: Local synchronizing merge pattern
The third implementation alternative – undertaking a complete execution
analysis to determine when the merge construct should be enabled – forms the
basis for the General Synchronizing Merge (WCP-38) pattern and is discussed on
page 97.
Context There are two context conditions associated with the use of this pattern:
(1) once the Structured Synchronizing Merge has been activated and has not yet
4

This technique is often referred to as dead path elimination and was originally introduced
by the IBM FlowMark product.
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been reset, it is not possible for another signal to be received on the activated
branch or for multiple signals to be received on any incoming branch In other
words, all input places to the Structured Synchronizing Merge (i.e. p4 and p5)
are safe and (2) once the Multi-Choice has been enabled none of the tasks in the
branches leading to the Structured Synchronizing Merge can be cancelled before
the merge has been triggered. The only exception to this is that it is possible for
all of the tasks leading up to the Structured Synchronizing Merge to be cancelled.
Implementation The Structured Synchronizing Merge can be implemented in
any process language which supports the Multi-Choice construct and can satisfy
the context conditions discussed above. It is directly supported in WebSphere
MQ, FLOWer, FileNet, BPMN, BPEL, XPDL and EPCs.
Issues One consideration that arises with the implementation of the OR-join is
providing a form that is able to be used in arbitrary loops and more complex
process models which are not structured in form. The Structured Synchronizing
Merge cannot be used in these contexts.
Solutions Both the Local Synchronizing Merge (WCP-37) and the General Synchronizing Merge (WCP-38) are able to be used in unstructured process models.
The latter is also able to be used in arbitrary loops. The Local Synchronizing
Merge tends to be more attractive from an implementation perspective as it is
less computationally expensive than the General Synchronizing Merge.
Evaluation Criteria Full support for this pattern in an offering is evidenced
by the availability of a construct which when placed in the proper context will
synchronize all active threads emanating from the corresponding Multi-Choice.
Pattern WCP-8 (Multi-Merge)
Description The convergence of two or more branches into a single subsequent
branch such that each enablement of an incoming branch results in the thread of
control being passed to the subsequent branch.
Synonyms None.
Example
– The lay foundations, order materials and book labourer tasks occur in parallel
as separate process branches. As each of them completes the quality review
task is run before that branch of the process finishes.
Motivation The Multi-Merge pattern provides a means of merging distinct
branches in a process into a single branch. Although several execution paths
are merged, there is no synchronization of control-flow and each thread of control
which is currently active in any of the preceding branches will flow unimpeded
into the merged branch.
Overview The operation of this pattern is illustrated in Figure 2.10. Any threads
of control on incoming branches to p1 should be passed on to the outgoing branch.
The analogy to this in CP-net terms, is that each incoming token to place p1
should be preserved. The distinction between this pattern and the Simple Merge
is that it is possible for more than one incoming branch to be active simultaneously
and there is no necessity for place p1 to be safe.
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Figure 2.10: Multi-merge pattern
Context There is one context condition associated with this pattern: the MultiMerge must be associated with a specific preceding Multi-Choice construct.
Implementation iPlanet allows the Multi-Merge pattern to be implemented by
specifying a trigger condition for a task that allows it to be triggered when any of
its incoming routers are triggered. BPMN and XPDL directly implement it via
the XOR-join construct and UML 2.0 ADs have an analogue in the form of the
MergeNode construct. EPCs also provide the XOR-join construct, however they
only expect one incoming thread of control and ignore subsequent simultaneous
triggers, hence they do not support the pattern. FLOWer is able to support multiple concurrent threads through dynamic subplans however its highly structured
nature does not enable it to provide general support for the Multi-Merge pattern.
Although COSA is based on a Petri net foundation, it only supports safe models
and hence is unable to fully support the pattern. For example, both A and B in
Figure 2.10 will block if there is a token in place p1. Staffware attempts to maintain a safe process model by coalescing subsequent triggerings of a step whilst it
is active into the same thread of control hence it is also unable to support this
pattern. This behaviour is quite problematic as it creates a race condition in
which all of the execution sequences ABC, BAC, ACBC and BCAB are possible.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumptions. Partial support is awarded to offerings that do not provide support for multiple branches to merge simultaneously
or do not provide for preservation of all threads of control where this does occur.
Pattern WCP-9 (Structured Discriminator)
Description The convergence of two or more branches into a single subsequent
branch following a corresponding divergence earlier in the process model such that
the thread of control is passed to the subsequent branch when the first incoming
branch has been enabled. Subsequent enablements of incoming branches do not
result in the thread of control being passed on. The Structured Discriminator
construct resets when all incoming branches have been enabled. The Structured
Discriminator occurs in a structured context, i.e. there must be a single Parallel
Split construct earlier in the process model with which the Structured Discriminator is associated and it must merge all of the branches emanating from the
Structured Discriminator. These branches must either flow from the Parallel
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Split to the Structured Discriminator without any splits or joins or they must be
structured in form (i.e. balanced splits and joins).
Synonym 1-out-of-m join.
Example
– When handling a cardiac arrest, the check breathing and check pulse tasks run
in parallel. Once the first of these has completed, the triage task is commenced.
Completion of the other task is ignored and does not result in a second instance
of the triage task.
Motivation The Structured Discriminator pattern provides a means of merging
two or more distinct branches in a process into a single subsequent branch such
that the first of them to complete results in the subsequent branch being triggered,
but completions of other incoming branches thereafter have no effect on (and
do not trigger) the subsequent branch. As such, the Structured Discriminator
provides a mechanism for progressing the execution of a process once the first of
a series of concurrent tasks has completed.
Overview The operation of the Structured Discriminator pattern is illustrated
in Figure 2.11. The () notation indicates a simple untyped token. Initially there
is such a token in place p2 (which indicates that the Discriminator is ready to be
enabled). The first token received at any of the incoming places i1 to im results in
the Discriminator being enabled and an output token being produced in output
place o1. An untyped token is also produced in place p3 indicating that the
Structured Discriminator has fired but not yet reset. Subsequent tokens received
at each of the other input places have no effect on the Structured Discriminator
(and do not result in any output tokens in place o1). Once one token has been
received by each input place, the Structured Discriminator resets and can be reenabled once again. This occurs when m-1 tokens have accumulated at place p1
allowing the reset transition to be enabled. Once again, the combination of the
Structured Discriminator and the preceding Parallel Split can also be considered
as a structured component that is compositional in form and can be incorporated
in other structured processes whilst retaining the overall structural form.




 













 




 




  



 






 


 

Figure 2.11: Structured discriminator pattern
There are two possible variants of this pattern that can be utilized in nonstructured contexts. Both of which improve the applicability of the Structured
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Discriminator pattern whilst retaining its overall behaviour. First, the Blocking
Discriminator (WCP-28) removes the requirement that each incoming branch
can only be enabled once between Structured Discriminator resets. It allows
each incoming branch to be triggered multiple times although the construct only
resets when one triggering has been received on each input branch. It is illustrated
in Figure 2.12 and discussed in further detail on page 80.
   













 



 






 
 









  





 


 
















 

 















 

 

   



 



 

Figure 2.12: Blocking discriminator pattern
The second alternative, the Cancelling Discriminator (WCP-29), improves
the efficiency of the pattern further by preventing any subsequent tasks in the remaining incoming branches to the Cancelling Discriminator from being enabled
once the first branch has completed. Instead the remaining branches are effectively put into a “bypass mode” where any remaining tasks are “skipped” hence
expediting the reset of the construct. It is illustrated in Figure 2.13 and discussed
in further detail on page 81.













 


 




 







 














  













 



Figure 2.13: Cancelling discriminator pattern
Context There are two context conditions associated with the use of this pattern:
(1) once the Structured Discriminator has been activated and has not yet been
reset, it is not possible for another signal to be received on the activated branch
or for multiple signals to be received on any incoming branch. In other words, all
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input places to the Structured Discriminator (i.e. i1 to im) are safe and (2) there
is a corresponding Parallel Split and once this has been enabled none of the tasks
in the branches leading to the Structured Discriminator can be cancelled before
it has been triggered. The only exception to this is that it is possible for all of the
tasks leading up to the Structured Discriminator to be cancelled. It is interesting
to note that a corollary of these context criteria is that correct behaviour of the
pattern is assured and relies only on local information available to the Structured
Discriminator at runtime.
Implementation The Structured Discriminator can be directly implemented in
iPlanet by specifying a custom trigger condition for a task with multiple incoming
routers which only fires when the first router is enabled. BPMN and XPDL
potentially support the pattern with a COMPLEX-Join construct however it is
unclear how the IncomingCondition for the join is specified. UML 2.0 ADs shares
a similar problem with its JoinNode construct. SAP Workflow provides partial
support for this pattern via the fork construct although any unfinished branches
are cancelled once the first completes.
Issues One issue that can arise with the Structured Discriminator is that failure
to receive input on each of the incoming branches may result in the process
instance (and possibly other process instances) stalling.
Solutions The alternate versions of this pattern provide potential solutions to the
issue. The Blocking Discriminator allows multiple execution threads in a given
process instance to be handled by a single Blocking Discriminator (although a
subsequent thread can only trigger the construct when inputs have been received
on all incoming branches and the Blocking Discriminator has reset). The Cancelling Discriminator only requires the first thread of control to be received in
an incoming branch. Once this has been received, the remaining branches are
effectively put into “bypass” mode and any remaining tasks in those branches
that have not already been commenced are skipped (or cancelled) allowing the
discriminator to be reset as soon as possible.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in
a context satisfying the context assumptions. It rates as partial support if the
Structured Discriminator can reset without all tasks in incoming branches having
run to completion.

2.3.3

Structural patterns

Structural patterns characterize design restrictions that specific process languages
may have on the form of process model that they are able to represent and how
these models behave at runtime. There are two main areas that are of interest in
structural terms: (1) the form of cycles or loops that can be represented within
the process model and (2) whether the termination of a process instance must be
explicitly captured within the process model.
Looping is a common construct that arises during process modelling in situations where individual tasks or groups of tasks must be repeated. Three distinct
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cursion. In classical programming terms, these correspond to the notions of (1)
loops based on goto statements5 , which tend to be somewhat unstructured in
format with repetition achieved by simply moving the thread of execution to a
different part of the process model, possibly repeatedly, (2) more structured forms
of repetition based on dedicated programmatic constructs such as while...do
and repeat...until statements and (3) repetition based on self-invocation. All
of these structural forms of repetition have distinct characterizations and they
form the basis for the Arbitrary Cycles (WCP-10), Structured Loop (WCP-21)
and Recursion (WCP-22) patterns. In the original set of patterns there was no
consideration of structured loops or recursive iteration.
Another structural consideration associated with individual process modelling
formalisms is whether a process instance should simply end when there is no
remaining work to be done or whether a specific construct should exist in the
process model to denote the termination of a process instance. The first of these
alternatives is arguably a closer analogue to the way in which many business
processes actually operate. It is described in the form of the Implicit Termination
pattern (WCP-11). A second pattern Explicit Termination pattern (WCP-43)
has been introduced to recognize the fact that many process languages opt for a
concrete form of denoting process endpoints.
Pattern WCP-10 (Arbitrary Cycles)
Description The ability to represent cycles in a process model that have more
than one entry or exit point. It must be possible for individual entry and exit
points to be associated with distinct branches.
Synonyms Unstructured loop, iteration, cycle.
Example Figure 2.14 provides an illustration of the pattern with two entry
points: p3 and p4.
  
  
   
  





 




 




 







 


 

  
 



   
 










 

 

Figure 2.14: Arbitrary cycles pattern
Motivation The Arbitrary Cycles pattern provides a means of supporting repetition in a process model in an unstructured way without the need for specific
looping operators or restrictions on the overall format of the process model.
Overview The only further consideration for this pattern is that the process
model is able to support cycles (i.e. it is not block structured).
5

The comparison of arbitrary loops to goto statements is a bit misleading. Note that in
most graphical modelling languages, it is possible to connect one node to another (independent
of loops). This should not be considered as “sloppy modelling”, but rather as a feature!
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Context There are no specific context conditions associated with this pattern.
Implementation Staffware, COSA, iPlanet, FileNet, BPMN, XPDL, UML 2.0
ADs and EPCs are all capable of capturing the zaArbitrary Cycles pattern. Block
structured offerings such as WebSphere MQ, FLOWer, SAP Workflow and BPEL
are not able to represent arbitrary process structures.
Issues The unstructured occurrences of the Arbitrary Cycles pattern are difficult
to capture in some types of PAIS, particularly those that implement structured
process models.
Solutions In some situations it is possible to transform process models containing
Arbitrary Cycles into structured processes, thus allowing them to be captured in
offerings based on structured process models. Further details on the types of
process models that can be transformed and the approaches to doing so can be
found elsewhere [KHB00, Kie03].
Evaluation Criteria An offering achieves full support for the pattern if it is
able to capture unstructured cycles that have more than one entry and/or exit
point.
Pattern WCP-11 (Implicit Termination)
Description A given process (or subprocess) instance should terminate when
there are no remaining work items that are able to be done either now or at
any time in the future and the process instance is not in deadlock. There is
an objective means of determining that the process instance has successfully
completed.
Synonyms None.
Example N/A.
Motivation The rationale for this pattern is that it represents the most realistic
approach to determining when a process instance can be designated as complete.
This is when there is no remaining work to be completed as part of it and it is
not possible that work items will arise at some future time.
Overview N/A.
Context There are no specific context conditions associated with this pattern.
Implementation Staffware, WebSphere MQ, FLOWer, FileNet, BPEL, BPMN,
XPDL, UML 2.0 ADs and EPCs support this pattern. iPlanet requires processes
to have a unique end node. COSA terminates a process instance when a specific
type of end node is reached.
Issues Where an offering does not directly support this pattern, the question
arises as to whether it can implement a process model which has been developed
based on the notion of Implicit Termination.
Solutions For simple process models, it may be possible to indirectly achieve the
same effect by replacing all of the end nodes for a process with links to an OR-join
which then links to a single final node. However, it is less clear for more complex
process models involving multiple instance tasks whether they are always able to
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be converted to a model with a single terminating node. Potential solutions to
this are discussed at length by Kiepuszewski et al. [KHA03].
It is worthwhile noting that some languages do not offer this construct on
purpose: the Implicit Termination pattern makes it difficult (or even impossible)
to distinguish proper termination from deadlock. Often it is only through examination of the process log that it is possible to determine if a particular case
has actually finished. Additionally, processes without explicit endpoints are more
difficult to use in compositions.
Evaluation Criteria An offering achieves full support if it is possible to have
multiple final nodes and the behaviour of these nodes satisfies the description for
the pattern.

2.3.4

Multiple instance patterns

Multiple instance patterns describe situations where there are multiple threads
of execution active in a process model which relate to the same task (and hence
share the same implementation definition). Multiple instances can arise in three
situations:
1. A task is able to initiate multiple instances of itself when triggered (this
form of task is denoted a multiple instance task);
2. A given task is initiated multiple times as a consequence of it receiving
several independent triggerings, e.g. as part of a loop or in a process instance
in which there are several concurrent threads of execution as might result
from a Multi-Merge for example; and
3. Two or more tasks in a process share the same implementation definition.
This may be the same task definition in the case of a multiple instance task
or a common subprocess definition in the case of a block task. Two (or
more) of these tasks are triggered such that their executions overlap (either
partially or wholly).
Although all of these situations potentially involve multiple concurrent instances of a task or subprocess, it is the first of them that are most interesting
as they require the triggering and synchronization of multiple concurrent task
instances. This group of patterns focusses on the various ways in which these
events can occur.
Similar to the differentiation introduced in the Advanced Branching and Synchronization Patterns to capture the distinction between the Discriminator and
the Partial Join pattern variants, three new patterns have been introduced to
recognize alternative operational semantics for multiple instances. These are the
Static Partial Join for Multiple Instances (WCP-34), the Cancelling Partial Join
for Multiple Instances (WCP-35) and the Dynamic Partial Join for Multiple Instances (WCP-36), each of which is discussed in detail in Section 2.4.
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Pattern WCP-12 (Multiple Instances without Synchronization)
Description Within a given process instance, multiple instances of a task can
be created. These instances are independent of each other and run concurrently.
There is no requirement to synchronize them upon completion. Each of the
instances of the multiple instance task that are created must execute within the
context of the process instance from which they were started (i.e. they must share
the same case identifier and have access to the same data elements) and each of
them must execute independently from and without reference to the task that
started them.
Synonyms Multi threading without synchronization, spawn off facility.
Example
– A list of traffic infringements is received by the Transport Department. For each
infringement on the list an Issue-Infringement-Notice task is created. These
tasks run to completion in parallel and do not trigger any subsequent tasks.
They do not need to be synchronized at completion.
Motivation This pattern provides a means of creating multiple instances of a
given task. It caters for situations where the number of individual tasks required
is known before the spawning action commences, the tasks can execute independently of each other and no subsequent synchronization is required.
Overview There are two possible variants in the way in which this pattern can
operate. The first is illustrated by Figure 2.15 in which the create instance
task runs within a loop and the new task instances are created sequentially. Place
p2 indicates the number of instances required and is decremented as each new
instance is created. New instances can only be created when the token in p2 has a
value greater than zero – the guard on the create instance task ensures this is
the case. When all instances have been created, the next task (B) can be enabled
– again the guard on task B ensures this is also the case.


  







 

 










 

 


 

 



 


 

Figure 2.15: Multiple instances without synchronization (variant 1)
In Figure 2.16, the task instances are all created simultaneously. In both
variants, it is a requirement that the number of new instances required is known
before the creation task commences. It is also assumed that task instances can
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be created that run independently (and in addition to the thread of control which
started them) and that they do not require synchronizing as part of this construct.
  

















  










Figure 2.16: Multiple instances without synchronization (variant 2)
Context There is one context condition associated with this pattern: the number
of task instances (i.e. numinst) is known at design time and is a fixed value.
Implementation Most offerings – COSA, iPlanet, BPEL, BPMN, XPDL and
UML 2.0 ADs – support the sequential variant of this pattern (as illustrated in
Figure 2.15) with the task creation occurring within a loop. SAP Workflow also
does so, but with the limitation that a new process instance is started for each
task instance invoked. BPMN also supports the second variant, as do Staffware
and FLOWer, and they provide the ability to create the required number of task
instances simultaneously.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description for the pattern. Where the newly created task
instances run in a distinct process instance to the task that started them or it
cannot access the same data elements as the parent task, the offering achieves
only partial support.
Pattern WCP-13 (Multiple Instances with a priori Design-Time Knowledge)
Description Within a given process instance, multiple instances of a task can
be created. The required number of instances is known at design time. These
instances are independent of each other and run concurrently. It is necessary to
synchronize the task instances at completion before any subsequent tasks can be
triggered.
Synonyms None.
Example
– The Annual Report must be signed by all six Directors before it can be issued.
Motivation This pattern provides the basis for concurrent execution of a nominated task a predefined number of times. It also ensures that all task instances
are complete before subsequent tasks are initiated.
Overview Similar to WCP-12, the Multiple Instances without Synchronization
pattern, there are both sequential and simultaneous variants of this pattern illustrated in Figures 2.17 and 2.18 respectively. In both figures, task C is the one
that executes multiple times.
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Figure 2.17: Multiple instances with a priori design-time knowledge (variant 1)
  

  










Figure 2.18: Multiple instances with a priori design-time knowledge (variant 2)
Context There is one context condition associated with this pattern: the number
of task instances (i.e. numinst) is known at design time and is a fixed value.
Implementation In order to implement this pattern, an offering must provide a
specific construct in the process model that is able to denote the actual number of
concurrent task instances that are required. Staffware, FLOWer, SAP Workflow
and UML 2.0 ADs support the simultaneous variant of the pattern through the
use of dynamic subprocedure, dynamic subplan, multi-line container element and
ExpansionRegion constructs respectively. BPMN and XPDL support both options via the multi-instance loop task construct with the MI Ordering attribute
supporting both sequential and parallel values depending on whether the tasks
should be started one-by-one or all together. Unlike other BPEL offerings which
do not support this pattern, Oracle BPEL provides a <flowN> construct that
enables the creation of multiple concurrent instances of a task.
Issues Many offerings provide a work-around for this pattern by embedding some
form of task invocation within a loop. These implementation approaches have
two significant problems associated with them: (1) the task invocations occur at
discrete time intervals and it is possible for the individual task instances to have
distinct states (i.e. there is no requirement that they execute concurrently) and
(2) there is no consideration of the means by which the distinct task instances
will be synchronized. These issues, together with the necessity for the designer
to effectively craft the pattern themselves (rather than having it provided by the
offering) rule out this form of implementation from being considered as satisfying
the requirements for full support.
Solutions One possibility that exists where this functionality is not provided by
an offering but an analogous form of operation is required is to simply replicate
the task in the process-model. Alternatively a solution based on iteration can be
utilized.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. Although work-arounds are possible
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which achieve the same behaviour through the use of various constructs within
an offering such as task replication or loops, they have a number of shortcomings
and are not considered to constitute support for the pattern.
Pattern WCP-14 (Multiple Instances with a priori Run-Time Knowledge)
Description Within a given process instance, multiple instances of a task can be
created. The required number of instances may depend on a number of runtime
factors, including state data, resource availability and inter-process communications, but is known before the task instances must be created. Once initiated,
these instances are independent of each other and run concurrently. It is necessary to synchronize the instances at completion before any subsequent tasks can
be triggered.
Synonyms None.
Examples
– When diagnosing an engine fault, multiple instances of the check-sensor task
can run concurrently depending on the number of error messages received.
Only when all messages have been processed, can the identify-fault task be
initiated;
– In the review process for a paper submitted to a journal, the review paper task is
executed several times depending on the content of the paper, the availability
of referees and the credentials of the authors. The review process can only
continue when all reviews have been returned;
– When dispensing a prescription, the weigh compound task must be completed
for each ingredient before the preparation can be compounded and dispensed.
Motivation The Multiple Instances with a priori Run-Time Knowledge pattern
provides a means of executing multiple instances of a given task in a synchronized
manner with the determination of exactly how many instances will be created
being deferred to the latest possible time before the first of the tasks is started.
Overview As with other multiple instance patterns, there are two variants of
this pattern depending on whether the instances are created sequentially or simultaneously as illustrated in Figures 2.19 and 2.20. In both cases, the number
of instances of task C to be executed (indicated in these diagrams by the variable
numinst) is communicated at the same time that the thread of control is passed
for the process instance.
Context There is one context condition associated with this pattern: the number
of task instances (i.e. numinst) is known at runtime prior to the creation of
instances of the task. Once determined, the number of task instances is a fixed
value.
Implementation Staffware, FLOWer and UML 2.0 ADs support the simultaneous variant of the pattern through the use of dynamic subplan and ExpansionRegion constructs respectively. BPMN and XPDL support both options via the
multi-instance loop task construct. In the case of FLOWer, BPMN and XPDL,
the actual number of instances required is indicated through a variable passed
to the construct at runtime. For UML 2.0 ADs, the ExpansionRegion construct
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Figure 2.19: Multiple instances with a priori runtime knowledge (variant 1)
   

   











  

  

   








  




Figure 2.20: Multiple instances with a priori runtime knowledge (variant 2)
supports multiple instantiations of a task based on the number of instances of a
defined data element(s) passed at runtime. Oracle BPEL supports the pattern
via its (unique) <flowN> construct.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption.
Pattern WCP-15 (Multiple instances without a priori runtime knowledge)
Description Within a given process instance, multiple instances of a task can be
created. The required number of instances may depend on a number of runtime
factors, including state data, resource availability and inter-process communications and is not known until the final instance has completed. Once initiated,
these instances are independent of each other and run concurrently. At any time,
whilst instances are running, it is possible for additional instances to be initiated.
It is necessary to synchronize the instances at completion before any subsequent
tasks can be triggered.
Synonyms None.
Example
– The despatch of an oil rig from factory to site involves numerous transport shipment tasks. These occur concurrently and although sufficient tasks are started
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to cover initial estimates of the required transport volumes, it is always possible for additional tasks to be initiated if there is a shortfall in transportation
requirements. Once the whole oil rig has been transported, and all transport
shipment tasks are complete, the next task (assemble rig) can commence.
Motivation This pattern is an extension to the Multiple Instances with a priori
Run-Time Knowledge pattern which defers the need to determine how many
concurrent instances of the task are required until the last possible moment –
either when the synchronization of the multiple instances occurs or the last of
the executing instances completes. It offers more flexibility in that additional
instances can be created “on-the-fly” without any necessary change to the process
model or the synchronization conditions for the task.
Overview Similar to other multiple instance patterns, there are two variants
to this pattern depending on whether the initial round of instances are started
sequentially or simultaneously. These scenarios are depicted in Figures 2.21 and
2.22. It should be noted that it is possible to add additional instances of task C
in both of these implementations via the add instance transition at any time
up until all instances have completed and the join associated with them has fired
triggering the subsequent task (B).
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Figure 2.21: Multiple instances without a priori runtime knowledge (variant 1)
Context There is one context condition associated with this pattern: the number
of task instances (i.e. numinst) is known at runtime prior to the completion of
the multiple instance task (note that the final number of instances does not need
to be known when initializing the MI task).
Implementation Only one of the offerings examined – FLOWer – provides direct
support for this pattern. It does this through the dynamic subplan construct.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption.
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Figure 2.22: Multiple instances without a priori runtime knowledge (variant 2)

2.3.5

State-based patterns

State-based patterns reflect situations for which solutions are most easily accomplished in process languages that support the notion of state. In this context, the
state of a process instance is considered to include the broad collection of data
associated with current execution including the status of various tasks as well as
working data such as task and case data elements.
The original patterns include three patterns in which the current state is the
main determinant in the course of action that will be taken from a control-flow
perspective. These are: Deferred Choice (WCP-16), where the decision about
which branch to take is based on interaction with the operating environment,
Interleaved Parallel Routing (WCP-17), where two or more sequences of tasks are
undertaken on an interleaved basis such that only one task instance is executing
at any given time and Milestone (WCP-18), where the enabling of a given task
only occurs where the process is in a specific state.
In recognition of further state-based modelling scenarios, two new patterns
have also been identified and are discussed in detail in Section 2.4. These are:
Critical Section (WCP-39), which provides the ability to prevent concurrent execution of specific parts of a process and Interleaved Routing (WCP-40), which
denotes situations where a group of tasks can be executed sequentially in any
order.
Pattern WCP-16 (Deferred Choice)
Description A point in a process where one of several branches is chosen based
on interaction with the operating environment. Prior to the decision, all branches
represent possible future courses of execution. The decision is made by initiating
the first task in one of the branches, i.e. there is no explicit choice but rather a race
between different branches. After the decision is made, execution alternatives in
branches other than the one selected are withdrawn.
Synonyms External choice, implicit choice, deferred XOR-split.
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Examples
– At the commencement of the Resolve complaint process, there is a choice between the Initial customer contact task and the Escalate to manager task. The
Initial customer contact is initiated when it is started by a customer services
team member. The Escalate to manager task commences 48 hours after the
process instance commences. Once one of these tasks is initiated, the other is
withdrawn.
– Once a customer requests an airbag shipment, it is either picked up by the
postman or a courier driver depending on who can visit the customer site first.
Motivation The Deferred Choice pattern provides the ability to defer the moment of choice in a process, i.e. the moment as to which one of several possible
courses of action should be chosen is delayed to the last possible time and is based
on factors external to the process instance (e.g. incoming messages, environment
data, resource availability, timeouts etc.). Up until the point at which the decision is made, any of the alternatives presented represent viable courses of future
action.
Overview The operation of this pattern is illustrated in Figure 2.23. The moment of choice is signified by place p1. Either task B or C represent valid courses
of action but only one of them can be chosen.
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CID
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Figure 2.23: Deferred choice pattern
Context There is one context condition associated with this pattern: only one
instance of the Deferred Choice can operate at any time (i.e. place p1 is assumed
to be safe).
Implementation This is a complex pattern and it is interesting to see that
only those offerings that can claim a token-based underpinning (or something
analogous to it6 ) are able to successfully support it. COSA is based on a Petri net
foundation and can implement the pattern in much the same way as it is presented
in Figure 2.23. BPEL provides support for it via the <pick> construct, BPMN
through the event-based gateway construct, XPDL using the XOREVENT-split
construct and UML 2.0 ADs using a ForkNode followed by a set of AcceptSignal
actions, one preceding each action in the choice. In the case of the latter three
offerings, the actual choice is made based on message-based event interactions.
FLOWer does not directly provide a notion of state but it provides several ways
of supporting this pattern through the use of user and system decisions on plan
6

The use of dead path elimination when evaluating link enablement in BPEL is analogous
to the use of true/false token as a means of propagating control-flow in a Petri-net sense.
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types and also by using arc guards that evaluate to NIL in conjunction with data
elements to make the decision as to which branch is selected. FileNet provides
partial support for the pattern as it only allows for withdrawal of timer-based
branches not of all branches other than the one selected for execution.
Issue None identified.
Solution N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. If there are any restrictions on which
branches can be selected or withdrawn, then the offering is rated as having partial
support.
Pattern WCP-17 (Interleaved Parallel Routing)
Description A set of tasks has a partial ordering defining the requirements with
respect to the order in which they must be executed. Each task in the set must
be executed once and they can be completed in any order that accords with
the partial order. Moreover, any tasks in the set can be routed to resources
for execution as soon as they are enabled, thus there is the provision within
the partial ordering for parallel routing of tasks should more than one of them be
enabled simultaneously and there is no necessity that they be routed sequentially.
However, there is an additional requirement, that no two tasks can be executed
at the same time (i.e. no two tasks in the set can be active for the same process
instance at the same time), hence the execution of tasks is also interleaved.
Synonyms None.
Example
– When despatching an order, the pick goods, pack goods and prepare invoice
tasks must be completed. The pick goods task must be done before the pack
goods task. The prepare invoice task can occur at any time. Only one of these
tasks can be done at any time for a given order.
Motivation The Interleaved Parallel Routing pattern offers the possibility of
relaxing the strict ordering that a process usually imposes over a set of tasks. Note
that Interleaved Parallel Routing is related to mutual exclusion, i.e. a semaphore
makes sure that tasks are not executed at the same time without enforcing a
particular order.
Overview Figure 2.24 provides an example of Interleaved Parallel Routing. Place
p3 enforces that tasks B, C and D be executed in some order. In this example, the
permissible task orderings are: ABDCE, ABCDE and ACBDE.
In the situation where there is no specific ordering required of the interleaved
tasks, then the scenario is actually one of Interleaved Routing and is described
by pattern WCP-40 on page 99.
Context There is one context condition associated with this pattern: tasks must
be initiated and completed on a sequential basis and it is not possible to suspend
one task during its execution to work on another.
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Figure 2.24: Interleaved parallel routing pattern
Implementation In order to effectively implement this pattern, an offering must
have an integrated notion of state that is available during execution of the controlflow perspective. COSA has this from its Petri net foundation and is able to
directly support the pattern. Other offerings lack this capability and hence are
not able to directly support this pattern. BPEL (although surprisingly not Oracle
BPEL) can indirectly achieve similar effects using serializable scopes within the
context of a <pick> construct although only tasks in the same block can be
included within it. It also has the shortcoming that every permissible execution
sequence of interleaved tasks must be explicitly modelled. FLOWer has a distinct
foundation to that inherent in other workflow products in which all tasks in a
case are always allocated to the same resource for completion hence interleaving of
task execution is guaranteed, however it is also possible for a resource to suspend
a task during execution to work on another hence the context condition for this
pattern is not fully satisfied.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. It achieves a partial support rating if
there are any limitations on the set of tasks that can be interleaved or if tasks
can be suspended during execution.
Pattern WCP-18 (Milestone)
Description A task is only enabled when the process instance (of which it is
part) is in a specific state (typically in a parallel branch). The state is assumed
to be a specific execution point (also known as a milestone) in the process model.
When this execution point is reached the nominated task can be enabled. If
the process instance has progressed beyond this state, then the task cannot be
enabled now or at any future time (i.e. the deadline has expired). Note that
the execution does not influence the state itself, i.e. unlike normal control-flow
dependencies it is a test rather than a trigger.
Synonyms Test arc, deadline, state condition, withdraw message.
Example
– Most budget airlines allow the routing of a booking to be changed providing
the ticket has not been issued;
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– The enrol student task can only execute whilst new enrolments are being accepted. This is after the open enrolment task has completed and before the
close off enrolment task commences.
Motivation The Milestone pattern provides a mechanism for supporting the
conditional execution of a task or subprocess (possibly on a repeated basis) where
the process instance is in a given state. The notion of state is generally taken
to mean that control-flow has reached a nominated point in the execution of the
process instance (i.e. a Milestone). As such, it provides a means of synchronizing
two distinct branches of a process instance, such that one branch cannot proceed
unless the other branch has reached a specified state.
Overview The nominal form of the Milestone pattern is illustrated by Figure
2.25. Task A cannot be enabled when it receives the thread of control unless
the other branch is in state p1 (i.e. there is a token in place p1). This situation
presumes that the process instance is either in state p1 or will be at some future
time. It is important to note that the repeated execution of A does not influence
the top parallel branch.
c

i1

B

c

c

p1

CID

C

c

o1
CID

CID

c
c

c

in

A

c

CID

on
CID

Figure 2.25: Milestone pattern
Note that A can only occur if there is a token in p1. Hence a Milestone may
cause a potential deadlock. There are at least two ways of avoiding this. First
of all, it is possible to define an alternative task for A which takes a token from
the input place(s) of A without taking a token from p1. One can think of this
task as a time-out or a skip task. This way the process does not get stuck if
C occurs before A. Moreover, it is possible to delay the execution of C until the
lower branch finishes. Note that in both cases A may be optional (i.e. not execute
at all) or can occur multiple times because the token in p1 is only tested and not
removed.
Context There are no specific context conditions for this pattern.
Implementation The necessity for an inherent notion of state within the process
model means that the Milestone pattern is not widely supported. Of the offerings
examined, only COSA is able to directly represent it. FLOWer offers indirect
support for the pattern through the introduction of a data element for each
situation in which a Milestone is required. This data element can be updated
with a value when the Milestone is reached and the branch which must test for the
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Milestone achievement can do so using the FLOWer milestone construct. Note
that this is only possible in a data-driven system like FLOWer. It is not possible
to use variables this way in a classical control-flow driven system because a “busy
wait” would be needed to constantly inspect the value of this variable.
(Note that FLOWer only re-evaluates the state after each change with respect to
data elements).
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description for the pattern. It receives a partial support rating if
there is not a specific construct for the Milestone but it can be achieved indirectly.

2.3.6

Cancellation patterns

Several of the patterns in previous sections (e.g. (WCP-6) Structured Synchronizing Merge and (WCP-9) Structured Discriminator ) have variants that utilize the
concept of task cancellation where enabled or active task instances are withdrawn.
Various forms of exception handling in processes are also based on cancellation
concepts. This section presents two cancellation patterns – Cancel Task (WCP19) and Cancel Case (WCP-20). Three new cancellation patterns have also been
identified Cancel Region (WCP-25), Cancel Multiple Instance Task (WCP-26)
and Complete Multiple Instance Task (WCP-27). These are discussed in Section
2.4.
Pattern WCP-19 (Cancel Task)
Description An enabled task is withdrawn prior to or during to its execution.
If the task has started, it is disabled and, where possible, the currently running
instance is halted and removed.
Synonym Withdraw task.
Examples
– The assess damage task is undertaken by two insurance assessors. Once the
first assessor has completed the task, the second is cancelled;
– The purchaser can cancel their building inspection task at any time before it
commences.
Motivation The Cancel Task pattern provides the ability to withdraw a task
which has been enabled or is already executing. This ensures that it will not
commence or complete execution.
Overview The general interpretation of the Cancel Task pattern is illustrated
by Figure 2.26. The trigger which has enabled task B is removed, preventing the
task from proceeding.
There is also a second variant of the pattern where the task has already
commenced execution but has not yet completed. This scenario is shown in
Figure 2.27, where a task which has been enabled or is currently executing can
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Figure 2.26: Cancel task pattern (variant 1)
be cancelled. It is important to note for both variants that cancellation is not
guaranteed and it is possible that the task will continue executing to completion.
In effect, the cancellation vs continuation decision operates as a Deferred Choice
with a race condition being set up between the cancellation event and the much
slower task of resources responding to work assignment. For all practical purposes,
it is much more likely that the cancellation will be effected rather than the task
being continued.


  





  



 

 

 
     





 



 

 

 
   

Figure 2.27: Cancel task pattern (variant 2)
Where guaranteed cancellation is required, the implementation of tasks should
take the form illustrated in Figure 2.28. The decision to cancel task B can only be
made after it has been enabled and prior to it completing. Once this decision is
made, it is not possible for the task to progress any further. For obvious reasons,
it is not possible to cancel a task which has not been enabled (i.e. there is no
“memory” associated with the action of cancelling a task in the way that there
is for triggers) nor is it possible to cancel a task which has already completed
execution.
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Figure 2.28: Cancel task pattern with guaranteed termination
Context There are no specific context conditions associated with the pattern.
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Implementation The majority of the offerings examined provide support for
this pattern within their process models. Most support the first variant as illustrated in Figure 2.26: Staffware does so with the withdraw construct, COSA
allows tokens to be withdrawn from the places before tasks, iPlanet provides the
AbortActivity method, FileNet provides the <Terminate Branch> construct and
SAP Workflow provides the process control step for this purpose although it has
limited usage. BPEL supports the second variant via fault compensation handlers
attached to tasks, as do BPMN and XPDL using error type triggers attached to
the boundary of the task to be cancelled. UML 2.0 ADs provide a similar capability by placing the task to be cancelled in an interruptible region triggered by a
signal or another task. FLOWer does not directly support the pattern although
tasks can be skipped and redone.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description for the pattern. If there are any side-effects associated with the cancellation (e.g. forced completion of other tasks, the cancelled
task being marked as complete), the offering is rated as having partial support.
Pattern WCP-20 (Cancel Case)
Description A complete process instance is removed. This includes currently executing tasks, those which may execute at some future time and all subprocesses.
The process instance is recorded as having completed unsuccessfully.
Synonym Withdraw case.
Examples
– During an insurance claim process, it is discovered that the policy has expired
and, as a consequence, all tasks associated with the particular process instance
are cancelled;
– During a mortgage application, the purchaser decides not to continue with a
house purchase and withdraws the application.
Motivation This pattern provides a means of halting a specified process instance
and withdrawing any tasks associated with it.
Overview Cancellation of an entire case involves the disabling of all currently
enabled tasks. Figure 2.29 illustrates one scheme for achieving this. It is based
on the identification of all possible sets of states that the process may exhibit
for a process instance. Each combination has a transition associated with it
(illustrated by C1, C2,. . . etc) that disables all enabled tasks. Where cancellation
of a case is enabled, it is assumed that precisely one of the cancelling transitions
(i.e. C1, C2, . . . ) will fire cancelling all necessary enabled tasks. To achieve this,
it is necessary that none of the cancelling transitions represent a state that is a
superset of another possible state, otherwise tokens may be left behind after the
cancellation.
An alternative scheme is presented in Figure 2.30, where every state has a set
of cancellation transitions associated with it (illustrated by C1, C2 . . . etc.). When
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Figure 2.29: Cancel case pattern (variant 1)
the cancellation is initiated, these transitions are enabled for a very short time
interval (in essence the difference between time t and t + epsilon where epsilon
is a time interval approaching zero), thus effecting an instantaneous cancellation
for a given state that avoids the potential deadlocks that might arise with the
approach shown in Figure 2.29.
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Figure 2.30: Cancel case pattern (variant 2)
A more general approach to cancellation is illustrated in Figure 2.31. This
may be used to cancel individual tasks, regions or even whole cases. It is premised
on the creation of an alternative “bypass” task for each task in a process that
may need to be cancelled. When a cancellation is initiated, the case continues
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processing but the “bypass” tasks are executed rather than the normal tasks, so
in effect no further work is actually achieved on the case.
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Figure 2.31: Cancel region implementation
Context There is an important context condition associated with this pattern:
cancellation of an executing case must be viewed as unsuccessful completion of the
case. This means that even though the case was terminated in an orderly manner,
perhaps even with tokens reaching its endpoint, this should not be interpreted
in any way as a successful outcome. For example, where a log is kept of events
occurring during process execution, the case should be recorded as incomplete or
cancelled.
Implementation There is reasonable support for this pattern amongst the offerings examined. SAP Workflow provides the process control step for this purpose, FileNet provides the <Terminate Process> construct, BPEL provides the
<terminate> construct, BPMN and XPDL provide support by including the entire process in a transaction with an associated end event that allows all executing
tasks in a process instance to be terminated. Similarly UML 2.0 ADs achieve the
same effect using the InterruptibleActivityRegion construct. FLOWer provides
partial support for the pattern through its ability to skip or redo entire cases.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. If there are any side-effects associated
with the cancellation (e.g. forced completion of other tasks, the process instance
being marked as complete), then the offering is rated as having partial support.
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2.4

New control-flow patterns

As already mentioned in the previous section, there are a number of distinct modelling constructs that are not adequately captured by the original set of twenty
patterns. In this section, twenty three new control-flow patterns are presented
that augment the existing range of patterns described in the previous section
and elsewhere [ABHK00, AHKB03]. In an attempt to describe the operational
characteristics of each pattern more rigourously, a formal model in CP-net format
is also presented for each of them. In fact the explicit modelling of the original
patterns using CPN Tools helped in identifying a number of new patterns as well
as delineating situations where some of the original patterns turned out to be collections of patterns. In this section, the twenty three new patterns are described
using the same format.
When discussing the Arbitrary Cycles pattern (WCP-10), some people refer
to such cycles as “goto’s”. However this reasoning is inconsistent because if
arbitrary “forward” graphical connections are allowed, then it does not make
sense to forbid “backward” graphical connections on the basis that they constitute
sloppy modelling. Nevertheless, it may be useful to have special constructs for
structured loops as is illustrated by the next pattern.
Pattern WCP-21 (Structured Loop)
Description The ability to execute a task or subprocess repeatedly. The loop has
either a pre-test or post-test condition associated with it that is either evaluated
at the beginning or end of the loop to determine whether it should continue. The
looping structure has a single entry and exit point.
Examples
– While the machine still has fuel remaining, continue with the production process.
– Only schedule flights if there is no storm task.
– Continue processing photographs from the film until all of them have been
printed.
– Repeat the select player task until the entire team has been selected.
Motivation There are two general forms of this pattern – the while loop which
equates to the classic while...do pre-test loop construct used in programming
languages and the repeat loop which equates to the repeat...until post-test
loop construct.
The while loop allows for the repeated sequential execution of a specified task
or a subprocess zero or more times providing a nominated condition evaluates
to true. The pre-test condition is evaluated before the first iteration of the loop
and is re-evaluated before each subsequent iteration. Once the pre-test condition
evaluates to false, the thread of control passes to the task immediately following
the loop.
The repeat loop allows for the execution of a task or subprocess one or more
times, continuing with execution until a nominated condition evaluates to true.
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evaluated after each subsequent iteration. Once the post-test condition evaluates
to true, the thread of control passes to the task immediately following the loop.
Overview As indicated above, there are two variants of this pattern: the while
loop illustrated in Figure 2.32 and the repeat loop shown in Figure 2.33. In both
cases, task B is executed repeatedly.
  
  
   






 



 

 


 

  
    
 







 

 

Figure 2.32: Structured loop pattern (while variant)
      

 









 

 





  
 

  
   
  


 


 



Figure 2.33: Structured loop pattern (repeat variant)
Context There is one context condition associated with this pattern: only one
instance of a loop can be active at any time, i.e. places p1 and p2 (and any other
places in the body of the loop) must be safe.
Implementation The main consideration in supporting the Structured Loop pattern is the availability of a construct within a modelling language to denote the
repeated execution of a task or subprocess based on a specified condition. The
evaluation of the condition to determine whether to continue (or cease) execution
can occur either before or after the task (or subprocess) has been initiated.
WebSphere MQ provides support for post-tested loops through the use of exit
conditions on block or process constructs. Similarly, FLOWer provides the sequential plan construct that allows a sequence of tasks to be repeated sequentially
until a nominated condition is satisfied. iPlanet also supports post-tested loops
through conditions on outgoing routers from a task that loop back to the beginning of the same task. BPEL directly supports pre-tested loops via the <while>
construct. BPMN and XPDL allow both pre-tested and post-tested loops to be
captured through the loop task construct. Similarly UML 2.0 ADs provide the
LoopNode construct which has similar capabilities. SAP provides two loop constructs corresponding to the while loop and the repeat loop. (In fact the SAP
loop construct is more general merging both the while and repeat loop into a
single construct).
Issues None identified.
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Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption.
Another new pattern related to loops is the Recursion pattern.
Pattern WCP-22 (Recursion)
Description The ability of a task to invoke itself during its execution or an ancestor in terms of the overall decomposition structure with which it is associated.
Example
– An instance of the resolve-defect task is initiated for each mechanical problem
that is identified in the production plant. During the execution of the resolvedefect task, if a mechanical fault is identified during investigations that is not
related to the current defect, another instance of the resolve-defect is started.
These subprocesses can also initiate further resolve-defect tasks should they
be necessary. The parent resolve-defect task cannot complete until all child
resolve-defect tasks that it initiated have been satisfactorily completed.
Motivation For some types of task, simpler and more succinct solutions can be
provided through the use of recursion rather than iteration. In order to harness
recursive forms of problem solving within the context of a process, a means of
describing a task execution in terms of itself (i.e. the ability for a task to invoke
another instance of itself whilst executing) is required.
Overview Figure 2.34 illustrates the format of the recursion pattern in Petri
net terms. Task A can be decomposed into the process model with input i1 and
output o1. It is important to note that this process also contains the task A hence
the task is described in terms of itself.
A
c
i1
In

c
B

CID

c

c

p1
CID

A
c

c
p2

c

c
C

CID

o1
Out

CID

D

Figure 2.34: Recursion pattern
In order to implement the pattern, a process model requires the ability to
denote the synchronous invocation of a task or subprocess within the same model.
In order to ensure that use of recursion does not lead to infinite self-referencing
decompositions, Figure 2.34 contains one path (illustrated by task sequence BDC)
which is not self-referencing and will terminate normally. This corresponds to the
terminating condition in mathematical descriptions of recursion and ensures that,
where recursion is used in a process, the overall process will eventually complete
normally when executed.
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Context There are no specific context conditions associated with this pattern.
Implementation In order to implement recursion within the context of a process, some means of invoking a distinct instance of a task is required from within
a given task implementation. Staffware, WebSphere MQ, COSA, iPlanet and
SAP Workflow all provide the ability for a task to invoke an instance of itself
whilst executing.
   





 




 

   

 

 







 

 











 

 


 

Figure 2.35: Recursion implementation
The actual mechanics of implementing recursion for a process such as that
depicted in Figure 2.34 are shown in Figure 2.35. The execution of the recursive
task A is denoted by the transitions startA and endA. When an instance of task
A is initiated in a case c, any further execution of the case is suspended and
the thread of control is passed to the decomposition that describes the recursive
task (in this case, task B is enabled). A new case-id is created for the thread
of control that is passed to the decomposition and a mapping function (in this
example denoted by child()) is used to capture the relationship between the
parent case-id and the decomposition case-id, thus ensuring that once the child
case has completed, the parent case can continue from the point at which it
originally suspended execution and invoked the child instance of itself.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description for the pattern.
The original patterns did not provide any direct means of controlling the execution
of a process instance from the operating environment. In particular, there was
no mechanism for synchronizing the time at which a work item could commence.
Therefore, two types of triggers are introduced which fulfill this requirement: the
Transient Trigger (WCP-23) and the Persistent Trigger (WCP-24) patterns.
Pattern WCP-23 (Transient Trigger)
Description The ability for a task instance to be triggered by a signal from
another part of the process or from the external environment. These triggers are
transient in nature and are lost if not acted on immediately by the receiving task.
A trigger can only be utilized if there is a task instance waiting for it at the time
it is received.
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Examples
– Start the Handle Overflow task immediately when the dam capacity full signal
is received.
– If possible, initiate the Check Sensor task each time an alarm trigger signal is
received.
Motivation Transient triggers are a common means of signalling that a predefined event has occurred and that an appropriate handling response should be
undertaken – comprising either the initiation of a single task, a sequence of tasks
or a new thread of execution in a process. Transient triggers are events which
must be dealt with as soon as they are received. In other words, they must result
in the immediate initiation of a task. The process provides no form of memory
for transient triggers. If they are not acted on immediately, they are irrevocably
lost.
Overview There are two main variants of this pattern depending on whether the
process is executing in a safe execution environment or not. Figure 2.36 shows
the safe variant, only one instance of task B can wait on a trigger at any given
time. Note that place p2 holds a token for any possible process instance. This
place makes sure that at most one instance of task B exists at any time.

 



    



 





 









 





 
 

  
 




 

Figure 2.36: Transient trigger pattern (safe variant)
The alternative option for unsafe processes is shown in Figure 2.37. Multiple
instances of task B can remain waiting for a trigger to be received. However only
one of these can be enabled for each trigger when it is received.
Context There are no specific context conditions associated with the pattern.
Implementation Staffware provides support for transient triggers via the Event
Step construct. Similarly COSA provides a trigger construct which can operate
c 2007 N.C. Russell – Page 72
PhD Thesis – °

Chapter 2. Control-Flow Perspective


 




 
 









 





 
 

  
 




 

Figure 2.37: Transient trigger pattern (unsafe variant)
in both synchronous and asynchronous mode supporting transient and persistent
triggers respectively. Both of these offerings implement the safe form of the
pattern (as illustrated in Figure 2.36). SAP Workflow provides similar support via
the “wait for event” step construct. UML 2.0 ADs provide the ability for signals
to be discarded where there are not immediately required through the explicit
enablement feature of the AcceptEventAction construct which is responsible for
handling incoming signals.
Issues One consideration that arises with the use of transient triggers is what
happens when multiple triggers are received simultaneously or in a very short time
interval. Are the latter triggers inherently lost as a trigger instance is already
pending or are all instances preserved (albeit for a potentially short timeframe)?
Solutions In general, in the implementations examined (Staffware, COSA and
SAP Workflow) it seems that all transient triggers are lost if they are not immediately consumed. There is no provision for transient triggers to be duplicated.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description for the pattern.
Pattern WCP-24 (Persistent Trigger)
Description The ability for a task instance to be triggered by a signal from
another part of the process or from the external environment. These triggers are
persistent in form and are retained by the process until they can be acted on by
the receiving task.
Examples
– Initiate the Staff Induction task each time a new staff member event occurs.
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– Start a new instance of the Inspect Vehicle task for each service overdue signal
that is received.
Motivation Persistent triggers are inherently durable in nature, ensuring that
they are not lost in transit and are buffered until they can be dealt with by the
target task. This means that the signalling task can be certain that the trigger
will result in the task to which they are directed being initiated either immediately
(if it already has received the thread of control) or at some future time.
Overview There are two variants of the persistent triggers. Figure 2.38 illustrates the situation where a trigger is buffered until control-flow passes to the
task to which the trigger is directed. Once this task has received a trigger, it
can commence execution. Alternatively, the trigger can initiate a task (or the
beginning of a thread of execution) that is not contingent on the completion of
any preceding tasks. This scenario is illustrated by Figure 2.39.

 
  



















 

Figure 2.38: Persistent trigger pattern
 
 

 
 










Figure 2.39: Persistent trigger pattern (new execution thread variant)
Context There are no specific context conditions associated with the pattern.
Implementation Of the offerings examined, COSA provide support for persistent triggers via its integrated trigger construct, SAP Workflow has the “wait for
event” step construct, FLOWer and FileNet provide the ability for tasks to wait
on specific data conditions that can be updated from outside the process. The
business process modelling formalisms BPMN, XPDL and BPEL all provide a
mechanism for this form of triggering via messages and in all cases the messages
are assumed to be durable in nature and can either trigger a standalone task
or can enable a blocked task waiting on receipt of a message to continue. UML
2.0 Activity Diagrams provide a similar facility using signals. Although EPCs
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provide support for multiple input events which can be utilized as persistent triggers, it is not possible to differentiate between them hence this is viewed as partial
support. Note that if the pattern is not directly supported, it is often possible to
implement persistent triggers indirectly by adding a dummy task which “catches”
the trigger.
Issues None identified.
Solutions N/A
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. If triggers do not retain a discrete identity
when received and/or stored, an offering is viewed as providing partial support.
Next, some additional patterns related to cancellation are presented.
Pattern WCP-25 (Cancel Region)
Description The ability to disable a set of tasks in a process instance. If any
of the tasks are already executing (or are currently enabled), then they are withdrawn. The tasks need not be a connected subset of the overall process model.
Examples
– Stop any tasks in the Prosecution process which access the evidence database
from running.
– Withdraw all tasks in the Waybill Booking process after the freight-lodgement
task.
Motivation The option of being able to cancel a series of (potentially unrelated)
tasks is a useful capability, particularly for handling unexpected errors or for
implementing forms of exception handling.
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Figure 2.40: Cancel region implementation
Overview The general form of this pattern is illustrated in Figure 2.40. It is
based on the premise that every task in the required region has an alternate “bypass” task. When the cancellation of the region is required, the process instance
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continues execution, but the bypass tasks are executed instead of the original
tasks. As a consequence, no further work occurs on the tasks in the cancellation
region. However, as shown for the Cancel Case (WCP-20) pattern, there are
several alternative mechanisms that can be used to cancel parts of a process.
Context There are no specific context conditions associated with the pattern.
Implementation The concept of cancellation regions is not widely supported.
Staffware offers the opportunity to withdraw steps but only if they have not
already commenced execution. FLOWer allows individual tasks to be skipped
but there is no means of cancelling a group of tasks. UML 2.0 Activity Diagrams
are the only offering examined which provides complete support for this pattern:
the InterruptibleActivityRegion construct allows a set of tasks to be cancelled.
BPMN and XPDL offer partial support by enclosing the tasks that will potentially
be cancelled in a subprocess and associating an error event with the subprocess
to trigger cancellation when it is required. In both cases, the shortcoming of this
approach is that the tasks in the subprocess must be a connected subgraph of
the overall process model. Similarly BPEL only supports cancellation of tasks
in the same scope hence it also achieves a partial rating as it is not possible to
cancel an arbitrary group of tasks. As COSA has an integrated notion of state,
it is possible to implement cancellation regions in a similar way to that presented
in Figure 2.40 however the overall process model is likely to become intractable
for cancellation regions of any reasonable scale hence this is viewed as partial
support.
Issues One issue that can arise with the implementation of the Cancel Region
pattern occurs when the cancelling task lies within the cancellation region. Although this task must run to completion and cause the cancellation of all of the
tasks in the defined cancellation region, once this has been completed, it too must
be cancelled.
Solutions The most effective solution to this problem is to ensure that the cancelling task is the last of those to be processed (i.e. the last to be terminated)
of the tasks in the cancellation region. The actual cancellation occurs when the
task to which the cancellation region is attached completes execution.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description for the pattern. It rates as partial support if the
process model must be changed in any way (e.g. use of subprocesses, inclusion of
bypass tasks) in order to accommodate cancellation regions.
Pattern WCP-26 (Cancel Multiple Instance Task)
Description Within a given process instance, multiple instances of a task can
be created. The required number of instances is known at design time. These
instances are independent of each other and run concurrently. At any time, the
multiple instance task can be cancelled and any instances which have not completed are withdrawn. Task instances that have already completed are unaffected.
Example
– Run 500 instances of the Protein Test task with distinct samples. If it has not
completed one hour after commencement, cancel it.
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Motivation This pattern provides a means of cancelling a multiple instance
task at any time during its execution such that any remaining instances are
cancelled. However any instances which have already completed are unaffected
by the cancellation.
Overview There are two variants of this pattern depending on whether the task
instances are started sequentially or simultaneously. These scenarios are depicted
in Figures 2.41 and 2.42. In both cases, transition C corresponds to the multiple
instance task, which is executed numinst times. When the cancel transition is
enabled, any remaining instances of task C that have not already executed are
withdrawn, as is the ability to initiate any additional instances (via the create
instance transition). No subsequent tasks are enabled as a consequence of the
cancellation.
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Figure 2.41: Cancel multiple instance task pattern (sequential initiation)
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Figure 2.42: Cancel multiple instance task pattern (concurrent initiation)
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Context There is one context condition associated with this pattern: it is assumed that only one instance of each multiple instance task is executing for a
given case at any time.
Implementation In order to implement this pattern, an offering also needs to
support one of the Multiple Instance patterns that provide synchronization of the
task instances at completion (i.e. WCP-13 – WCP-15). Staffware provides the
ability to immediately terminate dynamic subprocedures albeit with loss of any
associated data. SAP Workflow allows multiple instances created from a “multiline container element” to be terminated when the parent task terminates. BPMN
and XPDL support the pattern via a MI task which has an error type intermediate
event trigger at the boundary. When the MI task is to be cancelled, a cancel event
is triggered to terminate any remaining MI task instances. Similarly UML 2.0
ADs provide support by including the multiple instance task in a cancellation
region. Oracle BPEL is able to support the pattern by associating a fault or
compensation handler with a <flowN> construct. As the <flowN> construct
is specific to Oracle BPEL, there is no support for this pattern by BPEL more
generally.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. If there are any limitations on the
range of tasks that can appear within the cancellation region or the types of task
instances that can be cancelled then an offering achieves a partial rating.
Pattern WCP-27 (Complete Multiple Instance Task)
Description Within a given process instance, multiple instances of a task can
be created. The required number of instances is known at design time. These
instances are independent of each other and run concurrently. It is necessary
to synchronize the instances at completion before any subsequent tasks can be
triggered. During the course of execution, it is possible that the task needs to
be forcibly completed such that any remaining instances are withdrawn and the
thread of control is passed to subsequent tasks.
Example
– Run 500 instances of the Protein Test task with distinct samples. One hour
after commencement, withdraw all remaining instances and initiate the next
task.
Motivation This pattern provides a means of finalizing a multiple instance task
that has not yet completed at any time during its execution such that any remaining instances are withdrawn and the thread of control is immediately passed
to subsequent tasks. Any instances which have already completed are unaffected
by the cancellation.
Overview There are two variants of this pattern depending on whether the
task instances are started sequentially or simultaneously. These scenarios are
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depicted in Figures 2.43 and 2.44. In both cases, transition C corresponds to the
multiple instance task, which is executed numinst times. When the complete
transition is enabled, any remaining instances of task C that have not already
executed are withdrawn, as is the ability to add any additional instances (via
the add transition). The subsequent task (illustrated by transition B) is enabled
immediately.
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Figure 2.43: Complete multiple instance task pattern (sequential initiation)
 

 



 


 




 

 


 

 


 


 



 

 



Figure 2.44: Complete multiple instance task pattern (concurrent initiation)
Context There is one context condition associated with this pattern: only one
instance of a multiple instance task can execute at any time.
Implementation In order to implement this pattern, an offering also needs to
support one of the Multiple Instance patterns that provide synchronization of the
task instances at completion (i.e. WCP-13 – WCP-15). FLOWer provides indirect
support for this pattern via the auto-complete condition on dynamic plans which
force-completes unfinished plans when the condition evaluates to true however
this can only occur when all subplans have completed. Similarly, it also provides
deadline support for dynamic plans which ensures that all remaining instances
are forced complete once the deadline is reached, however this action also causes
all subsequent tasks to be force completed as well.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in
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a context satisfying the context assumption. It demonstrates partial support if
there are limitations on when the completion task can be initiated or if the force
completion of the remaining instances does not result in subsequent tasks in the
process instance being triggered normally.
The Structured Discriminator (WCP-9) pattern is assumed to operate in a safe
context and waits for the completion of all branches before it resets. Therefore,
two extensions of the basic pattern are proposed which relax some of these context
assumptions and allow it to operate in different scenarios. These variants are the
Blocking Discriminator and the Cancelling Discriminator.
Pattern WCP-28 (Blocking Discriminator)
Description The convergence of two or more branches into a single subsequent
branch following one or more corresponding divergences earlier in the process
model. The thread of control is passed to the subsequent branch when the first
active incoming branch has been enabled. The Blocking Discriminator construct
resets when all active incoming branches have been enabled once for the same
process instance. Subsequent enablements of incoming branches are blocked until
the Blocking Discriminator has reset.
Example
– The check credentials task can commence once the confirm delegation arrival
or the security check task has been completed. Although these two tasks can
execute concurrently, in practice, the confirm delegation arrival task always
completes before security check task. Another instance of the check credentials
task cannot be initiated if a preceding instance of the task has not yet completed. Similarly, subsequent instances of the confirm delegation arrival and
the security check tasks cannot be initiated if a preceding instance of the check
credentials task has not yet completed.
Motivation The Blocking Discriminator pattern is a variant of the Structured
Discriminator pattern that is able to run in environments where there are potentially several concurrent execution threads within the same process instance.
This quality allows it to be used in loops and other process structures where more
than one execution thread may be received in a given branch in the time between
the first branch being enabled and the Blocking Discriminator being reset.
Overview Figure 2.45 illustrates the operation of this pattern. It is more robust
than the Structured Discriminator as it is not subject to the constraint that
each incoming branch can only being triggered once prior to reset. The Blocking
Discriminator functions by keeping track of which inputs have been triggered
(via the triggered input place) and preventing them from being re-enabled
until the construct has reset as a consequence of receiving a trigger on each
incoming branch. An important feature of this pattern is that it is able to be
utilized in environments that do not support a safe process model or those that
may receive multiple triggerings on the same input place e.g. where the Blocking
Discriminator is used within a loop.
Context There are no specific context conditions associated with the pattern.
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Figure 2.45: Blocking discriminator pattern
Implementation In the event of concurrent process instances attempting to
simultaneously initiate the same Blocking Discriminator, it is necessary to keep
track of both the process instance and the input branches that have triggered
the Blocking Discriminator and also the execution threads that are consequently
blocked (including the number of distinct triggerings on each branch) until it
completes. The Blocking Discriminator is partially supported by BPMN, XPDL
and UML 2.0 ADs.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description for the pattern. If there is any ambiguity in how the
join condition is specified, an offering is considered to provide partial support for
the pattern.
Pattern WCP-29 (Cancelling Discriminator)
Description The convergence of two or more branches into a single subsequent
branch following one or more corresponding divergences earlier in the process
model. The thread of control is passed to the subsequent branch when the first
active incoming branch has been enabled. Triggering the Cancelling Discriminator also cancels the execution of all of the other incoming branches and resets
the construct.
Example
– After the extract-sample task has completed, parts of the sample are sent to
three distinct laboratories for examination. Once the first of these laboratories
completes the sample-analysis, the other two task instances are cancelled and
the review-drilling task commences.
Motivation This pattern provides a means of expediting a process instance where
a series of incoming branches to a join need to be synchronized but it is not
important that the tasks associated with each of the branches (other than the
first of them) be completed.
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Overview The operation of this pattern is shown in Figure 2.46. Inputs i1
to im to the Cancelling Discriminator serve to identify the branches preceding
the construct. Transitions A1 to Am signify tasks in these preceding branches.
Transitions S1 to Sm indicate alternate “bypass” or “cancellation” tasks for each
of these branches (these execution options are not initially available to incoming
execution threads). The first control-flow token for a given case received at any
input will cause B to fire and put a token in o1. As soon as this occurs, subsequent
execution threads on other branches are put into “bypass mode” and instead of
executing the normal tasks (A1..Am) on their specific branch, they can execute the
“bypass” transitions (S1..Sm). (Note that the bypass transitions do not require
any interaction. Hence they are executed directly by the PAIS and it can assumed
that the skip transitions are executed once they are enabled and complete almost
instantaneously hence expediting completion of the branch). Once all incoming
branches for a given case have been completed, the Cancelling Discriminator
construct can then reset and be re-enabled again for the same case.














 


 




 







 














  













 



Figure 2.46: Cancelling discriminator pattern
Context There is one context condition associated with the use of this pattern:
once the Cancelling Discriminator has been activated and has not yet been reset,
it is not possible for another signal to be received on the activated branch or for
multiple signals to be received on any incoming branch. In other words, all input
places to the Cancelling Discriminator (i.e. i1 to im) are safe .
Implementation In order to implement this pattern, it is necessary for the offering to support some means of denoting the extent of the incoming branches to
be cancelled. This can be based on the Cancel Region pattern although support
is only required for a restricted form of the pattern as the region to be cancelled
will always be a connected subgraph of the overall process model with the Cancelling Discriminator construct being the connection point for all of the incoming
branches.
This pattern is supported by the fork construct in SAP Workflow with the
number of branches required for completion set to one. In BPMN it is achieved
by incorporating the incoming branches and the Cancelling Discriminator in a
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subprocess that has an error event associated with it. The error event is triggered, cancelling the remaining branches in the subprocess, when the Cancelling
Discriminator is triggered by the first incoming branch. This configuration is illustrated in Figure 2.47(a). A similar solution is available in XPDL. UML 2.0 ADs
support the pattern in a similar way by enclosing all of the incoming branches in
an InterruptibleActivityRegion which is cancelled when the Cancelling Discriminator fires.
1st branch complete

A1

A1
B

An

B
An

1st branch complete

a) BPMN implementation

b) UML 2.0 ADs implementation

Figure 2.47: Cancelling discriminator pattern in BPMN and UML 2.0 ADs
Issues The major difficulty with this pattern is in determining how much of the
process model preceding the Cancelling Discriminator is to be included in the
cancellation region.
Solutions This issue is easily addressed in structured processes as all of the
branches back to the preceding split construct which corresponds to the Cancelling Discriminator should be subject to cancellation. In Figure 2.48(a), it is
easy to see that the area denoted by the dotted box should be the cancellation
region. It is a more complex matter when the process is not structured (e.g. as
in Figure 2.48(b)) or other input arcs exist into the preceding branches to the
Cancelling Discriminator that are not related to the corresponding split as shown
in Figure 2.48(c). In both of these situations, the overall structure of the process
leading up to the Cancelling Discriminator serves as a determinant of whether
the pattern can be supported or not. In Figure 2.48(b), a cancellation region can
be conceived which reaches back to the first AND-split and the pattern can be
implemented based on this. A formal approach to determining the scope of the
cancellation region can be found elsewhere [Aal01]. In Figure 2.48(c), the potential for other control-flows to be introduced which do not relate to the earlier
AND-split, means that the pattern probably cannot be supported in a process
model of this form.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. An offering is considered to provide
partial support for the pattern if there are side-effects associated with the execution of the pattern (e.g. tasks in incoming branches which have not completed
being recorded as complete).
As discussed before, the Partial Join can be seen as a generalization of the Discriminator pattern (i.e. a 1-out-of-m join). Hence, some patterns are introduced
which generalize the different variants of the Discriminator pattern (where the
number of incoming threads required for the join to fire (n) is greater than 1).
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Figure 2.48: Process structure considerations for cancelling discriminator
Pattern WCP-30 (Structured Partial Join)
Description The convergence of two or more branches (say m) into a single
subsequent branch following a corresponding divergence earlier in the process
model such that the thread of control is passed to the subsequent branch when n
of the incoming branches have been enabled where n is less than m. Subsequent
enablements of incoming branches do not result in the thread of control being
passed on. The join construct resets when all active incoming branches have
been enabled. The join occurs in a structured context, i.e. there must be a
single Parallel Split construct earlier in the process model with which the join
is associated and it must merge all of the branches emanating from the Parallel
Split. These branches must either flow from the Parallel Split to the join without
any splits or joins or be structured in form (i.e. balanced splits and joins).
Example
– Once two of the preceding three Expenditure Approval tasks have completed,
start the Issue Cheque task. Wait until the remaining task has completed
before allowing the Issue Cheque task to fire again.
Motivation The Structured Partial Join pattern provides a means of merging
two or more distinct branches resulting from a specific Parallel Split or ANDsplit construct earlier in a process into a single branch. The join construct does
not require triggers on all incoming branches before it can fire. Instead a given
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threshold can be defined which describes the circumstances under which the join
should fire – typically this is presented as the ratio of incoming branches that
need to be live for firing as against the total number of incoming branches to the
join, e.g. a 2-out-of-3 join signifies that the join construct should fire when two of
three incoming arcs are live. Subsequent completions of other remaining incoming
branches have no effect on (and do not trigger) the subsequent branch. As such,
the Structured Partial Join provides a mechanism for progressing the execution
of a process once a specified number of concurrent tasks have completed rather
than waiting for all of them to complete.
Overview The Structured Partial Join pattern is one possible variant of the
AND-Join construct where the number of incoming arcs that will cause the join
to fire (n) is between 2 and m - 1 (i.e. the total number of incoming branches less
one, i.e. 2≤n<m). There are a number of possible specializations of the ANDjoin pattern and they form a hierarchy based on the value of n. Where only
one incoming arc must be live for firing (i.e. n=1), this corresponds to one of
the variants of the Discriminator pattern (cf. WCP-9, WCP-28 and WCP-29).
An AND-Join where all incoming arcs are considered (i.e. n=m) is either the
Synchronization (WCP-3) or Generalized AND-Join pattern (WCP-33).
The pattern provides a means of merging two or more branches in a process
and progressing execution of the process as rapidly as possible by enabling the
subsequent (merged) branch as soon as a thread of control has been received on
n of the incoming branches where n is less than the total number of incoming
branches. The semantics of the Structured Partial Join pattern are illustrated in
Figure 2.49. Note that B requires n tokens in place p1 to progress.



 



 






 




  



 




 

Figure 2.49: Structured partial join pattern
Context There are two context conditions associated with the use of this pattern:
(1) once the Structured Partial Join has been activated and has not yet been
reset, it is not possible for another signal to be received on the activated branch
or for multiple signals to be received on any incoming branch. In other words,
all input places to the Structured Partial Join (i.e. i1 to im) are safe and (2)
once the associated Parallel Split has been enabled none of the tasks in the
branches leading to the Structured Partial Join can be cancelled before it has
been triggered. The only exception to this is that it is possible for all of the tasks
leading up to the Structured Partial Join to be cancelled.
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There are two possible variants on this pattern that arise from relaxing some of
the context conditions associated with it. Both of these improve on the efficiency
of the join whilst retaining its overall behaviour. The first alternative, the Blocking Partial Join (WCP-31) removes the requirement that each incoming branch
can only be enabled once between join resets. It allows each incoming branch to
be triggered multiple times although the construct only resets when one triggering has been received on each input branch. It is illustrated in Figure 2.50 and
discussed in detail on page 86. Second, the Cancelling Partial Join (WCP-32),
improves the efficiency of the pattern further by cancelling the other incoming
branches to the join construct once n incoming branches have completed. It is
illustrated in Figure 2.51 and discussed in further detail on page 88.
Implementation One of the difficulties in implementing the Structured Partial
Join is that it essentially requires a specific construct to represent the join if it is to
be done in a tractable manner. iPlanet does so via the router construct which links
preceding tasks to a target task. A router can have a custom trigger condition
specified for it that causes the target task to trigger when n incoming branches are
live. SAP Workflow provides partial support for this pattern via the fork construct
although any unfinished branches are cancelled once the first completes. None of
the other offerings examined offers a dedicated construct. Staffware provides for
a 1-out-of-2 join, but more complex joins must be constructed from this resulting
in an over-complex process model. Similar difficulties exist for COSA. Of the
business process modelling languages, both BPMN and XPDL appear to provide
support for the Structured Partial Join via the complex gateway construct but
the lack of detail on how the IncomingCondition is specified results in a partial
rating. UML 2.0 ADs also suffers from a similar lack of detail on the JoinSpec
configuration required to support this pattern. There is no ability to represent
the construct in BPEL.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumptions. If there is any ambiguity in how the
join condition is specified, an offering is considered to provide partial support for
the pattern.
Pattern WCP-31 (Blocking Partial Join)
Description The convergence of two or more branches (say m) into a single
subsequent branch following one or more corresponding divergences earlier in the
process model. The thread of control is passed to the subsequent branch when n
of the incoming branches have been enabled (where 2≤n<m). The join construct
resets when all active incoming branches have been enabled once for the same
process instance. Subsequent enablements of incoming branches are blocked until
the join has reset.
Example
– When the first member of the visiting delegation arrives, the check credentials
task can commence. It concludes when either the ambassador or the president
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arrives. Owing to staff constraints, only one instance of the check credentials
task can be undertaken at any time. Should members of another delegation
arrive, the checking of their credentials is delayed until the first check credentials
task has completed.
Motivation The Blocking Partial Join is a variant of the Structured Partial Join
that is able to run in environments where there are concurrent process instances,
particularly process instances that have multiple concurrent execution threads.
Overview Figure 2.50 illustrates the operation of this pattern. The Blocking
Partial Join functions by keeping track of which inputs have been enabled (via
the triggered input place) and preventing them from being re-enabled until
the construct has reset as a consequence of receiving a trigger on each incoming
place. After n incoming triggers have been received for a given process instance
(via tokens being received in n distinct input places from i1 to im), the join fires
and a token is placed in output o1. The completion of the remaining n-m branches
has no impact on the join except that it is reset when the last of them is received.
The pattern shares the same advantages over the Structured Partial Join
as the Blocking Discriminator does over the Structured Discriminator, namely
greater flexibility as it is able to deal with the situation where a branch is triggered more than once, e.g. where the construct exists within a loop.
   













 



 






 
 



 

 








 







 






 

   



























 

 

 

Figure 2.50: Blocking partial join pattern
Context There are no specific context conditions associated with the pattern.
Implementation The approach to implementing this pattern is essentially the
same as that for the Blocking Discriminator except that the join fires when n
incoming branches have triggered rather than just the first. The Blocking Partial
Join is partially supported by BPMN, XPDL and UML 2.0 ADs as it is unclear
how the join condition is specified.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description for the pattern. If there is any ambiguity in how the
join condition is specified, an offering is considered to provide partial support for
the pattern.
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Pattern WCP-32 (Cancelling Partial Join)
Description The convergence of two or more branches (say m) into a single
subsequent branch following one or more corresponding divergences earlier in the
process model. The thread of control is passed to the subsequent branch when n
of the incoming branches have been enabled where n is less than m. Triggering the
join also cancels the execution of all of the other incoming branches and resets
the construct.
Example
– Once the picture is received, it is sent to three art dealers for the examination. Once two of the prepare condition report tasks have been completed, the
remaining prepare condition report task is cancelled and the plan restoration
task commences.
Motivation This pattern provides a means of expediting a process instance where
a series of incoming branches to a join need to be synchronized but only a subset
of those tasks associated with each of the branches needs to be completed.
Overview The operation of this pattern is shown in Figure 2.51. It operates
in the same way as the Cancelling Discriminator except that, for this pattern,
the cancellation is only triggered when n distinct incoming branches have been
enabled.














 


 




 








 



  























 

Figure 2.51: Cancelling partial join pattern
Context There is one context condition associated with the use of this pattern:
once the Cancelling Partial Join has been activated and has not yet been reset,
it is not possible for another signal to be received on the activated branch or for
multiple signals to be received on any incoming branch. In other words, all input
places to the Cancelling Partial Join (i.e. i1 to im) are safe .
Implementation The approach to implementing this pattern is essentially the
same as that for the Cancelling Discriminator except that the join fires when
n incoming branches have triggered rather than just the first. The Cancelling
Partial Join is supported by SAP Workflow and UML 2.0 ADs. BPMN and
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XPDL achieve a partial support rating as it is unclear exactly how the join
condition is specified.
Issues As for the Cancelling Discriminator pattern.
Solutions As for the Cancelling Discriminator pattern.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. An offering is considered to provide
partial support for the pattern if there are undesirable side-effects associated with
the construct firing (e.g. tasks in incoming branches which have not completed
being recorded as complete) or if the semantics associated with the join condition
are unclear.
Many of the advanced synchronization patterns assume a safe context (i.e. a place
cannot be marked twice for the same process instance). The following pattern is
not predicated on this assumption and corresponds exactly to a transition in a
non-safe Petri net.
Pattern WCP-33 (Generalized AND-Join)
Description The convergence of two or more branches into a single subsequent
branch such that the thread of control is passed to the subsequent branch when
all input branches have been enabled. Additional triggers received on one or
more branches between firings of the join persist and are retained for future
firings. Over time, each of the incoming branches should deliver the same number
of triggers to the AND-join construct (although obviously, the timing of these
triggers may vary).
Examples
– When all Get Directors Signature tasks have completed, run the Complete
Contract task.
– Accumulate engine, chassis and body components from the various production
lines. When one of each has been received, use one of each component to
assemble the basic car.
Motivation The Generalized AND-Join corresponds to one of the generally accepted notions of an AND-join implementation (the other situation is described
by the Synchronization pattern) in which several paths of execution are synchronized and merged together. Unlike the Synchronization pattern, it supports the
situation where one or more incoming branches may receive multiple triggers for
the same process instance (i.e. a non-safe context) before the join resets. The
classical Petri net uses semantics close to this pattern. This shows that this semantics can be formulated easily. However, the intended semantics in practice
tends to be unclear in situations involving non-safe behaviour.
Overview The operation of the Generalized AND-Join is illustrated in Figure
2.52. Before transition A can be enabled, an input token (corresponding to the
same case) is required in each of the incoming places (i.e. i1 to i3). When there
are corresponding tokens in each place, transition A is enabled and consumes a
token from each input place and once it has completed, deposits a token in output
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place o1. If there is more than one token at an input place, it ignores additional
tokens and they are left intact.
The process analogy to this sequence of events is that the AND-join only fires
when a trigger has been received on each incoming branch for a given process
instance however additional triggers are retained for future firings. This approach
to AND-join implementation relaxes the context condition associated with the
Synchronization pattern that only allows it to receive one trigger on each incoming
branch after activation but before firing and as a result, it is able to be used in
concurrent execution environments such as process models which involve loops as
well as offerings that do not assume a safe execution environment.



 


 

 




 

Figure 2.52: Generalized AND-join pattern
Context There are no specific context conditions associated with the pattern.
Implementation This need to provide persistence of triggerings (potentially
between distinct firings of the join) means that this construct is not widely supported by the offerings examined and only FileNet provides a construct for it.
Token-based process models such as BPMN and XPDL have an advantage in this
regard and both modelling notations are able to support this pattern7 . EPCs
provide a degree of ambiguity in their support for this pattern – whilst most documentation indicates that they do not support it, in the ARIS Simulator, they
exhibit the required behaviour – hence they are awarded a partial support rating
on account of this variance.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description for the pattern. If there is any ambiguity associated
with the specification or use of the construct, an offering is considered to provide
partial support for the pattern.
The multiple instance patterns considered earlier are based on the assumption
that subsequent tasks should be triggered only when all instances have completed. The following three patterns provide for a partial (i.e. an n-out-of-m) join
between instances thus allowing subsequent tasks to be triggered once a threshold
of concurrent tasks has been reached.
7

Although it is noted that these formalisms are modelling languages which do not need to
specify how a given construct will actually be realized.
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Pattern WCP-34 (Static Partial Join for Multiple Instances)
Description Within a given process instance, multiple concurrent instances of
a task (say m) can be created. The required number of instances is known when
the first task instance commences. Once n of the task instances have completed
(where n is less than m), the next task in the process is triggered. Subsequent completions of the remaining m-n instances are inconsequential, however all instances
must have completed in order for the join construct to reset and be subsequently
re-enabled.
Example
– Examine 10 samples from the production line for defects. Continue with the
next task when 7 of these examinations have been completed.
Motivation The Static Partial Join for Multiple Instances pattern is an extension to the Multiple Instances with a priori Runtime Knowledge pattern which
allows the process instance to continue once a given number of the task instances
have completed rather than requiring all of them to finish before the subsequent
task can be triggered.
Overview The general format of the Static Partial Join for Multiple Instances
pattern is illustrated in Figure 2.53. Transition A corresponds to the multiple
instance task. In terms of the operation of this pattern, once the input place
i1 is triggered for a case, m instances of the multi-instance task A are initiated
concurrently and an “active” status is recorded for the pattern. These instances
proceed independently and once n of them have completed, the join can be triggered and a token placed in output place o1 signalling that the thread of control
can be passed to subsequent tasks in the process model. Simultaneously with the
join firing, the token is removed from the active place allowing the remaining n
- m tasks to complete. Once all m instances of task A have finished, the status of
the pattern changes to “ready” allowing it to be re-enabled.
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Figure 2.53: Static partial join implementation for multiple instances
There are two variants of this pattern which relax some of the restrictions
associated with the form of the pattern described above. First, the Cancelling
Partial Join for Multiple Instances pattern removes the need to wait for all of the
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task instances to complete by cancelling any remaining task instances as soon as
the join fires. It is illustrated in Figure 2.54 and discussed further on page 92.
The second, the Dynamic Partial Join for Multiple Instances pattern allows
the value of m (i.e. the number of instances) to be determined during the execution
of the task instances. In particular, it allows additional task instances to be
created “on the fly”. This pattern is illustrated in Figure 2.55 and described in
further detail on page 93.
Context There are two context conditions associated with this pattern: (1) the
number of concurrent task instances (denoted by variable m in Figure 2.53) is
known prior to task commencement and (2) the number of tasks that need to be
completed before subsequent tasks in the process model can be triggered (denoted
by variable n in Figure 2.53) is also known prior to task commencement.
Implementation BPMN and XPDL both appear to offer support for this pattern
via the Multiple Instance Loop Activity construct where the MI Flow Condition
attribute is set to complex and ComplexMI FlowCondition is an expression that
evaluates to true when exactly n instances have completed causing a single token
to be passed on to the following task. However no detail is provided to explain how
the ComplexMI FlowCondition is specified hence this is considered to constitute
partial support for the pattern.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description and context criteria for the pattern. It achieves
partial support if there is any ambiguity associated with the specification of the
join condition.
Pattern WCP-35 (Cancelling Partial Join for Multiple Instances)
Description Within a given process instance, multiple concurrent instances of
a task (say m) can be created. The required number of instances is known when
the first task instance commences. Once n of the task instances have completed
(where n is less than m), the next task in the process is triggered and the remaining
m−n instances are cancelled.
Example
– Run 500 instances of the Protein Test task with distinct samples. Once 400
have completed, cancel the remaining instances and initiate the next task.
Motivation This pattern is a variant of the Multiple Instances with a priori
Runtime Knowledge pattern that expedites process throughput by both allowing
the process to continue to the next task once a specified number (n) of the multiple
instance tasks have completed and also cancels any remaining task instances
negating the need to expend any further effort executing them.
Overview Figure 2.54 illustrates the operation of this pattern. It is similar in
form to that for the Static Partial Join for Multiple Instances pattern (WCP34) but functions in a different way once the join has fired. At this point any
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remaining instances which have not already commenced are “bypassed” by allowing the skip task to execute in their place. The skip task executes almost
instantaneously for those and the pattern is almost immediately able to reset.
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Figure 2.54: Cancelling partial join implementation for multiple instances
Context This pattern the same context conditions as the Static Partial Join for
Multiple Instances pattern: (1) the number of concurrent task instances (denoted
by variable m in Figure 2.53) is known prior to task commencement and (2) the
number of tasks that need to complete before subsequent tasks in the process
model can be triggered (denoted by variable n in Figure 2.53) is known prior to
task commencement.
Implementation This pattern relies on the availability of a Cancel Task or
Cancel Region capability within an offering and at least one of these patterns
needs to be supported for this pattern to be facilitated. As for WCP-34, both
BPMN and XPDL appear to offer support for this pattern by associating an error
type intermediate trigger with the multiple instance task. Immediately following
this task is a task that issues a cancel event effectively terminating any remaining
task instances once the first n of them have completed. However it is unclear how
the ComplexMI FlowCondition should be specified to allow the cancellation to
be triggered once n task instances have completed.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. An offering achieves partial support
if there is any ambiguity associated with the implementation of the pattern (e.g.
if it is unclear how the join condition is specified).
Pattern WCP-36 (Dynamic Partial Join for Multiple Instances)
Description Within a given process instance, multiple concurrent instances of a
task can be created. The required number of instances may depend on a number
of runtime factors, including state data, resource availability and inter-process
communications and is not known until the final instance has completed. At
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any time, whilst instances are running, it is possible for additional instances to
be initiated providing the ability to do so has not been disabled. A completion
condition is specified which is evaluated each time an instance of the task completes. Once the completion condition evaluates to true, the next task in the
process is triggered. Subsequent completions of the remaining task instances are
inconsequential and no new instances can be created.
Example
– The despatch of an oil rig from factory to site involves numerous transport shipment tasks. These occur concurrently and although sufficient tasks are started
to cover initial estimates of the required transport volumes, it is always possible for additional tasks to be initiated if there is a shortfall in transportation
requirements. Once 90% of the transport shipment tasks are complete, the
next task (invoice transport costs) can commence. The remaining transport
shipment tasks continue until the whole rig has been transported.
Motivation This pattern is a variant of the Multiple Instances without a priori
Runtime Knowledge pattern that provides the ability to trigger the next task
once a nominated completion condition is satisfied.
Overview Figure 2.55 illustrates the operation of this pattern. The multiple
instance task is illustrated by transition A. At commencement, the number of
instances initially required is indicated by variable m. Additional instances may be
added to this at any time via the start instance transition. At commencement,
the pattern is in the active state. Once enough instances of task A have completed
and the join transition has fired, the next task is enabled (illustrated via a token
being placed in the output place o1) and the remaining instances of task A run to
completion before the complete transition is enabled. No new instances can be
created at this time. Finally when all instances of A have completed, the pattern
resets and can be re-enabled. An important feature of the pattern is the ability
to disable further creation of task instances at any time after the first instances
have been created.
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Figure 2.55: Dynamic partial join implementation for multiple instances
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Context This pattern has two context conditions: (1) the number of concurrent
task instances to be started initially (denoted by variable m in Figure 2.53) is
known prior to task commencement and (2) it must be possible to access any
data elements or other necessary resources required to evaluate the completion
condition at the conclusion of each task instance.
Implementation Of the offerings identified, only FLOWer provides support for
the dynamic creation of multiple instance tasks (via dynamic subplans), however
it requires all of them to be completed before any completion conditions associated
with a dynamic subplan (e.g. partial joins) can be evaluated and subsequent tasks
can be triggered. This is not considered to constitute support for this pattern.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in
a context satisfying the context assumptions. It achieves partial support if the
creation of task instances cannot be disabled once the first task instance has
commenced.
When defining the Structured Synchronizing Merge pattern (WCP-7), several
context assumptions were made. Now some of these assumptions are relaxed
resulting in additional patterns.
Pattern WCP-37 (Local Synchronizing Merge)
Description The convergence of two or more branches which diverged earlier
in the process into a single subsequent branch such that the thread of control
is passed to the subsequent branch when each active incoming branch has been
enabled. Determination of how many branches require synchronization is made
on the basis of information locally available to the merge construct. This may
be communicated directly to the merge by the preceding diverging construct or
alternatively it can be determined on the basis of local data such as the threads
of control arriving at the merge.
Example N/A
Motivation The Local Synchronizing Merge provides a deterministic semantics
for the synchronizing merge which does not rely on the process model being
structured (as is required for the Structured Synchronizing Merge) but also does
not require the use of non-local semantics in evaluating when the merge can fire.
Overview Figure 2.56 illustrates one approach to implementing this pattern.
It is based on the use of “true” and “false” tokens which are used to indicate
whether a branch is enabled or not. After the divergence at transition A, one
or both of the outgoing branches may be enabled. The determinant of whether
the branch is enabled is that the token passed to the branch contains both the
case id as well as a Boolean variable which is “true” if the tasks in the branch
are to be executed, “false” otherwise. As the control-flow token is passed down a
branch, if it is a “true” token, then each task that receives the thread of control is
executed otherwise it is skipped (illustrated by the execution of the bypass task
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s1..sn associated with each task). The Local Synchronizing Merge, which in
this example is illustrated by transition E, can be evaluated when every incoming
branch has delivered a token to the input places for the same case.












 

 

 











   



 











   

   


  

 









 





 

 












   









   
 

 



Figure 2.56: Local synchronizing merge pattern
Another possible solution is provided by Rittgen [Rit99]. It involves the direct
communication of the number of active branches from the preceding OR-Join(s)
divergence to the Local Synchronizing Merge so that it is able to determine when
to fire.
Context There are two context conditions associated with the use of this pattern:
(1) once the Local Synchronizing Merge has been activated and has not yet been
reset, it is not possible for another signal to be received on the activated branch
or for multiple signals to be received on any incoming branch, i.e. all input places
to the Local Synchronizing Merge (places p4 and p5) are safe and (2) the Local
Synchronizing Merge construct must be able to determine how many incoming
branches require synchronization based on local knowledge available to it during
execution.
Implementation WebSphere MQ, FLOWer, COSA, BPEL and EPCs provide
support for this pattern. UML 2.0 ADs seems to provide support although there
is some ambiguity over the actual JoinSpec configuration required.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumptions. If there is any ambiguity as to the
manner in which the synchronization condition is specified, then it rates as partial
support.
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Pattern WCP-38 (General Synchronizing Merge)
Description The convergence of two or more branches which diverged earlier
in the process into a single subsequent branch such that the thread of control
is passed to the subsequent branch when either (1) each active incoming branch
has been enabled or (2) it is not possible that any branch that has not yet been
enabled will be enabled at any future time.
Example Figure 2.57 provides an example of the General Synchronizing Merge
pattern. It shares a similar fundamental structure to the examples presented
in Figures 2.8 and 2.56 for the other forms of OR-join however the conditional
feedback path from p4 to p1 involving F (which effectively embeds a “loop” within
the process where cond3 evaluates to true) means that it is not possible to model
it either in a structured way or to use local information available to E to determine
when the OR-join should be enabled.


      
     


 



     




    
 




 





 



 




 

 
     





 


 

Figure 2.57: General synchronizing merge pattern
Motivation This pattern provides a general approach to the evaluation of the
General Synchronizing Merge (or OR-join) in processes. It is able to be used
in non-structured and highly concurrent processes including process models that
include arbitrary looping structures.
Overview This pattern provides general support for the OR-join construct that
is widely utilized in modelling languages but is often only partially implemented
or severely restricted in the form in which it can be used. The difficulty in implementing the General Synchronizing Merge stems from the fact that its evaluation
relies on non-local semantics [ADK02] in order to determine when it can fire. In
fact it is easy to see that this construct can lead to the “vicious circle paradox”
[Kin06] where two OR-joins depend on one another.
The OR-join can only be enabled when the thread of control has been received from all incoming branches and it is certain that the remaining incoming
branches which have not been enabled will never be enabled at any future time.
Determination of this fact requires a (computationally expensive) evaluation of
possible future states for the current process instance.
Context There are no specific context conditions associated with this pattern.
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Implementation FileNet is the only offering examined to support this pattern.
An algorithm describing an approach to implementing the General Synchronizing
Merge based on Reset-Nets is described in [WEAH05] and has been used as the
basis for the OR-join construct in the YAWL reference implementation [AH05].
Issues There are three significant issues associated with this pattern: (1) when
determining whether an OR-join should be enabled in a given process instance,
how should composite tasks which precede the OR-join be considered, (2) how
should preceding OR-joins be handled and (3) how can the performance implications of OR-join evaluation (which potentially involves a state space analysis for
the case in which the OR-join appears) be addressed.
Solutions Solutions to all of these problems are described in [WEAH05]. It
provides a deterministic means of evaluating whether an OR-join should be enabled based on an evaluation of the current execution state of preceding tasks.
It considers composite tasks to function in the same way as atomic tasks – i.e.
they are either enabled or not, – and there is no further consideration of the
execution specifics of the underlying subprocess. Moreover it is assumed that
they will continue executing and pass the thread of control onto subsequent tasks
when complete. In terms of the second issue, any preceding OR-joins are all
considered to function either as XOR-joins or AND-joins when determining if the
task with which they are associated can be enabled. By doing this, the “vicious
circle” problem is avoided. It also offers some potential solutions to the third
issue involving the use of reduction rules which limit the size of the state space
evaluation required in order to establish whether the OR-join should be enabled.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description for the pattern.
When discussing the Interleaved Parallel Routing pattern (WCP-17), it was assumed that the interleaved tasks were atomic. This can be generalized to critical
sections where whole sets of tasks should be executed on an atomic basis.
Pattern WCP-39 (Critical Section)
Description Two or more connected subgraphs of a process model are identified
as “critical sections”. At runtime for a given process instance, only tasks in one
of these “critical sections” can be active at any given time. Once execution of
the tasks in one “critical section” commences, it must complete before another
“critical section” can commence.
Example
– Both the take-deposit and insurance-payment tasks in the holiday booking
process require the exclusive use of the credit-card-processing machine. Consequently only one of them can execute at any given time.
Motivation The Critical Section pattern provides a means of limiting two or
more sections of a process from executing concurrently. Generally this is necessary
if tasks within this section require exclusive access to a common resource (either
data or a physical resource) necessary for a task to be completed. However, there
are also regulatory situations (e.g. as part of due diligence or quality assurance
processes) which necessitate that two tasks do not occur simultaneously.
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Overview The operation of this pattern is illustrated in Figure 2.58. The mutex
place serves to ensure that within a given process instance, only the sequence BD
or CE can be active at any given time.
critical section

c

c

p1

B

c

CID

D

p6

CID

CID

c

c

()

()

()

c
i1

c

p3

c

mutex

A
CID

F
Unit
()

()

c
c

c

p2

C
CID

CID
c

c

c

p5

E

p7

CID
()

critical section

o1

CID
()

Figure 2.58: Critical section pattern
Context There is one consideration associated with the use of this pattern:
tasks must be initiated and completed on a sequential basis, in particular it is
not possible to suspend one task during its execution to work on another.
Implementation Although useful, this pattern is not widely supported amongst
the offerings examined. BPEL allows it to be directly implemented through
its serializable scope functionality. COSA supports this pattern by including a
mutex place in the process model to prevent concurrent access to critical sections. FLOWer provides indirect support through the use of data elements as
semaphores.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. Where an offering is able to achieve
similar functionality through additional configuration or programmatic extension
of its existing constructs (but does not have a specific construct for the pattern)
this qualifies as partial support.
Pattern WCP-40 (Interleaved Routing)
Description Each member of a set of tasks must be executed once. They can be
executed in any order but no two tasks can be executed at the same time (i.e. no
two tasks can be active for the same process instance at the same time). Once
all of the tasks have completed, the next task in the process can be initiated.
Example
– The check-oil, test-feeder, examine-main-unit and review-warranty tasks all
need to be undertaken as part of the machine-service process. Only one of
them can be undertaken at a time, however they can be executed in any order.
Motivation The Interleaved Routing pattern relaxes the partial ordering constraint that exists with the Interleaved Parallel Routing pattern and allows a
sequence of tasks to be executed in any order.
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Overview Figure 2.59 illustrates the operation of this pattern. After A is completed, tasks B, C, D and E can be completed in any order. The mutex place
ensures that only one of them can be executed at any time. After all of them
have been completed, task F can be undertaken.

 



















 

 


 




 



 

 


 


 


 








 

Figure 2.59: Interleaved routing pattern
Context There is one consideration associated with the use of this pattern:
tasks must be initiated and completed on a sequential basis, in particular it is
not possible to suspend one task during its execution to work on another.
Implementation In order to effectively implement this pattern, an offering must
have an integrated notion of state that is available during execution of the controlflow perspective. COSA has this from its Petri net foundation and is able to
directly support the pattern. Other offerings lack this capability and hence are
not able to directly support this pattern. BPEL (although not Oracle BPEL) can
achieve similar effects using serializable scopes within the context of a <pick>
construct. FLOWer has a distinct foundation to that inherent in other workflow
products in which all tasks in a case are always allocated to the same resource for
completion hence interleaving of task execution is guaranteed, however it is also
possible for a resource to suspend a task during execution to work on another
hence the context conditions for this pattern are not fully satisfied. BPMN and
XPDL indirectly support the pattern through the use of ad-hoc processes however
it is unclear how it is possible to ensure that each task in the ad-hoc subprocess
is executed precisely once.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. An offering is rated as having partial
support if it has limitations on the range of tasks that can be coordinated (e.g.
tasks must be in the same process block) or if it cannot enforce that tasks are
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executed precisely once or ensure tasks are not able to be suspended once started
whilst other tasks in the interleave set are commenced.
The issue of synchronizing multiple branches within a process model has received
a great deal of focus and is addressed by a number of patterns earlier in this
chapter. However the synchronization of multiple threads of execution within the
same branch has not received the same degree of attention and consequently is
the subject of the next two patterns.
Pattern WCP-41 (Thread Merge)
Description At a given point in a process, a nominated number of execution
threads in a single branch of the same process instance should be merged together
into a single thread of execution.
Example
– Instances of the register-vehicle task run independently of each other and of
other tasks in the Process Enquiry process. They are created as needed. When
ten of them have completed, the process-registration-batch task should execute
once to finalize the vehicle registration system records update.
Motivation This pattern provides a means of merging multiple threads within
a given process instance. It is a counterpart to the Thread Split pattern which
creates multiple execution threads along the same branch.
Overview The operation of this pattern is illustrated in Figure 2.60. Note that
numinsts indicates the number of threads to be merged.


  



Figure 2.60: Thread merge pattern
Context There is one context consideration for this pattern: the number of
threads needing to be merged (i.e. numinsts) must be known at design-time.
Implementation Implementation of this pattern implies that an offering is able
to support the execution of processes in a non-safe context. This rules out the
majority of the offerings examined from providing any tractable forms of implementation. BPMN and XPDL provide direct support for the pattern by including
a task after the spawned task in which the StartQuantity attribute is set to the
number of threads that need to be synchronized. The StartQuantity attribute
specifies the number of incoming tokens required to start a task. UML 2.0 ADs
offer a similar behaviour via weights on ActivityEdge objects. BPEL provides an
indirect means of implementation based on the correlation facility for feedback
from the <invoke> action although some programmatic housekeeping is required
to determine when synchronization should occur.
Issues None identified.
Solutions N/A.

c 2007 N.C. Russell – Page 101
PhD Thesis – °

Chapter 2. Control-Flow Perspective

Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. If any degree of programmatic extension is required to achieve the same behaviour, then the partial support rating
applies.
Pattern WCP-42 (Thread Split)
Description At a given point in a process, a nominated number of execution
threads can be initiated in a single branch of the same process instance.
Example
– At the completion of the confirm paper receival task, initiate three instances of
the subsequent independent peer review task.
Motivation This pattern provides a means of triggering multiple execution
threads along a branch within a given process instance. It is a counterpart to the
Thread Merge pattern which merges multiple execution threads along the same
branch. Unless used in conjunction with the Thread Merge pattern, the execution
threads will run independently to the end of the process.
The use of a Thread Split/Thread Merge combination provides an alternate
means of realizing the multiple instance patterns mentioned earlier (WCP-13 WCP-15) as it allows any task on a path between the Thread Split and Thread
Merge constructs to execute multiple times and for these execution instances to
occur concurrently.
Overview The operation of this pattern is illustrated in Figure 2.61. Note that
numinsts indicates the number of threads to be created.






   

Figure 2.61: Thread split pattern
Context There is one context consideration for this pattern: the number of
threads needing to be created (i.e. numinsts) must be known at design-time.
Implementation As with the Thread Merge pattern, implementation of this
pattern implies that an offering is able to support the execution of processes in
a non-safe context. This rules out the majority of the offerings examined from
providing any tractable forms of implementation. BPMN and XPDL provide direct support for the pattern by allowing the Quantity of tokens flowing down the
outgoing sequence flow from a task at its conclusion to be specified. UML 2.0
ADs allow a similar behaviour to be achieved through the use of multiple outgoing edges from a task to a MergeNode which then directs the various initiated
threads of control down the same branch. BPEL indirectly allows the same effect
to be achieved via the <invoke> action in conjunction with suitably specified
correlation sets.
Issues None identified.
Solutions N/A.
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Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. If any degree of programmatic extension is required to achieve the same behaviour, then the partial support rating
applies.
Finally, the counterpart of the Implicit Termination pattern (WCP-11) is introduced.
Pattern WCP-43 (Explicit Termination)
Description A given process (or subprocess) instance should terminate when it
reaches a nominated state. Typically this is denoted by a specific end node. When
this end node is reached, any remaining work in the process instance is cancelled
and the overall process instance is recorded as having completed successfully,
regardless of whether there are any tasks in progress or remaining to be executed.
Example N/A.
Motivation The rationale for this pattern is that it represents an alternative
means of defining when a process instance can be designated as complete. This
is when the thread of control reaches a defined state within the process model.
Typically this is denoted by a designated termination node at the end of the
model. Where there is a single end node in a process, its inclusion in other
compositions is simplified.
Overview N/A.
Context There is one context condition associated with this pattern: every task
in a process must be on a path from a designated start node to a designated end
node.
Implementation COSA, iPlanet, SAP Workflow, BPMN, XPDL and UML 2.0
ADs support this pattern although other than iPlanet, none of these offerings
enforce that there is a single end node.
Issues One consideration that does arise where a process model has multiple end
nodes is whether it can be transformed to one with a single end node.
Solutions For simple process models, it may be possible to simply replace all of
the end nodes for a process with links to an OR-join which then links to a single
final node. However, it is less clear for more complex process models involving
multiple instance tasks whether they are always able to be converted to a model
with a single terminating node. Potential solutions to this are discussed at length
elsewhere [KHA03].
Evaluation Criteria An offering achieves full support for this pattern if it
demonstrates that it can meet the description and context criterion for the pattern.
This concludes the discussion of new patterns relevant to the control-flow perspective of PAIS. We now move on to a comprehensive discussion of the degree of
support for each of these patterns in current PAIS and business process modelling
languages.
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2.5

Survey of control-flow pattern support

This section presents the evaluation results obtained from a detailed analysis
of the control-flow patterns across fourteen commercial offerings. The products
examined include workflow systems, a case handling system, business process
execution languages and business process modelling formalisms. The specific
products/languages examined were:
–
–
–
–
–
–
–
–
–

–
–
–
–
–

Staffware Process Suite 10 [TIB04a, TIB04b];
IBM WebSphere MQ Workflow 3.4 [IBM03a, IBM03b];
FLOWer 3.5.1 [WF04];
COSA 5.1 [TRA06];
Sun ONE iPlanet Integration Server 3.1 [Sun03];
SAP Workflow version 4.6c [RDBS02];
FileNet P8 BPM Suite version 3.5 [Fil04];
BPEL version 1.1 [ACD+ 03];
WebSphere Integration Developer 6.0.2, the development environment for the
Business Process Choreographer (BPC) part of WebSphere Process Server
v6.0.2 [IBM06];
Oracle BPEL v10.1.2 [Mul05];
BPMN version 1.0 [OMG06];
XPDL version 2.0 [Wor05];
UML 2.0 Activity Diagrams [OMG05]; and
EPCs as implemented by ARIS Toolset 6.2 [Sch00].

Although many of the evaluation results reinforce observations regarding pattern implementation that have been made over the past seven years, it is interesting to observe some of the trends that have become evident in recent product
offerings. These are brought into sharper relief through the augmented set of
control-flow patterns described in this chapter.
Traditionally workflow systems have employed proprietary approaches both
to the range of concepts that can be expressed in design-time process models and
also to the way that those models are enacted at runtime. The implementation
of concepts such as threads of control, join semantics and loops differ markedly
between offerings. The fundamental process models employed by specific products
has been a particularly vague area. This seems to have changed in recent offerings
towards a more formally defined and better understood model with BPMN, XPDL
and UML 2.0 ADs all claiming an underlying execution model that is “tokenbased”.
Although the revised definitions of the original patterns includes some more
restrictive definitions – particularly for patterns such as Structured Synchronizing
Merge, Structured Discriminator, Multiple Instances with Design-Time Knowledge and Interleaved Parallel Routing – these patterns continue to be relatively
widely supported. All of the basic patterns (WCP-1 to WCP-5) are still supported by all offerings examined.
The revised definition of the Structured Synchronizing Merge tends to favour
block structured languages such as WebSphere MQ and BPEL although it is also
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Pattern
1 (seq)
2 (par-spl)
3 (synch)
4 (ex-ch)
5 (simp-m)
6 (m-choic)
7 (s-syn-m)
8 (mult-m)
9 (s-disc)
10 (arb-c)
11 (impl-t)
12 (mi-ns)
13 (mi-dt)
14 (mi-rt)
15 (mi-no)
16 (def-c)
17 (int-par)
18 (milest)
19 (can-a)
20 (can-c)
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+
+
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+
+
+
–
–
+
+
–
–
–
–
–
–
–
–
–

Table 2.1: Product Evaluations – Original Patterns (WCP1 - WCP20)
supported by FLOWer, FileNet, BPMN, XPDL and EPCs despite the restrictions
that it implies on the manner in which it can be used. Although more flexible variants of it can be delineated in the form of the Local Synchronizing Merge and the
General Synchronizing Merge, these forms are only minimally supported. Similar
observations can be drawn for the Structured Discriminator and the Structured
Partial Join which have minimal support particularly amongst offerings with
an actual execution environment and the other flexible forms of these patterns
(i.e. Blocking and Cancelling Discriminator and Blocking and Cancelling Partial
Join) which have extremely minimal support overall.
An interesting observation arising from these patterns is that despite the
claims in regard to the existence of a deterministic mapping from business modelling languages such as BPMN and XPDL to the execution language BPEL,
there are a number of patterns such as the Multi-Merge, all forms of the Discriminator and the Partial Join and Arbitrary Cycles which are supported in
the former languages but not in BPEL begging the question of how these patterns can actually be implemented. This finding is consistent with other research
[OADH06] and reflects the fact that modelling languages tend to fare better in
patterns evaluations than actual operational products because they are not faced
with the burden of actually having to implement everything that they are able to
model

c 2007 N.C. Russell – Page 105
PhD Thesis – °

Chapter 2. Control-Flow Perspective

–
–
–

–
+
–
–
–
–
–
–
–
–
–
–
+

+
–
–
+

+
–
–
+

+
–
–
+

+
–
–
+

+/-

+/-

+/-

+/-

+/-

–
–
–
–
–
–
–
–
–
–
–
+
–
+
+

–
–
–
–
–
–
–
–
–
–
–
+
–
+
+

+
–
–
–
–
–
–
–
–
–
–
+
–
+
–

+
–

+
–

+
–
+
+
+
+
–

+/-

+/-

+/-

+

+

+

+/-

+/-

+/-

+/-

+/-

+/-

+/-

+/-

+

+

+/-

+/-

+/-

+/-

–
–
–
–

–
–
–
–

+/-

+/-

+/-

+/-

+/-

+/-

+/-

+/-

–

–

–

+
+
+

+
+
+

+
–
–
–
–
+/-

–
–
–
+
+
+

EPCs

+
–
–
+

UML ADs

FileNet

SAP Workflow
+/-

XPDL

+/-

–
–
–
–
–
–
–
–
–
–
–
+
–
+
+
–
–
+

+
–
–
+
–
–
–
–
–
–
–
–
+
–
–
–
–
+
–
–
–
–
–

BPMN

+/-

+/-

+
+
+
+
–
+
–
–
+

Oracle BPEL

–
–
–
–
–
–
–
–
–
+
–

+
+
–
–
–
–
–
–
–
+
–
–
–
–
–
–
–
–
–
–
–
–
+

WebSphere BPEL

+/-

–
+
+
+

BPEL

+
–
–
+
–
–

iPlanet

+
+
–
–
–
–
–
–
–
–
–
–
–
–
–
–
+
–
–
–
–
–
–

COSA

–
+
+
–
–
+
–
–
–
–
–
–
–
–
–
–
–
–
–
–
–
–
–

FLOWer

WebSphere MQ

Pattern
21 (str-l)
22 (recur)
23 (t-trig)
24 (p-trig)
25 (can-r)
26 (can-mi)
27 (comp-mi)
28 (b-disc)
29 (c-disc)
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36 (d-pj-mi)
37 (a-syn-m)
38 (g-syn-m)
39 (crit-sec)
40 (int-rout)
41 (tm)
42 (ts)
43 (exp-t)

Staffware

In general, the evaluation results for the two BPEL offerings - WebSphere
Integration Developer and Oracle BPEL – indicate that they provide relatively
faithful implementations of the BPEL specification. One noteworthy exception to
this is the additional <flowN> construct provided by Oracle BPEL which allows it
to implement several of the multiple instance patterns which other BPEL variants
are not currently able to support. It is interesting to note that this functionality
will be included in the upcoming BPEL 2.0 release in the form of the parallel
<forEach> construct.

–
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+/-

–
–
–
–
–
–
–
–
+/-

–
–
–
+
–
–
–
–
–
–

Table 2.2: Product Evaluations – New Patterns (WCP21 - WCP43)
The form of the Arbitrary Cycles pattern tends to mitigate against it being
supported in block structured languages such as WebSphere MQ or BPEL. However the more restricted form of repetition – the Structured Loop pattern – is quite
widely supported in a number of offerings including WebSphere MQ, FLOWer,
iPlanet, SAP Workflow, FileNet, BPEL, BPMN, XPDL and UML 2.0 ADs.
The Multiple Instances without Synchronization pattern is widely supported,
and there is reasonable support for managing controlled task concurrency in its
various forms (i.e. Multiple Instances with Design-Time/with Run-time/without
Run-Time Knowledge and also the Cancel Multiple Instance Task pattern amongst
offerings including Staffware, SAP Workflow, Oracle BPEL, BPMN, XPDL and
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UML 2.0 ADs. However the patterns associated with partial synchronization and
forced completion of multiple instances are only minimally supported.
The Explicit Termination pattern has been introduced to describe situations
where there is a dedicated termination node in a process rather than the assumption that a process instance terminates when there is no more work remaining (i.e.
Implicit Termination). Most offerings support one or the other of these patterns,
but interestingly BPMN, XPDL and UML 2.0 ADs support both patterns.
In terms of state-based patterns, implementation of the Deferred Choice pattern can be achieved in one of two distinct ways: (1) by providing a specific
construct for it or (2) by supporting an explicit notion of state during process
enactment. BPEL, BPMN, XPDL and UML 2.0 ADs adopt the former approach
whilst COSA adopts the latter. Only COSA directly supports Interleaved Parallel Routing and in general, it seems that an integrated notion of state is required
to effectively implement this pattern. Similar comments apply to the Milestone
pattern. Where the partial ordering requirement is relaxed allowing for arbitrary
execution order (i.e. Interleaved Routing), BPEL (although not Oracle BPEL) is
also able to provide support. The need to ensure that tasks are not running in
parallel is not present in FLOWer. However, the lack of true concurrency (other
than interleaving) rules out full support for this pattern. Interestingly, the ad-hoc
task construct in BPMN and XPDL provides a means of indirectly achieving this
pattern but does not faithfully ensure that each task is run precisely once. The
Critical Section pattern is only supported by COSA and BPEL.
Cancellation patterns are another area worthy of comment. Cancel Task is
widely supported although WebSphere MQ is a notable exception. Of interest is
the distinction between withdrawing a task prior to it commencing (supported by
Staffware, COSA, SAP Workflow) and cancelling it during execution (supported
by BPEL, BPMN, XPDL and UML 2.0 ADs). Similarly the Cancel Case pattern
is widely supported (by SAP Workflow, FileNet, BPEL, BPMN, XPDL, UML
2.0 ADs), but cancellation of an arbitrary region (i.e. Cancel Region) is not, only
fully supported by UML 2.0 ADs.
Trigger-based patterns which offer the ability for external factors to control
process execution are also widely supported. Staffware implements transient triggers whilst persistent triggers are offered by FileNet, BPEL, BPMN and XPDL.
COSA, SAP Workflow and UML 2.0 ADs implement both forms of trigger.

2.6

Related work

The majority of the previous work on defining business processing modelling
languages has focused on the control-flow perspective. The early efforts of pioneers such as Zisman [Zis77], Holt [Hol86] and Ellis [HHKW77], all of whom
proposed state-based models of office information systems based on Petri nets,
have been extremely influential in shaping expectations in regard to the representation and semantics of the control-flow perspective. Whilst there have been
attempts to develop process modelling languages based on other formal techniques such as process algebra [HN93], pi calculus [PW05], CCS [Ste05] and state
charts [WW97], Petri nets have established themselves as the most pervasive conc 2007 N.C. Russell – Page 107
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ceptual basis for describing control-flow in a process language. Indeed a number
of contemporary languages for modelling and enacting business processes (e.g.
BPMN, UML 2.0 ADs) claim to have a “token-based” foundation although the
actual correspondence with Petri nets is undefined.
Petri nets provide a well-proven basis for modelling and enacting concurrent
activities and are widely advocated [Aal98, AMP94, EN93, JB96, Jen97] as a
suitable means of capturing business processes. Van der Aalst [Aal96] cites three
significant advantages that they offer: (1) they have a formal semantics despite the
graphical nature, (2) they are state-based instead of event-based and (3) they have
an abundance of analysis techniques. Despite these benefits, few PAIS use Petri
nets directly as a means of capturing control-flow8 . Indeed it is commonplace
that the design-time and runtime process models are distinct [GHS95, JB96].
The focus of the design-time model being on the incorporation of a wide range of
control-flow constructs that are meaningful and intuitive to the designer whereas
the focus of the runtime model is on how a process will actually be enacted.
This disparity can often lead to ambiguities as to how a given construct in the
design-time model might be realized at runtime. A number of business process
modelling languages (BPEL, BPMN, UML 2.0 ADs) have recently been proposed
on this basis (i.e. they are specified at a syntactic level but do not have a defined
semantics). Consequently there have been a series of research initiatives [SH05,
DDO07, OVA+ 05] aimed at providing an operational semantics for each of these
proposals. One of the most common approaches is to use formal methods (such
as Petri nets) to ascribe a meaning to the enactment of the constructs comprising
a given process model although other formal techniques have also been used.
Whilst the research efforts described above attempt to provide a definitive
operational semantics for a business process language, they do not give any insight into the range of control-flow constructs that a language should encompass.
Perhaps the most widely cited attempt at this was the publication of the Workflow Reference Model [Wor95] by the Workflow Management Coalition (WfMC)
in an attempt to give guidance to software vendors on the range of constructs
that should be embodied in a workflow engine. Unfortunately the scope of this
effort was limited to relatively simple control-flow constructs. A more considered
approach to this question was pursued by Kiepuszewski [Kie03]. He examined a
range of process modelling languages and divided them into four distinct classes –
standard, safe, structured and synchronizing – based on the properties of individual languages. Each of these classes distinguishes different degrees of expressive
power and the particular class into which a given offering falls determines the
range of constructs that the language can embody, the way in which these constructs can be used and more generally, the language’s ability to adequately capture various types of process structures. As part of this work, Kiepuszewski also
showed that the definitions provided by the WfMC were ambiguous and could be
interpreted (and hence implemented) in multiple ways.
8

The COSA workflow system is a notable exception to this trend.
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2.7

Summary

This chapter has reviewed the original twenty control-flow patterns and provided
a precise definition of their operation and the context in which they can be utilized. This removes any potential for ambiguity or misinterpretation that may
have existed with earlier definitions. All of the original patterns have been observed during a comprehensive survey of current commercial tools and standards,
underscoring their continued relevance in describing the core capabilities of PAIS.
One of the major contributions of this research effort is the establishment of a
clear set of operational semantics for each of the original patterns.
As a consequence of providing a precise definition of each pattern and reviewing the range of concepts relevant to the control-flow perspective, it has been
possible to identify twenty three additional control-flow patterns. Some of these
are a result of having achieved a better understanding of the original patterns and
recognizing that in some cases individual patterns could potentially have more
than one interpretation, whilst other patterns acknowledge gaps that existed in
the original set.
An important observation from this research is the disparity that exists between modelling languages and actual product implementations in terms of the
number of patterns that they support. Whilst several of the contemporary modelling formalisms (BPMN, XPDL, UML 2.0 ADs) are able to capture a broad
range of patterns, it is interesting to note that they do not demonstrate how
these patterns will actually be realized in practice. This opens up an inherent
contradiction where a particular offering claims to fully implement a particular
modelling formalism but supports fewer patterns. Similar difficulties exist with
proposed mappings between these modelling languages and particular execution
tools as they cannot claim to provide a direct and faithful interpretation of the
modelling language in the execution tool.
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Chapter 3
Data Perspective
It has long been recognized that effective capture, management and dissemination
of data is a key part of any business process and consequently the data perspective
is identified as a first class citizen (along with the control-flow perspective) in
most of the significant business process modelling frameworks (cf. ARIS, UML,
CIMOSA, EKD, MOBILE, etc.). However, whilst the area of data modelling is
well understood, there is less clarity associated with the features and capabilities
necessary to support effective data utilization by business processes. Indeed up
until recently many process automation tools did not manage application data
themselves but left this problem with the underlying application systems that
they coordinated [WSML02].
This chapter examines the range of concepts that apply to the representation
and utilization of data within PAIS. These concepts not only define the manner
in which data in its various forms can be employed within a business process and
the range of informational concepts that a PAIS is able to capture but also characterize the interaction of data elements with other process and environmental
constructs. Detailed examination of a number of PAIS and business process modelling paradigms suggests that the way in which data is structured and utilized
within these tools has a number of common characteristics. These can be divided
into four distinct groups:
Data visibility which relate to the extent and manner in which data elements
can be viewed by various components in a process;
Data interaction which focus on the manner in which data is communicated
between active elements within a process;
Data transfer which consider the means by which the actual transfer of data
elements occurs between process elements and describe the various mechanisms by which data elements can be passed across the interface of a specific
process element; and
Data-based routing which characterize the manner in which data elements
can influence the operation of other aspects of a process, particularly the
control-flow perspective.
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Each of these groups is discussed in detail in the following sections but first,
we introduce the modelling notation that will be used for illustrating patterns in
this chapter.

3.1

High-level process diagrams

For illustrating data patterns, an informal type of high-level process diagram is
used. Unlike CP-nets, these diagrams are intended for illustrative purposes only
and do not have an operational semantics9 . Figure 3.1 is an example of one
of these diagrams. Diagrams are composed of tasks connected together by arcs
which may be unconditional, e.g. task B is always initiated when task A completes
or conditional, e.g. task D is only initiated when one, several or all of the preceding
tasks have completed (depending on the join semantics associated with task D)
and variable M is greater than 5. Multiple instance tasks are illustrated as “stacked
rectangles”, e.g. as for task E. Block or composite tasks are shown with dotted
lines linking them to the associated subprocess, e.g. task C is defined in terms of
the subprocess comprising tasks X, Y and Z.
process

case

B

A
task

D

[M > 5]

def var M

E

C
use(M)

block task

pass(M)

multiple instance task

subprocess

X

Y

Z

Figure 3.1: Example of a high-level process diagram
The control flow between tasks occurs via the control channel which is indicated by a solid arrow between tasks. There may also be a distinct data channel
between tasks which provides a means of communicating data elements between
two connected tasks. Where a distinct data channel is intended between tasks, it
is illustrated with a broken (dash-dot) line between them as illustrated in Figure
3.1 between task C and E. In other scenarios, the control and data channels are
combined, however in both cases, where data elements are passed along a channel
between tasks, this is illustrated by the pass() relation, e.g. in Figure 3.1 data
element M is passed from task C to task E.
9

Where this is required, we use the YAWL notation [AH05] which provides a more rigorous
means of describing control-flow structures.
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The definition of data elements within the process is illustrated by the def var
variable-name phrase. Each data element has an associated scope indicating
the level at which the data element is bound. The places where a given data
element can be accessed are illustrated by the use() phrase. It is possible for
some data elements to be passed between tasks by reference (i.e. the location
rather than the value of the data element is passed). This is indicated through
the use of the & symbol, e.g. the pass(&M) phrase indicates that the data element
M is being passed by reference rather than value.

3.2

Data visibility patterns

Within the context of a process, there are a variety of distinct ways in which
data elements can be defined and utilized. Typically these variations relate to
the process construct to which they are anchored and the scope in which they
are accessible. More importantly, they directly influence the way in which the
data element may be used, e.g. to capture production information, to manage
control data or for communication with the external environment. This section
considers each of the potential contexts in which a data construct can be defined
and utilized.
Pattern WDP-1 (Task Data)
Description Data elements can be defined by tasks which are accessible only
within the context of individual execution instances of that task.
Example
– The working trajectory variable is only used within the Calculate Flight Path
task.
Motivation To provide data support for local operations at task level. Typically
these data elements are used to provide working storage during task execution
for control data or intermediate results when manipulating production data.
Overview Figure 3.2 illustrates the declaration of a task data element (variable X
in task B) and the scope in which it can be utilized (shown by the shaded region
and the use() function). Note that it has a distinct existence (and potential
value) for each instance of task B (e.g. in this example it is instantiated once for
each process instance since task B only runs once within each process).
Context There are no specific context conditions associated with this pattern.
Implementation The implementation of task data takes one of two forms –
either data elements are defined as parameters to the task making them available
for use within the task or they are declared within the definition of the task
itself. In either case, they are bound in scope to the task block and have a
lifetime that corresponds to that of the execution of an instance of that task.
COSA and BPMN directly support the notion of task data. WebSphere MQ,
iPlanet and UML 2.0 ADs provide indirect support allowing task data to be
defined in the implementations of individual tasks. Similarly FLOWer and BPEL
provide indirect support by allowing data elements with greater scope to have
their visibility restricted to a single task.
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process
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def var X
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Figure 3.2: Task level data visibility

Issues One difficulty that can arise is the potential for a task to declare a data
element with the same name as another data element declared elsewhere (either
within another task or at a different level within the process hierarchy (e.g. block,
case, global) that can be accessed within the task. This phenomenon is often
referred to as “name clash”.
A second issue that may require consideration can arise where a task is able
to execute more than once (e.g. in the case of a multi-merge [AHKB03]). When
the second (or later) instance commences, should the data elements contain the
values from the first instance or should they be re-initialized.
Solutions The first issue can be addressed through the use of a tight binding
approach at task level restricting the use of data elements within the task to those
explicitly declared by the task itself and those which are passed to the task as
formal parameters. All of these data element names must be unique within the
context of the task.
An alternative approach is employed in BPEL, which only allows access to
the data element with the innermost scope in the event of name clashes. Indeed,
this approach is proposed as a mechanism of “hiding” data elements from outer
scopes by declaring another with the same name at task level.
The second issue is not a major consideration for most offerings which initialize
data elements at the commencement of each task instance. One exception to this
is FLOWer which provides the option for a task instance which comprises part of
a loop in a process to either refresh data elements on each iteration or to retain
their values from the previous instance (in the preceding or indeed any previous
loop iteration).
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
the scope of the data elements cannot be restricted to a single task or if the data
elements are declared in programmatic extensions to the task.
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Pattern WDP-2 (Block Data)
Description Block tasks (i.e. tasks which can be described in terms of a corresponding subprocess) are able to define data elements which are accessible by
each of the components of the corresponding subprocess.
Example
– All components of the subprocess which defines the Assess Investment Risk
block task can utilize the security details data element.
Motivation The manner in which a block task is implemented is usually defined
via its decomposition in the form of a subprocess. It is desirable that data elements available in the context of the undecomposed block task are available to
all of the components that make up the corresponding subprocess. Similarly, it
is useful if there is the ability to define new data elements within the context of
the subprocess that can be utilized by each of the components during execution.
Overview Figure 3.3 illustrates both of these scenarios, data element M is declared at the level of the block task C and is accessible both within the block
task instance and throughout each of the task instances (X, Y and Z) in the corresponding subprocess. Similarly data element N is declared within the context
of the subprocess itself and is available to all task instances in the subprocess.
Depending on the actual offering, it may also be accessible at the level of the
corresponding block task.
process

case

B

A

D

task
def var M

C

E

use(M)
block task

multiple instance task

subprocess

def var N

X

Y

Z

use(M,N)

use(M,N)

use(M,N)

Figure 3.3: Block level data visibility
Context There are no specific context conditions associated with this pattern.
Implementation The concept of block data is widely supported and all of the
offerings examined in this survey which supported the notion of subprocesses10
implemented it in some form. Staffware allows subprocesses to specify their
own data elements and also provides facilities for parent processes to pass data
elements to subprocesses as formal parameters. In WebSphere MQ, subprocesses
can specify additional data elements in the data container that is used for passing
10

BPEL which does not directly support subprocesses is the only exception.
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data between task instances within the subprocess and restrict their scope to the
subprocess. FLOWer, COSA and iPlanet also provide facilities for specifying
data elements within the context of a subprocess.
Issues A major consideration in regard to block-structured tasks within a process
is the handling of block data visibility where cascading block decompositions
are supported and data elements are implicitly inherited by subprocesses. As
an example, in the preceding diagram block data sharing would enable a data
element declared within the context of task C to be utilized by task X, but if X
were also a block task would this data element also be accessible to task instances
in the subprocess corresponding to X?
Solutions One approach to dealing with this issue adopted by workflow tools
such as Staffware is to only allow one level of block data inheritance by default,
i.e. data elements declared in task instance C are implicitly available to X, Y and
Z but not to further subprocess decompositions. Where further cascading of data
elements is required, then this must be specifically catered for.
COSA allows a subprocess to access all data elements in a parent process and
provides for arbitrary levels of cascading11 , however updates to data elements in
subprocesses are not automatically propagated back to the parent task.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WDP-3 (Scope Data)
Description Data elements can be defined which are accessible by a subset of
the tasks in a case.
Example
– The initial tax estimate variable is only used within the Gather Return Data,
Examine Similar Claims and Prepare Initial Return tasks in the Prepare Tax
Return process.
Motivation Where several tasks within a process coordinate their actions around
a common data element or set of data elements, it is useful to be able to define
data elements that are bound to that subset of tasks in the overall process.
Overview One of the major justifications for scopes in processes is that they
provide a means of binding data elements, error and compensation handlers to
sets of related tasks within a case. This allows for more localized forms of recovery
action to be undertaken in the event that errors or concurrency issues are detected.
Figure 3.4 illustrates the declaration of data element X which is scoped to tasks
A, B and C. It can be freely accessed by these tasks but is not available to tasks
D and E.
Context There are no specific context conditions associated with this pattern.
Implementation The definition of scope data elements requires the ability to
define the portion of the process to which the data elements are bound. This is
11

Although more than four levels of nesting are not recommended.
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Figure 3.4: Scope level data visibility

potentially difficult in PAIS that are based on a graphical process notation but
less difficult for those that utilize a textual definition format such as XML.
A significant distinction between scopes and blocks in a process context is that
scopes provide a grouping mechanism within the same address space (or context)
as the surrounding case elements. They do not define a new address space and
data passing to tasks within the scope does not rely on any specific data passing
mechanisms other than normal task-to-task data transfer facilities.
BPEL is the only offering examined that fully supports the notion of scope
data elements. It provides support for a scope construct which allows related
tasks, variables and exception handlers to be logically grouped together. FLOWer
supports ‘restricted data elements’ which can have their values set by nominated
tasks although they are more widely readable.
Issues The potential exists for variables named within a scope to have the same
name as a variable in the surrounding block in which the scope is defined.
Solutions The default handling for this BPEL is that the innermost context in
which a variable is defined indicates which variable should be used in any given
situation. Variables within a given scope must be unique.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if the accessibility of
data elements cannot be restricted to the defined scope.
Pattern WDP-4 (Multiple Instance Data)
Description Tasks which are able to execute multiple times within a single case
can define data elements which are specific to an individual execution instance.
Example
– Each instance of the Expert Assessment task is provided with the case history
and test results at commencement and manages its own working notes until it
returns a verdict at completion.
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Motivation Where a task executes multiple times, it is useful to be able to define
a set of data elements which are specific to each individual execution instance.
The values of these elements may be passed to the task instance at commencement
and at the conclusion of its execution they can be made available (either on an
individual basis or as part of an aggregated data element) to subsequent tasks.
There are three distinct scenarios in which a task could be executed more than
once:
1. Where a particular task is designated as a multiple instance task and once
it is enabled, multiple instances of it are initiated simultaneously.
2. Where distinct tasks in a process share the same implementation.
3. Where a task can receive multiple initiation triggers (i.e. multiple tokens in
a Petri-net sense) during the operation of a case.
Overview Each of these scenarios is illustrated in Figure 3.5 through process
fragments based on the YAWL notation12 . In the top lefthand diagram, task
E illustrates a multiple instance task. In the bottom lefthand diagram, task
D corresponds to both an XOR-join. When the XOR-join construct receives a
control-flow triggering from any of the incoming arcs, it immediately invokes the
associated task. If it receives multiple triggers at distinct points in time, then this
results in the task being invoked multiple times. In the righthand diagram, tasks
C and E both share the same implementation that is defined by the subprocess
containing tasks X and Y.
Designated Multiple Instance Task

A

B

C

D

Shared Implementation

A

B

C

E

D

E

Subprocess

Multiply Triggered Task

X
A

B

C

Y

D

E

Figure 3.5: Alternative implementations of multiple instance tasks
Context There are no specific context conditions associated with this pattern.
Implementation The ability to support distinct data elements in multiple task
instances presumes the offering is also able to support data elements that can be
12

Further details on YAWL are presented in van der Aalst and ter Hofstede [AH05].
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bound specifically to individual tasks (i.e. Task Data) in some form. Offerings
lacking this capability are unable to facilitate the isolation of data elements between task instances for any of the scenarios identified above. In addition to this,
there are also other prerequisites for individual scenarios as described below.
In order to support multiple instance data in the first of the scenarios identified
above, the offering must also support designated multiple instance tasks and it
must provide facilities for composite data elements (e.g. arrays) to be split up
and allocated to individual task instances for use during their execution and for
these data elements to be subsequently recombined for use by later tasks.
The second scenario requires the offering to provide task-level data binding
and support the capability for a given task to be able to receive multiple triggers.
Each of the instances should have a mutually distinct set of data elements which
can receive data passed from preceding tasks and pass them to subsequent tasks.
For the third scenario, it must be possible for two or more distinct block
tasks to share the same implementation (i.e. the same underlying subprocess)
and the offering must support block-level data. Additionally these data elements
must be able to be allocated values at commencement of the subprocess and for
their values to be passed back to the calling (block) task once the subprocess has
completed execution.
Of the various multiple instance scenarios identified, FLOWer provides support for the first of them13 . WebSphere MQ, COSA, XPDL and BPMN can
support the second and WebSphere MQ, COSA, iPlanet and BPMN directly
support the third scenario. UML 2.0 ADs support all three scenarios. Staffware
can potentially support the third scenario also, however programmatic extensions
would be necessary to map individual instances to distinct case level variables.
Issues A significant issue that arises for PAIS that support designated multiple
instance tasks such as FLOWer involves the partitioning of composite data elements (such as an array) in a way that ensures each task instance receives a
distinct portion of the data element that is passed to each of the multiple task
instances.
Solutions FLOWer has a unique means of addressing this problem through mapping objects which allow sections of a composite data element in the form of an
array (e.g. X[1], X[2] and so on) to be allocated to individual instances of a multiple instance task (known as a dynamic plan). Each multiple task instance only
sees the element it has been allocated and each task instance has the same naming for each of these elements (i.e. X). At the conclusion of all of the multiple
instances, the data elements are coalesced back into the composite form together
with any changes that have been made.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
programmatic extensions are required to manage the partitioning and coalescence
of individual instances of the multiple instance data element.
13

Recent documentation [GP03] suggests that Staffware will also support this construct
shortly through addition of the Multiple Process Selection construct, although it has not been
observed in the release examined during this evaluation.
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Pattern WDP-5 (Case Data)
Description Data elements are supported which are specific to a process instance
or case. They can be accessed by all components of the process during the
execution of the case.
Example
– The employee assessment results can be accessed by all of the tasks during this
execution instance of the Performance Assessment workflow.
Motivation Data elements defined at case level effectively provide global data
storage during the execution of a specific case. Through their use, data can be
made accessible to all process components without the need to explicitly denote
the means by which it is passed between them.
Overview Figure 3.6 illustrates the use of the case level data element X which is
utilized by all of the tasks throughout a process (including those in subprocesses).
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Figure 3.6: Case level data visibility
Context There are no specific context conditions associated with this pattern.
Implementation Most offerings support the notion of case data in some form,
however the approaches to its implementation vary widely. Staffware implements
a data management strategy that is based on the notion of a common data store
for each workflow case although individual data fields must be explicitly passed
to subprocesses in order to make them accessible to the tasks within them. WebSphere MQ takes a different approach with a global data store being defined
for each workflow case for case level data elements but distinct data passing
conventions needing to be specified to make this data accessible to individual
tasks. COSA provides a series of types of data constructs with the INSTANCE
tool agent corresponding to case level data elements which are globally accessible
throughout a workflow case (and associated subprocesses) by default. BPMN
supports case data through the Properties attribute of a process. In FLOWer,
XPDL and BPEL14 , the default binding for data elements is at case level and
14
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they are visible to all of the components in a process. UML 2.0 ADs do not
support case data (or folder data) as all instances of a process appear to execute
in the same context.
Issues One consideration that arises with the use of case level data is in ensuring
that these elements are accessible, where required, to the components of a subprocess associated with a specific case (e.g. as part of the definition of a block
task).
A second issue associated with the use of case level data is that of managing
concurrent access to it by multiple process instances.
Solutions The first issue is addressed in one of two ways. In some PAIS, subprocesses that are linked to a process model do not seem to be considered to be part
of the same execution context as the main process. To remedy this issue, tools
such as Staffware and WebSphere MQ require that case level data elements be
explicitly passed to and from subprocesses as parameters in order to make them
visible to the various components at this level. Alternatively PAIS can make
these data elements visible to all subprocesses by default, as is the situation in
COSA, FLOWer and XPDL.
There are not clear cut solutions to the second issue. Concurrency management is not an area that is currently well-addressed by commercial PAIS offerings.
Where an offering provides for case level data, the general solutions to the concurrency problem tend to be either to allow for the use of a third party transaction
manager (e.g. Staffware which allows Tuxedo to be used for transaction management) or to leave the problem to the auspices of the developer (e.g. COSA).
There has been significant research interest in the various forms of advanced
transaction support that are required for business processes [GV06, RS95b, WS97,
AAA+ 96, DHL01] and several prototypes have been constructed which provide
varying degrees of concurrency management and transactional support for workflow systems, e.g. METEOR [KS95], EXOTICA [AAA+ 96], WIDE [GVA01],
CrossFlow [VDGK00] and ConTracts [WR92], although most of these advances
have yet to be incorporated in mainsteam commercial products.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
case data elements must be explicitly passed to and from subprocesses.
Pattern WDP-6 (Folder Data)
Description Data elements can be defined which are accessible by multiple cases
on a selective basis. They are accessible to all components of the cases to which
they are bound.
Example
– Selected instances of the Approve Travel Request task can access the current
cash reserves data element regardless of the case in which they execute, providing they nominate the folder they require at case initiation.
tion as global variables) actually fulfill the requirements for the Case Data pattern as they are
specific to a given process instance. They do not provide support for the Global Data pattern
discussed subsequently which requires global access to a data element by all process instances.
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Motivation Folder data provides a mechanism for sharing a data element between related task instances in different cases. This is particularly useful where
tasks in multiple cases are working on a related problem and require access to
common working data elements.
Overview Figure 3.7 illustrates the notion of folder data. In essence, “folders”
of related data elements are declared in the context of a process prior to the
execution of individual cases. Individual cases are able to nominate one or more
of these “folders” that their task instances should have access to during execution.
Access may be read-only or read-write. In Figure 3.7, two folders are declared
(A and B) containing data elements X and Y respectively. During the course of
execution, case1 and case2 have access to folder A whereas case3 has access to
both folders A and B. As there is only one copy of each folder maintained, should
any of case1 , case2 or case3 execute concurrently, then they will in effect share
access to data element X. As a general rule, for folder data to be useful in an
offering, the cardinality of the accessibility relationship between folders and cases
needs to be m-n, i.e. data elements in a given folder need to be accessible to more
than one case and a given case needs to be able to access more than one data
folder during execution.
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Figure 3.7: Folder data visibility
Context There are no specific context conditions associated with this pattern.
Implementation Of the offerings examined, only COSA offers the facility to
share data elements between cases on a selective basis. It achieves this by allowing
each case to be associated with a folder at commencement. At any time during
execution of the case, it is possible for the current folder to be changed. The type
of access (read-only or read-write) and a range of access controls can be specified
for each folder at design time. It is also possible to use folders as repositories for
more complex data elements such as documents.
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Issues As each folder defines its own context, one consideration that arises where
a case (or a task instance within a case) has access to multiple folders is how
naming clashes are resolved where two data elements in distinct folders share the
same name. A second issue that arises is that of providing concurrency control
for folder level data .
Solutions The first issue is addressed in COSA by only allowing a case to access
attributes from one folder at a time. This is achieved using a specific Tool Agent
for folders. It is possible to change the folder to which a case refers at any time
(again using a specific Tool Agent call). In terms of the second issue, similar
considerations apply to those discussed for case data. In the case of COSA, there
is no direct system support to address this problem.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern.
Pattern WDP-7 (Global Data)
Description Data elements are supported which are accessible to all components
in each and every case of the process and are defined within the context of the
process itself.
Example
– The risk/premium matrix can be utilized by all of the cases of the Write Insurance Policy workflow and all tasks within each case.
Motivation Some data elements have sufficiently broad applicability that it is
desirable to make them accessible to every component in all cases of process execution. Data that falls into this category includes startup parameters to the
operating environment, global application data that is frequently used and production information that governs the potential course of execution that each case
may take.
Overview Figure 3.8 illustrates the extent of global data visibility. Note that in
contrast to case level data elements which are typically only visible to tasks in
the case in which they are declared, global data elements are visible throughout
all cases.
Context There are no specific context conditions associated with this pattern.
Implementation In order to make data elements broadly accessible to all cases,
most offerings address this requirement by utilising persistent storage, typically
in the form of a database. This may be provided directly as an internal facility
(e.g. tables, persistent lists, DEFINITION tool agents, packages and data objects (ObjectNodes) in the case of Staffware, WebSphere MQ, COSA, XPDL and
BPMN respectively) or by linking in/accessing facilities in a suitable third-party
product.
Issues The main issue associated with global data is in managing concurrent
access to it by multiple processes.
Solutions As discussed for the Folder Data and Case Data patterns..
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Figure 3.8: Global data visibility

Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if the
value of these data elements cannot be modified during process execution.
Pattern WDP-8 (Environment Data)
Description Data elements which exist in the external operating environment
are able to be accessed by components of processes during execution.
Example
– Where required, tasks in the System Monitoring workflow can access the temperature sensor data from the operating environment.
Motivation Direct access to environmentally managed data by tasks or cases
during execution can significantly simplify processes and improve their ability to
respond to changes and communicate with applications in the broader operational
environment.
Overview External data may be sourced from a variety of distinct locations including external databases, applications that are currently executing or can be
initiated in the operating environment and services that mediate access to various data repositories and distribution mechanisms, e.g. stock price feeds. These
scenarios are illustrated in Figure 3.9.
Context There are no specific context conditions associated with this pattern.
Implementation The ability to access external data elements generally requires
the ability to connect to an interface or interprocess communication (IPC) facility
in the operating environment or to invoke an external service which will supply
data elements. Facilities for achieving this may be either explicitly or implicitly
supported by an offering.
Explicit support involves the direct provision by an offering of constructs for
accessing external data sources. Typically these take the form of specific elements
that can be included in the design-time process model. Staffware provides the
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Automatic Step construct as well as script commands which enable specific items
of data to be requested from an external application. COSA provides the Tool
Agent interfaces which provide a number of facilities for accessing external data
elements. FLOWer implements Mapping Objects which allow data elements to
be copied from external databases into the workflow engine, updated as required
with case data and copied back to the underlying database. It also allows text
files to be utilized in workflow actions and has a series of interfaces for external
database integration. BPEL provide facilities that enable external web services
to be invoked thus facilitating access to environment data elements.
Implicit support occurs in offerings such as WebSphere MQ and iPlanet where
the actual implementation of individual workflow tasks is achieved by the development of associated programs in a procedural language such as C++ or Java.
In this situation, access to external data occurs within individual task implementations by extending the program code to incorporate the required integration
capabilities.
Issues There are a multitude of ways in which external data elements can be
utilized within a process. It is infeasible for any offering to support more than a
handful of them. This raises the issue of the minimal set of external integration
facilities required for effective external data integration.
Solutions There is no definitive answer to this problem as the set of facilities
required depends on the context in which the tool will be utilized. Suitable
options for accessing external data may include the ability to access data files
(in text or binary format) in the operating environment or the ability to utilize
an external API (e.g. an XML, DDE or ODBC interface) through which data
requests can be dynamically framed.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if external data elements
can only be accessed via programmatic extensions to the PAIS or if there are
limitations on the type of data elements that can be accessed.
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3.3

Data interaction patterns

This section examines the various ways in which data elements can be passed
between components in a process and how the characteristics of the individual
components can influence the manner in which the trafficking of data elements occurs. Of particular interest is the distinction between the communication of data
between components within a process as against the data-oriented interaction of
a process element with the external environment.

3.3.1

Internal data interaction patterns

Pattern WDP-9 (Data Interaction – Task to Task)
Description The ability to communicate data elements between one task instance and another within the same case. The communication of data elements
between two tasks is specified in a form that is independent of the task definitions
themselves.
Example
– The Determine Fuel Consumption task requires the coordinates determined by
the Identify Shortest Route task before it can proceed.
Motivation The passing of data elements between tasks is a fundamental aspect
of PAIS. In many situations, individual tasks execute in their own distinct address space and do not share significant amounts of data on a global basis. This
necessitates the ability to move commonly used data elements between distinct
tasks as required.
Overview All PAIS support the notion of passing parameters from one task
to another however, this may occur in a number of distinct ways depending on
the relationship between the data perspective and control-flow perspective within
the offering. There are three main approaches as illustrated in Figure 3.10. The
distinctions between each of these are as follows:
• Integrated control and data channels – where both control-flow and data
are passed simultaneously between tasks utilising the same channel. In the
example, task B receives the data elements X and Y at exactly the same
time that control is passed to it. Whilst conceptually simple, one of the
disadvantages of this approach to data passing is that it requires all data
elements that may be used some time later in the process to be passed with
the thread of control regardless of whether the next task will use them or
not. For example, task B does not use data element Y but it is passed to
it because task C will subsequently require access to it.
• Distinct data channels – in which data is passed between tasks via explicit
data channels which are distinct from the process control links within the
process design. Under this approach, the coordination of data and control
passing is usually not specifically identified. It is generally assumed that
when control is passed to a task that has incoming data channels, the data
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Figure 3.10: Approaches to data interaction between tasks

elements specified on these channels will be available at the time of task
commencement.
• Global data store – where tasks share the same data elements (typically via
access to globally shared data) and no explicit data passing is required (cf.
the Case Data and Folder Data patterns). This approach to data sharing is
based on tasks having shared a priori knowledge of the naming and location
of common data elements. It also assumes that the implementation is able
to deal with potential concurrency issues that may arise where several task
instances seek to access the same data element.
Context There are no specific context conditions associated with this pattern.
Implementation The majority of offerings examined adopt the third strategy
described above. Staffware, FLOWer, COSA, iPlanet, XPDL and UML 2.0 ADs
all facilitate the passing of data through case-level data repositories accessible by
all tasks. BPEL utilizes a combination of the first and third approaches. Variables can be bound to scopes within a process definition which may encompass a
number of tasks, but there is also the ability for messages to be passed between
tasks when control passes from one task to another. WebSphere MQ adopts the
second mechanism with data elements being passed between tasks in the form
of data containers via distinct data channels. BPMN supports all three implementation alternatives allowing data to be passed using specific Data Objects
(which may or may not be linked to a Sequence Flow depending on whether an
integrated control and data channel is required) or via the Properties attribute
of a task.
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Issues There are several potential issues associated with the use of this pattern.
First, where there is no data passing between tasks and a common data store is
utilized by several tasks for communicating data elements, there is the potential
for concurrency problems to arise, particularly if the case involves parallel execution paths. This may lead to inconsistent results depending on the task execution
sequence that is taken.
A second consideration arises where data and control-flow are passed along the
same channel. In this situation there is the potential for two (potentially differing)
copies of the same data element to flow to the same task15 , necessitating that the
task decide which is the correct version of the data element to use in its processing
activities.
A third consideration where data and control-flow occur via distinct channels,
is that of managing the situation where the control-flow reaches a task before the
required data elements have been passed to it.
Solutions The first issues – concurrency control – is handled in a variety of different ways by the offerings examined in Section 3.6. FLOWer avoids the problem
by only allowing one active user or process that can update data elements in a
case at any time (although other processes and users can access data elements
for reading). BPEL supports serializable scopes which allow compensation handlers to be defined for groups of tasks that access the same data elements. A
compensation handler is a procedure that aims to undo or compensate for the
effects of the failure of a task on other tasks that may rely on it or on data that
it has affected. Staffware provides the option to utilize an external transaction
manager (Tuxedo) within the context of the workflow cases that it facilitates.
In terms of the second issue, no general solutions to this problem have been
identified. Of the offerings observed, only BPEL supports the simultaneous passing of control-flow and data along the same channel and it does not provide a
solution to the issue.
The third issue is addressed in WebSphere MQ (which has distinct data and
control-flow channels) by ensuring that the task instance waits for the required
data elements to arrive before commencing execution.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern.
Pattern WDP-10 (Data Interaction – Block Task to Subprocess Decomposition)
Description The ability to pass data elements from a block task to the corresponding subprocess that defines its implementation. Any data elements that are
available to a block task are able to be passed to (or be accessed) in the associated
subprocess although only a specifically nominated subset of those data elements
are actually passed to the subprocess.
15

For example, access to a given data element may be required in three branches within a
process, requiring the original data element to be replicated and passed to one or more tasks
in each branch. The difficulty arises where the data element is altered in one branch and the
branches subsequently converge at a join operator.
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Example
– Customer claims data is passed to the Calculate Likely Tax Return block task
whose implementation is defined by a series of tasks in the form of a subprocess.
The customer claims data is passed to the subprocess and is visible to each of
the tasks in the subprocess.
Motivation In order for subprocesses to be used in an effective manner within
a process model, a mechanism is required that allows data elements to be passed
to them.
Overview Most PAIS support the notion of composite or block tasks in some
form. These are analogous to the programmatic notion of procedure calls and
indicate a task whose implementation is described in further detail at another level
of abstraction (typically elsewhere in the process design) using the same range
of process constructs. The question that arises when data is passed to a block
element is whether it is immediately accessible by all of the tasks that define its
actual implementation or if some form of explicit data passing must occur between
the block task and the subprocess. Typically one of three approaches is taken to
handling the communication of parameters from a block task to the underlying
implementation. Each of these is illustrated in Figure 3.11. The characteristics
of each approach are as follows:
• Implicit data passing – data passed to the block task is immediately accessible to all sub-tasks which make up the underlying implementation. In
effect the main block task and the corresponding subprocess share the same
address space and no explicit data passing is necessary.
• Explicit data passing via parameters – data elements supplied to the block
task must be specifically passed as parameters to the underlying subprocess
implementation. The second example in Figure 3.11 illustrates how the
specification of parameters can handle the mapping of data elements at
block task level to data elements at subprocess level with distinct names.
This capability provides a degree of independence in the naming of data
elements between the block task and subprocess implementation and is
particularly important in the situation where several block tasks share the
same subprocess implementation.
• Explicit data passing via data channels – data elements supplied to the block
task are specifically passed via data channels to all tasks in the subprocess
that require access to them.
Context There are no specific context conditions associated with this pattern.
Implementation All of the approaches described above have been observed in
the offerings examined. The first approach does not involve any actual data
passing between block activity and implementation, rather the block level data
elements are made accessible to the subprocess. This strategy is utilized by
FLOWer, COSA and BPMN for data passing to subprocesses. In all cases, the
subprocess is presented with the entire range of data elements utilied by the block
task and there is no opportunity to limit the scope of items passed.
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Figure 3.11: Approaches to data interaction from block tasks to corresponding
subprocesses
The third approach relies on the passing of data elements between tasks to
communicate between block task and subprocess. Both Staffware and XPDL
utilize this mechanism for passing data elements to subprocesses.
In contrast, the second approach necessitates the creation of new data elements at subprocess level to accept the incoming data values from the block
activity. WebSphere MQ follows this strategy and sink and source nodes are
used to pass data containers between the parent task and corresponding subprocess. iPlanet does so using parameters based on commonly named process
attributes in the parent task and subprocess. BPMN and UML 2.0 ADs can
also utilize this approach through InputPropertyMaps expressions (and OutputPropertyMaps where the data passing is from subprocess to parent task) and
Parameters respectively.
Issues One consideration that may arise where the explicit parameter passing
approach is adopted is whether the data elements in the block task and the
subprocess are independent of each other (i.e. whether they exist in independent
address spaces). If they do not, then the potential exists for concurrency issues
to arise as tasks executing in parallel update the same data element.
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Solutions This issue can arise with Staffware where subprocess data elements
are passed as fields rather than parameters. The resolution to this issue is to map
the input fields to fields with distinct names not used elsewhere during execution
of the case.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
it is not possible to limit the range of data elements which are accessible to the
subprocess.
Pattern WDP-11 (Data Interaction – Subprocess Decomposition to
Block Task)
Description The ability to pass data elements from the underlying subprocess
back to the corresponding block task. Only nominated data elements defined as
part of the subprocess are made available to the (parent) block task.
Example
– The Determine Optimal Trajectory subprocess passes the coordinates of the
launch and target locations and the flight plan back to the block task.
Motivation At the conclusion of the underlying subprocess, the data elements
which have resulted from its execution need to be made available to the block
task which called it.
Overview The approaches taken to handling this pattern are essentially the
same as those identified for the Data Interaction – Block Task to Subprocess
Decomposition pattern (WDP-10). Where data elements are passed on an explicit
basis, a mapping needs to be specified for each output parameter indicating which
data element at block level will receive the relevant output value.
Context There are no specific context conditions associated with this pattern.
Implementation As for the Data Interaction – Block Task to Subprocess Decomposition pattern.
Issues One difficulty that can arise with the implementation of this pattern occurs
when there is not a strict correspondence between the data elements returned
from the subprocess and the receiving data elements at block task level. E.g. the
subprocess returns more data elements than the block task is expecting, possibly
as a result of additional data elements being created during its execution.
Solutions This problem can be solved in one of two ways. Some offerings such
as Staffware support the ability for block tasks to create data elements at block
task level for those data items at subprocess level which it has not previously
encountered. Other products such as WebSphere MQ require a strict mapping
to be defined between subprocess and block task data elements to prevent this
situation from arising.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
it is not possible to limit the range of data elements which are passed from the
subprocess to the block task.
c 2007 N.C. Russell – Page 130
PhD Thesis – °

Chapter 3. Data Perspective

Pattern WDP-12 (Data Interaction – to Multiple Instance Task)
Description The ability to pass data elements from a preceding task to a subsequent task which is able to support multiple execution instances. This may
involve passing the data elements to all instances of the multiple instance task or
distributing them on a selective basis. The data passing occurs when the multiple
instance task is enabled.
Examples
– The Identify Witnesses task passes the witness list to the Interview Witnesses
task. This data is available to each instance of the Interview Witnesses task
at commencement.
– The New Albums List is passed to the Review Album task and one task instance
is started for each entry on the list. At commencement, each of the Review
Album task instances is allocated a distinct entry from the New Album List to
review.
Motivation Where a task is capable of being invoked multiple times, a means is
required of controlling which data elements are passed to each of the execution
instances. This may involve ensuring that each task instance receives all of the
data elements passed to it (possibly on a shared basis) or distributing the data
elements across each of the execution instances on some predefined basis.
Overview There are three potential approaches to passing data elements to
multiple instance tasks as illustrated in Figure 3.12. As a general rule, it is
possible either to pass a data element to all task instances or to distribute one
item from it (assuming it is a composite data element such as an array or a set)
to each task instance. Indeed the number of task instances that are initiated may
be based on the number of individual items in the composite data element. The
specifics of each of these approaches are discussed below.
• Instance-specific data passed by value – this involves the distribution of a
data element passed by value to task instances on the basis of one item of
the data element per task instance (in the example shown, task instance B1
receives M[1], B2 receives M[2] and so on). As the data element is passed
by value, each task instance receives a copy of the item passed to it in its
own address space. At the conclusion of each of the task instances, the
data element is reassembled from the distributed items and passed to the
subsequent task instance.
• Instance-specific data passed by reference – this scenario is similar to that
described above except that the task instances are passed a reference to a
specific item in the data element rather than the value of the item. This
approach avoids the need to reassemble the data element at the conclusion
of the task instances.
• Shared data passed by reference – in this situation all task instances are
passed a reference to the same data element. Whilst this allows all task
instances to access the same data element, it does not address the issue of
concurrency control should one of the task instances amend the value of
the data element (or indeed if it is altered by some other component of the
process).
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Figure 3.12: Data interaction approaches for multiple instance tasks
Context There are no specific context conditions associated with this pattern.
Implementation FLOWer provides facilities for instance-specific data to be
passed by reference whereby an array can be passed to a designated multiple
instance task and specific sub-components of it can be mapped to individual task
instances. It also allows for shared data elements to be passed by reference to
all task instances. UML 2.0 ADs allow data to be partitioned (and aggregated)
across multiple task instances using the ExpansionRegion construct.
Issues Where a task is able to execute multiple times but not all instances are
created at the same time, an issue that arises is whether the values of data
elements are set for all execution instances at the time at which the multiple
instance task is first initiated or whether they can be set after this occurs for the
invocation of a specific task instance.
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Solutions In FLOWer, the Dynamic Plan construct allows the data for individual
task instances to be specified at any time prior to the actual invocation of the task
instance. The passing of data elements to specific task instances is handled via
Mapping Array data structures. These can be extended at any time during the
execution of a Dynamic Plan, allowing for new task instances to be created ‘on
the fly’ and the data corresponding to them to be specified at the latest possible
time. This issue does not arise in offerings such as UML 2.0 ADs as all instances
must be created at the commencement of the task.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern.
Pattern WDP-13 (Data Interaction – from Multiple Instance Task)
Description The ability to pass data elements from a task which supports multiple execution instances to a subsequent task. The data passing occurs at the
conclusion of the multiple instance task. It involves aggregating data elements
from all instances of the task and passing them to a subsequent task.
Example
– At the conclusion of the various instances of the Record Lap Time task, the
list of lap times is passed to the Prepare Grid task.
Motivation Each execution instance of a multiple instance task effectively operates independently from other instances and as such, has a requirement to pass
on data elements at its conclusion to subsequent tasks.
Overview In general, data is passed from a multiple instance task to subsequent
tasks when a certain number of the task instances have concluded. The various
scenarios in which this may occur are illustrated in Figure 3.12. These usually
coincide with the passing of control from the multiple instance task although data
and control-flow do not necessarily need to be fully integrated. In the case where
data elements are passed by reference, the location rather than the values are
passed on at task completion (obviously this implies that the data values may be
accessed by other components of the process prior to completion of the multiple
instance task as they reside in shared storage).
Context There are no specific context conditions associated with this pattern.
Implementation FLOWer provides facilities for instance-specific data to be aggregated from a series of task instances and passed to a subsequent task. UML
2.0 ADs support this pattern via the ExpansionRegion construct.
Issues One issue that arises with multiple instance tasks is identifying the point
at which the output data elements from them are available (in some aggregate
form) to subsequent tasks.
Solutions In the case of FLOWer, this issue is dependent on where the data
elements are accessed from. The FLOWer engine allows parallel task instances
to access output data elements from other instances even if these instances have
not yet completed (i.e. the values obtained, if any, may not be final). However
subsequent task instances (i.e. those after the multiple instance task), can rely on
the complete composite data element being available. UML 2.0 ADs only allow
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data to be aggregated when all task instances are complete and this data element
is only available once aggregation has occurred.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern.
Pattern WDP-14 (Data Interaction – Case to Case)
Description The passing of data elements from one case of a process during its
execution to another case that is executing concurrently.
Example
– During execution of a case of the Re-balance Portfolio workflow the best price
identified for each security is passed to other cases currently executing.
Motivation Where the results obtained during the course of one process instance
are likely to be of use to other cases, a means of communicating them to both
currently executing and subsequent cases is required.
Overview Direct support for this pattern requires the availability of a function
within the PAIS that enables a given case to initiate the communication (and
possibly updating) of data elements with a distinct process instance. Alternatively, it is possible to achieve the same outcome indirectly by writing them back
to a shared store of persistent data known to both the initiating and receiving
cases. This may be either an internally maintained facility at process level or an
external data repository16 . Both of these scenarios are illustrated in Figure 3.13.
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Figure 3.13: Data interaction between cases
Each of these approaches requires the communicating cases to have a priori knowledge of the location of the data element that is to be used for data
passing. They also require the availability of a solution to address the potential
concurrency issues that may arise where multiple cases wish to communicate.
16

Although this does not constitute ‘true’ case to case data passing, it indirectly achieves the
same outcome.
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Context There are no specific context conditions associated with this pattern.
Implementation COSA is the only offering examined that supports a direct
method for communicating data elements between cases. It achieves this using
shared “folder” data elements (cf. the Folder Data pattern (WDP-6)). In the
case of the other offerings, it is possible to achieve the same result indirectly for
each of them using the methods described above.
Issues The main consideration associated with this pattern is in establishing an
effective means of linking related cases and their associated data together in a
meaningful way.
Solutions None of the offerings examined address this need, however there are
PAIS that provide solutions to the issue. In Vectus17 it is possible to relate
cases. There are four types of relationships “parent”, “child”, “sibling”, and
“master”. These relationships can be used to navigate through cases at runtime.
For example, one case can schedule tasks in another flow, terminate a task in
another flow, create new cases, etc. It is also possible to share data using a dot
notation similar to that used in the Object Constraint Language [OMG05]. The
“master” relation can be used to create a proxy shared by related cases to show
all tasks related to these cases. A similar construct is also present in the BizAgi18
product.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It rates as partial support if it is necessary
to store the data element in an intermediate location to pass it between cases.

3.3.2

External data interaction patterns

External data interaction involves the communication of data between a component of a process and some form of information resource or service that operates
outside of the context of the process environment. The notion of being external to
the context of the process environment applies not only in technology terms but
also implies that the operation of the external service or resource is independent
of that of the process. The various types of interactions between elements of a
process and the broader operational environment are considered in this section.
Pattern WDP-15 (Data Interaction – Task to Environment – PushOriented)
Description The ability of a task to initiate the passing of data elements to a
resource or service in the operating environment.
Example
– The Calculate Mileage task passes the mileage data to the Corporate Logbook
database for permanent recording.
Motivation The passing of data from a task to an external resource is most likely
to be initiated by the task itself during its execution. Depending on the specific
17
18

http://www.london-bridge.com
http://www.visionsoftware.biz
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requirements of the data passing interaction, it may connect to an existing API
or service interface in the operating environment or it may actually invoke the
application or service to which it is forwarding the data.
Overview Figure 3.14 illustrates the various data passing scenarios between tasks
and the operating environment. There are a wide range of ways in which this
pattern can be achieved, however these tend to divide into two categories:
• Explicit integration mechanisms – where the process environment provides
specific constructs for passing data to the external environment.
• Implicit integration mechanisms – where the data passing occurs implicitly
within the programmatic implementations that make up tasks in the process
and is not directly supported by the process environment.
In both cases, the data passing activity is initiated by the task and occurs
synchronously with task execution. Although, it is typically task-level data elements that are trafficked, any data items that are accessible to the task (i.e.
parameters, scope, block, case, folder and global data) may be transferred.
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Figure 3.14: Data interaction between tasks and the operating environment
Context There are no specific context conditions associated with this pattern.
Implementation Staffware provides the Automatic Step construct for passing
data elements from task instances to external programs. FLOWer enables data
to be passed to external applications using the Operation Action construct and
to external databases using Mapping Objects. COSA provides a broad number
of Tool Agents which facilitate the passing of data to external applications and
databases. Similarly iPlanet provides a range of XML and HTTP-based mechanisms that can be incorporated in task implementations for passing data to
external applications. WebSphere MQ is more limited in its support and delegates the passing of data elements to user-defined program implementations.
BPMN supports the pattern via a Message Flow from a Task to the boundary
of a Pool representing the environment. XPDL and BPEL are limited to passing
data elements to web services.
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Issues One difficulty that can arise when sending data to an external application
is knowing whether it was successfully delivered. This is particularly a problem
when the external application does not provide immediate feedback on delivery
status.
Solutions The most general solution to this problem is for a subsequent task in
the case to request an update on the status of the delivery using a construct which
conforms to the Data Interaction – Environment to Task – Pull-Oriented pattern
(WDP-16) and requires an answer to be provided by the external application.
Alternatively, the external application can lodge a notification of the delivery
using some form of Event-based Task Trigger (i.e. pattern WDP-38) or by passing
data back to the process (e.g. using the Data Interaction – Environment to Task
– Push-Oriented pattern (WDP-17)). This is analogous to the messaging notion
of asynchronous callback.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
programmatic extensions are required to facilitate the data passing.
Pattern WDP-16 (Data Interaction – Environment to Task – PullOriented)
Description The ability of a task to request data elements from resources or
services in the operational environment.
Example
– The Determine Cost task must request cattle price data from the Cattle Market
System before it can proceed.
Motivation Tasks require the means to proactively seek the latest information
from known data sources in the operating environment during their execution.
This may involve accessing the data from a known repository or invoking an
external service in order to gain access to the required data elements.
Overview Similar to the Data Interaction — Task to Environment — PushOriented pattern (WDP-15), distinct PAIS support this pattern in a variety of
ways however these approaches divide into two categories:
• Explicit integration mechanisms – where the PAIS provides specific constructs for accessing data in the external environment.
• Implicit integration mechanisms – where access to external data occurs
at the level of the programmatic implementations that make up tasks in
the offering and is not directly supported by the PAIS. Interaction with
external data sources typically utilizes interprocess communication (IPC)
facilities provided by the operating system facilities such as message queues
or remote procedure calls, or enterprise application integration (EAI) mechanisms such as DCOM19 , CORBA20 or JMS21 .
19

Distributed Component Object Model. See http://www.microsoft.com for details.
Common Object Request Broker Architecture. See http://www.omg.org for details.
21
Java Messaging Service. See http://java.sun.com for details.
20
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Context There are no specific context conditions associated with this pattern.
Implementation Staffware provides two distinct constructs that support this
objective. Automatic Steps allow external systems to be called (e.g. databases
or enterprise applications) and specific data items to be requested. Scripts allow
external programs to be called either directly at system level or via system interfaces such as DDE22 to access required data elements. FLOWer utilizes Mapping
Objects to extract data elements from external databases. COSA has a number
of Tool Agent facilities for requesting data from external applications. Similarly,
iPlanet provides a range of XML and HTTP-based integration functions that can
be included in task implementations for requesting external data. BPMN supports the pattern via a pair of Message Flows, one from a Task to the boundary
of a Pool representing the environment and the other in the reverse direction thus
depicting a synchronous data request. XPDL and BPEL provide facilities for the
synchronous request of data from other web services. In contrast, WebSphere MQ
does not provide any facilities for external integration and requires the underlying
programs that implement workflow tasks to provide these capabilities where they
are required.
Issues One difficulty with this style of interaction is that it can block progress
of the requesting case if the external application has a long delivery time for the
required information or is temporarily unavailable.
Solutions The only potential solution to this problem is for the requesting case
not to wait for the requested data (or continue execution after a nominated timeout) and to implement some form of asynchronous notification of the required
information (possibly along the lines of pattern WDP-17). The disadvantage of
this approach is that it complicates the overall interaction by requiring the external application to return the required information via an alternate path and
necessitating the process environment to provide notification facilities.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
programmatic extensions are required to facilitate the data passing.
Pattern WDP-17 (Data Interaction – Environment to Task – PushOriented)
Description The ability for a task to receive and utilize data elements passed to
it from services and resources in the operating environment on an unscheduled
basis.
Example
– During execution, the Review Performance task may receive new engine telemetry data from the Wireless Car Sensors.
Motivation An ongoing difficulty for tasks is establishing mechanisms that enable them to be provided with new items of data as they become available from
sources outside of the process environment. This is particularly important in
areas of volatile information where updates to existing data elements may occur
22

Dynamic Data Exchange. See http://www.microsoft.com for details.
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frequently but not on a scheduled basis, e.g. price updates for equities on the
stock market. This pattern relates to the ability of tasks to receive new items of
data as they become available without needing to proactively request them from
external sources or suspend execution until updates arrive.
Overview As for patterns WDP-15 and WDP-16, approaches to this pattern
can be divided into explicit and implicit mechanisms. The main difficulty that
arises in its implementation is in providing external processes with the addressing
information that enables the routing of data elements to a specific task instance.
Potential solutions to this include the provision of externally accessible execution
monitors by offerings which indicate the identity of currently executing tasks
or task instances recording their identity with a shared registry service in the
operating environment.
An additional consideration is the ability of tasks to be able to asynchronously
wait for and respond to data passing activities without impacting the actual
progress of the task. This necessitates the availability of asynchronous communication facilities at task level – either provided as some form of (explicit) task
construct by the PAIS or able to be (implicitly) included in the programmatic
implementations of tasks.
Context There are no specific context conditions associated with this pattern.
Implementation A number of the offerings examined support this pattern in
some form. COSA provides the ability to pass data elements to tasks via the
trigger construct as well as via various APIs. BPEL provides a similar capability
with the receive construct and event handlers. iPlanet provides facilities for developing “adaptor” and “proxy” tasks through which external data can be delivered
to a process instance. FLOWer allows the value of data elements associated with
task forms to be updated via the chp frm setfield API call. BPMN supports the
pattern using a Message Flow from the Pool representing the environment to the
relevant Task. In Staffware, this pattern can be indirectly achieved by using the
Event Step construct which allows external processes to update field data during
the execution of a case. However, a ‘dummy’ task is required to service the query
request.
Issues The major difficulty associated with this pattern is in providing a means
for external applications to identify the specific task instance in which they wish
to update a data element.
Solutions In general the solution to this problem requires the external application to have knowledge of both the case and the specific task in which the data
element resides. Details of currently executing cases can only be determined with
reference to the process environment and most offerings provide a facility or API
call to support this requirement. The external application will most likely require
a priori knowledge of the identity of the task in which the data element resides.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
programmatic extensions are required to facilitate the data passing.
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Pattern WDP-18 (Data Interaction – Task to Environment – PullOriented)
Description The ability of a task to receive and respond to requests for data
elements from services and resources in the operational environment.
Example
– During execution, the Assess Quality task may receive requests for current
data from the Quality Audit web service handler. It must provide this service
with details of all current data elements.
Motivation In some cases, the requests for access to task instance data are
initiated by external processes. These requests need to be handled as soon as they
are received but should be processed in a manner that minimizes any potential
impact on the task instance from which they are sourcing data.
Overview The ability to access data from a task instance can be handled in one
of three ways:
1. The offering can provide a means of accessing task instance data from the
external environment.
2. During their execution, tasks instances publish data values to a well-known
location e.g. a database that can be accessed externally.
3. Task instances incorporate facilities to service requests for their data from
external processes.
Context There are no specific context conditions associated with this pattern.
Implementation In practice, this facility is not widely supported as an explicit
construct by the offerings examined. BPEL provides direct support for the pattern (via the receive construct and event handlers). Staffware provides the EIS
Report construct and EIS Case Data Extraction facilities to enable the values of
data elements to be requested from cases. COSA provides APIs for getting the
values of various types of workflow data elements from the external environment
(both at command line level and also programmatically). iPlanet provides facilities for developing “adaptor” and “proxy” tasks through which external data
can be requested from within a process instance. BPMN supports this type of
interaction using Message Flows. FLOWer provides an indirect solution via the
chp frm getfield API call although this method has limited generality.
Issues Similar difficulties exist with the utilization of this pattern to those identified above for pattern WDP-17.
Solutions As detailed above for pattern WDP-17.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
programmatic extensions are required to facilitate the data passing.
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Pattern WDP-19 (Data Interaction – Case to Environment – PushOriented)
Description The ability of a case to initiate the passing of data elements to a
resource or service in the operational environment.
Example
– At its conclusion, each case of the Perform Reconciliation workflow passes its
results to the Corporate Audit database for permanent storage.
Motivation An alternative (or possible extension) to task-level data passing is
to provide facilities for passing data at the level of the case.
Overview The various options for this approach to data passing are illustrated in
Figure 3.15. This pattern is analogous to pattern WDP-15 except that it operates
in the context of a process instance.
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Figure 3.15: Data interaction between cases and the operating environment
Context There are no specific context conditions associated with this pattern.
Implementation This pattern has not been widely observed in the PAIS evaluated in Section 3.6. Its implementation requires explicit support by an offering
for case-initiated data passing which is independent of the task instances that
comprise the case. Maximal flexibility for this pattern is gained through the use
of a rule-based approach to the triggering of the data passing action. Potential
invocation criteria include state-based conditions (e.g. case initiation, case completion), data-based conditions (e.g. pass the data element when a nominated
data condition is satisfied) and temporal conditions (e.g. emit the value of a data
element periodically during case execution). FLOWer provides a mechanism for
synchronising case data elements with an external database through the use of
mapping constructs which are triggered for each activity in a plan. This provides a mechanism for providing external visibility of data elements during the
execution of a case.
Issues The main issue associated with this pattern is determining an appropriate
time to undertake the “push” action of the data element from the case to the
environment.
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Solutions There are many points during case execution at which the external
communication of a data element does not seem to be sensible. In the case of
FLOWer, this action occurs at the conclusion of a specific task (or tasks) within
the case. It would also seem to be appropriate at the conclusion of a case.
Evaluation Criteria An offering achieves full support if it satisfies the context
criterion for the pattern.
Pattern WDP-20 (Data Interaction – Environment to Case – PullOriented)
Description The ability of a case to request data from services or resources in
the operational environment.
Example
– At any time cases of the Process Suspect process may request additional data
from the Police Records System.
Motivation In the event that a case requires access to the most current values of
external data elements during execution, it may not be sufficient for these values
to be specified at the initiation of the case. Instead, facilities may be required
for them to be accessed during the course of execution at the point in the case
where they are most likely to be needed.
Overview As for pattern WDP-19.
Context There are no specific context conditions associated with this pattern.
Implementation Similar to pattern WDP-19, this pattern has not been widely
observed in the PAIS evaluated in Section 3.6. Once again, its implementation
requires explicit support by an offering for the extraction of data elements from
external applications. FLOWer provides this capability via mapping functions
linked to each activity in a plan which extract required data elements from an
external database.
Issues The main issue associated with this pattern is determining an appropriate
time to undertake the “pull” action of the data element from the environment to
the case.
Solutions As for the previous pattern, there are many points during case execution at which the update of a data element from a source in the operating
environment does not seem to be sensible. In the case of FLOWer, this action
occurs at the beginning of a specific task (or tasks) within the case. It would also
seem to be appropriate to pass required data elements from the environment at
the beginning of a case.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern.
Pattern WDP-21 (Data Interaction – Environment to Case – PushOriented)
Description The ability of a case to accept data elements passed to it from
services or resources in the operating environment.
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Example
– During execution, each case of the Evaluate Fitness workflow may receive additional fitness measurements data from the Biometry system.
Motivation During the course of the execution of a case, new case-level data
elements may become available or the values of existing items may change. A
means of communicating these data updates to a nominated case is required.
Overview There are two distinct mechanisms by which this pattern can be
achieved:
• Values for data elements can be specified at the initiation of a specific case.
• An offering can provide facilities for enabling update of data elements during
the execution of a case.
Context There are no specific context conditions associated with this pattern.
Implementation Staffware supports the former approach allowing startup values to be specified for cases. WebSphere MQ also allows values to be specified
for data elements at case commencement. FLOWer provides direct support for
update of data elements during case execution through the chp dat setval API
call. Similarly iPlanet provides a variety of XML and HTTP-based API facilities
that allow the value of process data elements to be updated.
Issues None observed.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
there are limitations on the times at which data can be passed to cases (e.g. only
at start-up).
Pattern WDP-22 (Data Interaction – Case to Environment – PullOriented)
Description The ability of a case to respond to requests for data elements from
a service or resource in the operating environment.
Example
– Each case of the Handle Visa process must respond to data requests from the
Immigration Department.
Motivation The rationale for this pattern is similar to that for pattern WDP-21
in terms of supporting data passing from a case to a resource or service external
to a process, however in this case the data passing is initiated by a request from
the external environment.
Overview N/A.
Context There are no specific context conditions associated with this pattern.
Implementation For offerings supporting case level data, the most common approach to supporting this pattern is to provide the ability for external processes
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to interactively query case-level data elements. This pattern is not widely implemented amongst the PAIS examined in Section 3.6. FLOWer provides direct
support via the chp dat getval API call. iPlanet provides a variety of XML and
HTTP-based API facilities that allow the value of process data elements to be
requested.
Issues None observed.
Solutions N/A
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern.
Pattern WDP-23 (Data Interaction – Process to Environment – PushOriented)
Description The ability of a process environment to pass data elements to resources or services in the operational environment.
Example
– At any time the Process Tax Return process may save its working data to an
external data warehouse facility.
Motivation Where a process specification has global data elements, it is desirable if facilities are available for communicating this information to external
applications. This is particularly useful as a means of enabling external applications to be kept informed of aggregate process relevant data (e.g. percentage
of successful cases, resource usage etc.) without needing to continually poll the
process.
Overview The various approaches to passing global data to and from the external
environment are illustrated in Figure 3.16.
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Figure 3.16: Data interaction between a process environment and the operating
environment
Context There are no specific context conditions associated with this pattern.
Implementation Whilst this pattern serves as a useful mechanism for proactively communicating data elements and runtime information to an external application, it is not widely implemented. WebSphere MQ provides a limited ability
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to communicate the creation of and changes to run-time data elements (e.g. task
data in work items) to an external application via its push data access model.
Issues None observed.
Solutions N/A
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
programmatic extensions are required to facilitate the data passing.
Pattern WDP-24 (Data Interaction – Environment to Process – PullOriented)
Description The ability of a process environment to request global data elements
from external applications.
Example
– The Monitor Portfolios process is able to request new market position download
from the Stock Exchange at any time.
Motivation This pattern is motivated by the need for the process environment
(or elements within it) to request data from external applications for subsequent
use by some or all components of the process in all current and future cases.
Overview N/A
Context There are no specific context conditions associated with this pattern.
Implementation None of the PAIS examined provide direct support for this
pattern however it is included in this patterns taxonomy as it constitutes a useful
generalization of the preceding pattern which operates in the reverse direction
(i.e. the process requests data elements from the environment instead of emitting
them to it).
Issues None observed.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern.
Pattern WDP-25 (Data Interaction – Environment to Process – PushOriented)
Description The ability of services or resources in the operating environment to
pass global data to a process.
Example
– All mining permits data currently available is passed to the Develop Mining
Leases process.
Motivation The rationale for this pattern is to provide applications independent of the process environment with the ability to create or update global data
elements in a process.
Overview There are three ways in which this objective might be achieved, all of
which require support from the process environment:
c 2007 N.C. Russell – Page 145
PhD Thesis – °

Chapter 3. Data Perspective

1. Data elements are passed into the process environment (typically as part of
the command line) at the time the process environment is started. (This
assumes that the external application starts the process environment or the
first instance of the process.)
2. The external application initiates an import of global data elements by the
process environment or the first instance of the process.
3. The external application utilizes an API call to set data elements in the
process environment.
Context There are no specific context conditions associated with this pattern.
Implementation Staffware provides support for the first of the options described
above to set workflow configuration data. It also supports the second of these
options in a limited sense through the swutil option which allows workflow tables
and lists to be populated from external data files in predefined formats. WebSphere MQ provides support for the third alternative and allows persistent lists
and other runtime global data elements to be updated via API calls.
Issues None observed.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern.
Pattern WDP-26 (Data Interaction – Process to Environment – PullOriented)
Description The ability of the process environment to handle requests for global
data from external applications.
Example
– At any time, the Monitor Portfolios process may be required to respond to
requests to provide data on any portfolios being reviewed to the Securities
Commissioner.
Motivation Similar to the previous pattern, however in this instance, the request
for global data is initiated by the external application.
Overview Generally, there are two distinct approaches to achieving this requirement:
1. External applications can call utility programs provided by the process environment to export global data to a file which can be subsequently read
by the application.
2. External applications can utilize API facilities provided by the process environment to access the required data programmatically.
Context There are no specific context conditions associated with this pattern.
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Implementation Staffware adopts the first of the implementation approaches
described above to provide external applications with access to table and list
data that is stored persistently by the workflow engine. WebSphere MQ utilizes
the latter strategy allowing external applications to bind in API calls providing
access to global data items such as persistent lists and lists of work items. COSA
provides support for both approaches.
Issues None observed.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern.

3.4

Data transfer patterns

This section considers the manner in which the actual transfer of data elements
occurs between one process component and another. These patterns serve as
an extension to those presented in Section 3.3 and aim to capture the various
mechanisms by which data elements can be passed across the interface of a process
component.
The specific style of data passing that is used in a given scenario depends on a
number of factors including whether the two components share a common address
space for data elements, whether it is intended that a distinct copy of an element
is passed as against a reference to it and whether the component receiving the
data element can expect to have exclusive access to it. These variations give rise
to a number of distinct patterns as described below.
Pattern WDP-27 (Data Transfer by Value – Incoming)
Description The ability of a process component to receive incoming data elements by value avoiding the need to have shared names or common address space
with the component(s) from which it receives them.
Example
– At commencement, the Identify Successful Applicant task receives values for
the required role and salary data elements.
Motivation Under this scenario, data elements are passed as values between
communicating process components. There is no necessity for each process component to utilize a common naming strategy for the data elements or for components to share access to a common data store in which the data elements reside.
This enables individual components to be written in isolation without specific
knowledge of the manner in which data elements will be passed to them or the
context in which they will be utilized.
Overview Figure 3.17 illustrates the passing of the value of data element R in
task instance A to task instance B where it is assigned to data element S. In this
example, a transient variable G (depending on the specific implementation, this
could be a data container or a case or global variable) is used to mediate the
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transfer of the data value from task instance A to task instance B which do not
share a common address space.
process data repository
def var M

process

3.14159

case

case data repository
def var N

AB01

var G

var H
transient variable

transient variable

parameter
output

A

return R −> G

use(R)

task

parameter
input

B

def var S:= G

use(S)

task

task

parameter
output

parameter
input

return S −> H

def var T:= H

C
use(T)

task

Figure 3.17: Data transfer by value
Context There are no specific context conditions associated with this pattern.
Implementation This approach to data passing is commonly used for communicating data elements between tasks that do not share a common data store or
wish to share task-level (or block-level) data items. The transfer of data between
process components is typically based on the specification of mappings between
them identifying source and target data locations. In this situation, there is
no necessity for common naming or structure of data elements as it is only the
data values that are actually transported between interacting components. WebSphere MQ utilizes this approach to data passing in conjunction with distinct
data channels. Data elements from the originating workflow task instance are
coalesced into a data container. A mapping is defined from this data container
to a distinct data container which is transported via the connecting data channel between the communicating tasks. A second mapping is then defined from
the (transported) data container on the data channel to a data container in the
receiving task. BPMN supports this style of data passing using the InputSets
attribute for an activity (and OutputSets where the transfer is in the reverse
direction). BPEL provides the option to pass data elements between activities
using messages – an approach which relies on the transfer of data between process
components by value. Similarly COSA provides analogous support using triggers
although this does not allow for data types to be maintained during transfer.
XPDL provides more limited support for data transfer by value between a block
task and subprocess. As all data elements are case level, there is no explicit data
passing between tasks. iPlanet supports a similar scheme.
Issues None observed.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It rates as partial support if there are
any limitations on the range of data elements or data values that can be passed
or if the data passing action is not explicit.
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Pattern WDP-28 (Data Transfer by Value – Outgoing)
Description The ability of a process component to pass data elements to subsequent components as values avoiding the need to have shared names or common
address space with the component(s) to which it is passing them.
Example
– Upon completion, the Identify Successful Applicant task passes the value of
successful applicant name to the next task.
Motivation Similar to the Data Transfer by Value – Incoming pattern (WDP27) although in this scenario, the emphasis is on minimising the coupling between
a component and the subsequent components that may receive its output data.
Overview As for the Data Transfer by Value – Incoming pattern (WDP-27).
Context There are no specific context conditions associated with this pattern.
Implementation As for Data Transfer by Value – Incoming pattern (WDP-27).
Issues None observed.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It rates as partial support if there are
any limitations on the range of data elements or data values that can be passed
or if the data passing action is not explicit.
Pattern WDP-29 (Data Transfer – Copy In/Copy Out)
Description The ability of a process component to copy the values of a set
of data elements from an external source (either within or outside the process
environment) into its address space at the commencement of execution and to
copy their final values back at completion.
Example
– When the Review Witness Statements task commences, copy in the witness
statement records and copy back any changes to this data at task completion.
Motivation This facility provides components with the ability to make a local
copy of data elements that can be referenced elsewhere in the process instance.
This copy can then be utilized during execution and any changes that are made
can be copied back at completion. It enables components to function independently of data changes and concurrency constraints that may occur in the broader
process environment.
Overview The manner in which this style of data passing operates is shown in
Figure 3.18.
Context There are no specific context conditions associated with this pattern.
Implementation Whilst not a widely supported data passing strategy, some
offerings do offer limited support for it. In some cases, its use necessitates the
adoption of the same naming strategy and structure for data elements within
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Figure 3.18: Data transfer – copy in/copy out

the component as used in the environment from which their values are copied.
FLOWer utilizes this strategy for accessing data from external databases via the
InOut construct. XPDL adopts a similar strategy for data passing to and from
subflows. BPMN supports this approach to data passing using Input- and OutputPropertyMaps however this can only be utilized for data transfer to and from
an Independent Sub-Process. iPlanet also supports this style of data passing using
parameters but it too is restricted to data transferred to and from subprocesses.
Issues Difficulties can arise with this data transfer strategy where data elements
are passed to a subprocess that executes independently (asynchronously) of the
calling process. In this situation, the calling process continues to execute once the
subprocess call has been made and this can lead to problems when the subprocess
completes and the data elements are copied back to the calling process as the point
at which this copy back will occur is indeterminate.
Solutions There are two potential solutions to this problem:
• Do not allow asynchronous subprocess calls.
• In the event of asynchronous subprocess calls occuring, do not copy back
data elements at task completion – this is the approach utilized by XPDL.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It rates as partial support if there is any
limitation on the data source that can be accessed in a copy in/copy out scenario
or if this approach to data transfer can only be used in specific situations.
Pattern WDP-30 (Data Transfer by Reference – Unlocked)
Description The ability to communicate data elements between process components by utilizing a reference to the location of the data element in some mutually
accessible location. No concurrency restrictions apply to the shared data element.
Example
– The Finalize Interviewees task passes the location of the interviewee shortlist
to all subsequent tasks in the Hire process.
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Motivation This pattern is commonly utilized as a means of communicating
data elements between process components which share a common data store. It
involves the use of a named data location (which is generally agreed at design
time) that is accessible to both the origin and target components and, in effect,
is an implicit means of passing data as no actual transport of information occurs
between the two components.
Overview Figure 3.19 illustrates the passing of two data elements M and N (global
and case level respectively) by reference from task instance A to B. Note that task
instance B accepts these elements as parameters to internal data elements R and
S respectively.
process data repository
def var M

process

3.14159

case

case data repository
def var N

AB01

task

A

pass(&M,&N)

parameter
input
def var R:= &M
def var S:= &N

B
use(R,S)

task

Figure 3.19: Data transfer by reference – unlocked
Context There are no specific context conditions associated with this pattern.
Implementation Reference-based data passing requires the ability for communicating process components to have access to a common data store and to utilize
the same reference notation for elements that they intend to use co-jointly. There
may or may not be communication of the location of shared data elements via
the control channel or data channel (where supported) at the time that controlflow passes from one component to the next. This mechanism for data passing
is employed within the Staffware, FLOWer, COSA and iPlanet workflow engines
and also within XPDL and BPEL.
Issues The major issue associated with this form of data utilization is that it can
lead to problems where two (or more) concurrent task instances access the same
data element simultaneously. In the event that two or more of the task instances
update the shared data element in a short interval, there is the potential for
the “lost update problem” to arise where one of the task instances unwittingly
overwrites the update made by another.
Solutions The solution to this issue to to provide a means of limiting concurrent
access to shared data elements where updates to its value are required. There
are a variety of possible solutions to this, but the use of read and write locks is
the most widely utilized scheme. The Data Transfer by Reference – With Lock
pattern (WDP-31) embodies this solution.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern.
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Pattern WDP-31 (Data Transfer by Reference – With Lock)
Description The ability to communicate data elements between process components by passing a reference to the location of the data element in some mutually
accessible location. Concurrency restrictions are implied with the receiving component receiving the privilege of read-only or dedicated access to the data element.
The required lock is declaratively specified as part of the data passing request.
Example
– At conclusion, the Allocate Client Number task passes the locations of the new
client number and new client details data elements to the Prepare Insurance
Document task, which receives dedicated access to these data items.
Motivation As for the previous pattern, this pattern communicates data elements between process components via a common data store based on common
knowledge of the name of the data location. It provides the additional ability to
lock the data element ensuring that only one task can access and/or update it at
any given time, thus preventing any potential update conflicts between concurrent
tasks which may otherwise attempt to update it simultaneously or continue to
use an old value of the data element without knowledge that it has been updated.
Overview This approach is an extension of the Data Transfer by Reference –
Unlocked pattern (WDP-30) identified above in which there is also the expectation that the originating process component has acquired either read-only or
exclusive (write) access to the specific data elements being passed (i.e. a read or
write lock). The process component that receives these data elements can choose
to relinquish this access level (thus making them available to other process components) or it may choose to retain it and pass it on to later components. There
is also the potential for the access level to be promoted (i.e. from a read to a
write lock) or demoted (i.e. from a write to a read lock).
Context There are no specific context conditions associated with this pattern.
Implementation This pattern is not widely implemented in the offerings examined. iPlanet is the only workflow engine to directly support it. BPEL provides an
approach to concurrency control through the use of serializable scopes which allow
fault and compensation handlers to be defined for groups of process activities and
allow access to a given data element to be restricted to a single task instance at
any given time. BPMN and UML 2.0 ADs both utilize a “token-based” approach
to data passing in which data objects are consumed at task commencement and
emitted at completion hence they both support this pattern. FLOWer provides
limited support for a style of write lock which allows the primary case to modify
data whilst still enabling it to be accessible for reading by other processes.
Issues None observed.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It is rated as partial support if the locking
requirement cannot be declaratively specified as part of the data passing request.
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Pattern WDP-32 (Data Transformation – Input)
Description The ability to apply a transformation function to a data element
prior to it being passed to a process component. The transformation function
has access to the same data elements as the receiving process component.
Example
– Prior to passing the transform voltage data element to the P roject demand()
function, convert it to standard ISO measures.
Motivation The ability to specify transformation functions provides a means of
handling potential mismatches between data elements and formal parameters to
process components in a declarative manner. These functions could be internal
to the process or could be externally facilitated.
Overview In the example shown in Figure 3.20, the prepare() function intermediates the passing of the data element G between task instances A and B. At
the point at which control is passed to B, the results of performing the prepare()
transformation function on data element G are made available to the input parameter S.
process
case
var G
transient variable

A
use(R)

taskparameter
output

parameter
input

return
transform(R)−> G

def var S:=
prepare(G)

B
use(S)

task

Figure 3.20: Data transformation – input and output
Context There are no specific context conditions associated with this pattern.
Implementation Staffware provides the ability for a task to call a function
capable of manipulating the data elements passed to the task prior to its commencement through the use of the form initial facility. The function called may
be based on the Staffware script language or external 3GL capabilities and hence
can support relatively complex transformation functionality. UML 2.0 ADs support data transformation via the ObjectFlow transformation behaviour. FLOWer
provides limited facilities for the transformation of input data elements through
the use of mappings and derived elements. Similarly BPMN provide support
for the pattern using PropertyMaps but only where the data passing is to an
Independent Sub-Process.
Issues None observed.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It rates as partial support if there are
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any limitations on the type of data elements that can be passed to transformation
functions or the range of process components that can receive values from input
transformation functions.
Pattern WDP-33 (Data Transformation – Output)
Description The ability to apply a transformation function to a data element
immediately prior to it being passed out of a process component. The transformation function has access to the same data elements as the process component
that initiates it.
Example
– Summarize the spatial telemetry data returned by the Satellite Download task
before passing it to subsequent activities.
Motivation As for the Data Transformation – Input pattern (WDP-32).
Overview This pattern operates in a similar manner to the Data Transformation
– Input pattern (WDP-32) however in this case the transformation occurs at the
conclusion of the task, e.g. in Figure 3.20, the transform() function is executed
at the conclusion of task A immediately before the output data element is passed
to data element G.
Context There are no specific context conditions associated with this pattern.
Implementation As described for the Data Transformation – Input pattern
(WDP-32) except that the facilities identified are used for transforming the data
elements passed from a task instance rather than for those passed to it.
Issues None observed.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It rates as partial support if there are
any limitations on the type of data elements that can be passed to transformation
functions or the range of process components that can receive values from output
transformation functions.

3.5

Data-based routing patterns

Where as previous sections have examined characteristics of data elements in
isolation from other process perspectives (i.e. control-flow, resource, etc.), the
following patterns capture the various ways in which data elements can interact
with other perspectives and influence the overall operation of a process instance.
Pattern WDP-34 (Task Precondition – Data Existence)
Description Data-based preconditions can be specified for tasks based on the
presence of data elements at the time of execution. The preconditions can utilize
any data elements available to the task with which they are associated. A task
can only proceed if the associated precondition evaluates positively.
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Example
– Only execute the Run Backup task when tape loaded flag exists.
Motivation The ability to deal with missing data elements at the time of task
invocation is desirable. This allows corrective action to be taken during process
execution rather than necessitating the raising of an error condition and halting
any further action.
Overview The operation of this pattern is illustrated in Figure 3.21. Typically
data existence preconditions are specified on task input parameters23 in the process model as illustrated in Figure 3.21. In this context, data existence refers to
the ability to determine whether a required parameter has been defined and provided to the task at the time of task invocation and whether it has been assigned
a value. One of five actions is possible where missing parameters are identified:
• Defer task commencement until they are available.
• Specify default values for parameters to take when they are not available.
• Request values for them interactively from PAIS users.
• Skip this task and trigger the following task(s).
• Kill this thread of execution in the case.

process
case
A

parameter
output
return R

use(R)

parameter input
task
def var S:= R
precondition
exists(R)

B
use(S)

task

Figure 3.21: Task precondition – data existence

Context There are no specific context conditions associated with this pattern.
Implementation This pattern is implemented in a variety of different ways
amongst the offerings examined. Staffware provides the ability to set default
values for fields which do not have a value recorded for them via the initial
form command facility but only for those tasks that have forms associated with
them. Conditional actions can also be specified which route control-flow around
(i.e. skip) a task where required data elements are not available. FLOWer provides the milestone construct which, amongst other capabilities, provides data
23

For the purposes of this discussion, the term parameters is used in a general manner to
refer both to data elements that are formally passed to a task and also to those that are shared
between a task and its predecessor and passed implicitly.
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synchronization support allowing the commencement of a subsequent task to be
deferred until nominated data elements have a value specified. COSA also provides transition conditions on incoming arcs and in conjunction with the CONDITION.TOKEN and STD tool agents, it enables the passing of control to a
task to be delayed until the transition condition (which could be data element
existence) is achieved. iPlanet supports this form of precondition using Trigger methods which are evaluated when a task receives the thread of control to
determine whether it can commence. BPMN supports the specification of data
existence preconditions using the RequiredForStart attribute for Data Objects.
UML 2.0 ADs allow preconditions to be specified for actions and activities using
OCL expressions. BPEL provides exception handling facilities where an attempt
to utilize an uninitialized variable is detected. These can be indirectly used to
provide data existence precondition support at task level but require each task
to be defined as having its own scope with a dedicated fault handler to manage
the uninitialized parameters accordingly.
Issues A significant consideration in managing preconditions that relate to data
existence is being able to differentiate between data elements that have an undefined value and those that are merely empty or null.
Solutions Staffware addresses this issue by using a special value (SW NA) for
data elements that are undefined. Uninitialized fields have this value by default
and it can be tested for in workflow expressions and conditions. FLOWer also
provides facilities to test whether data elements have been assigned a value. BPEL
provides internal capabilities to recognize uninitialized data elements although
these facilities are not directly accessible to process developers. Other workflow
engines examined do not differentiate between undefined and empty (or null)
values.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It rates as partial support if the precondition cannot be specified declaratively as part of the task declaration.
Pattern WDP-35 (Task Precondition – Data Value)
Description Data-based preconditions can be specified for tasks based on the
value of specific parameters at the time of execution. The preconditions can
utilize any data elements available to the task with which they are associated. A
task can only proceed if the associated precondition evaluates positively.
Example
– Execute the Rocket Initiation task when countdown is 2.
Motivation The ability to specify value-based preconditions on parameters to
tasks provides the ability to delay execution of the task (possibly indefinitely)
where a precondition is not satisfied.
Overview The operation of this pattern is similar to that in Figure 3.21 except
that the precondition is value-based rather than a test for data existence. There
are three possible alternatives where a value-based precondition is not met:
• The task can be skipped and the subsequent task(s) initiated.
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• Commencement of the task can be delayed until the required precondition
is achieved.
• This thread of execution in the case can be terminated.
Context There are no specific context conditions associated with this pattern.
Implementation This pattern is directly implemented by FLOWer through the
milestone construct which enables the triggering of a task to be delayed until a
parameter has a specified value. Similarly COSA provides the ability to delay
execution of a task where a precondition is not met through the specification of
transition conditions based on the required data values on the incoming arc to the
task. By specifying alternate data conditions (which correspond to the negation
of the required data values) on the outgoing arc from the state preceding the
contingent task to the subsequent state, it is also possible to support the skipping
of tasks where data preconditions are not met. Both approaches assume the
transition conditions are specified in conjunction with the CONDITION.TOKEN
tool agent. iPlanet supports this form of precondition using Trigger methods
which are evaluated when a task receives the thread of control to determine
whether it can commence. UML 2.0 ADs allow preconditions to be specified for
actions and activities using OCL expressions.
In a more limited way, Staffware provides the ability to delay task execution
through the specification of scripts which test for the required data values at task
commencement. However, this approach is only possible for tasks which have
forms associated with them. A better solution is to use condition actions to test
for required parameters and skip the task invocation where they are not available.
XPDL provides support for a task to be skipped when a nominated data value
is not achieved through the specification of an additional edge in the workflow
schema which bypasses the task in question (i.e. it links the preceding and subsequent tasks) and has a transition condition which is the negation of the required
data value.
A similar effect can be achieved in BPEL through the use of link conditions.
By specifying a link condition to the task, call it A, which corresponds to the
required data values and creating a parallel empty task in the business process
that has a link condition that is the negation of this, task A will be skipped if
the required data values are not detected.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern.
Pattern WDP-36 (Task Postcondition – Data Existence)
Description Data-based postconditions can be specified for tasks based on the
existence of specific parameters at the time of task completion. The postconditions can utilize any data elements available to the task with which they are
associated. A task can only proceed if the associated postcondition evaluates
positively.
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Example
– Do not complete the Rocket Initiation task until ignition data is available.
Motivation Implementation of this pattern ensures that a task cannot complete
until specified output parameters exist and have been allocated a value.
Overview Figure 3.22 illustrates this pattern. The specification of a data-based
postcondition on a task effectively creates an implicit decision at the end of the
task. If the postcondition is met, then the thread of control is passed to one or
more of the outgoing branches from the task (e.g. task B is enabled if the postcondition exists(R) is met). There is an alternate path if the postcondition is not
met back to the task. There are two possible scenarios where the postcondition
is not met: either (1) the thread of control can be routed back to the beginning
of the task (which may or may not result in the task being executed again) or
(2) it can be routed to the end of the task (which is analogous to suspending the
task). The implication of both scenarios however, is that the task does not pass
on control-flow until the required parameters exist and have defined values.
process
case
option 1
not(exists(R))

A
use(R)

task

parameter output
return R
postcondition
exists(R)

task
exists(R)
exists(R)?

parameter
input

B

def var S:= R

use(S)
option 2
not(exists(R))

Figure 3.22: Task postcondition – data existence
Context There are no specific context conditions associated with this pattern.
Implementation Two alternatives exist for the implementation of this pattern.
Where tasks that have effectively finished all of their processing but have a nominated data existence postcondition that has not been satisfied, either the task
could be suspended until the required postcondition is met or the task could be
implicitly repeated until the specified postcondition is met.
FLOWer provides direct support for this pattern by allowing data element
fields in task constructs, called plan elements, to be specified as mandatory, thus
ensuring they have a value specified before the plan element can complete execution. WebSphere MQ implements this pattern through the specification of exit
conditions on tasks. If the required exit condition is not met at the time task
processing is completed, then the task is restarted. A specific IS NULL function
is available to test if a parameter has been assigned a value. iPlanet provides the
OnComplete method which can be used to defer task completion until a required
data elements exists.
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Staffware provides indirect support through the inclusion of release scripts
with tasks which evaluate whether the required data elements have been specified.
Completion of the task is deferred until the required condition is satisfied although
this approach is limited to tasks that have forms associated with them. Similarly
COSA indirectly supports this pattern through the use of condition-based triggers
which only pass control to a subsequent task once a required data existence
condition is set.
BPMN supports the specification of data existence postconditions using the
ProducedAtCompletion attribute for Data Objects. UML 2.0 ADs allow postconditions to be specified for actions and activities using OCL expressions.
Issues As for the Task Precondition – Data Existence pattern (WDP-34).
Solutions As for the Task Precondition – Data Existence pattern (WDP-34).
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It rates as partial support if there are
limitations on the range of data elements that can be included in postconditions.
Pattern WDP-37 (Task Postcondition – Data Value)
Description Data-based postconditions can be specified for tasks based on the
value of specific parameters at the time of execution. The postconditions can
utilize any data elements available to the task with which they are associated. A
task can only proceed if the associated postcondition evaluates positively.
Example
– Execute the Fill Rocket task until rocket-volume is 100%.
Motivation Implementation of this pattern would ensure that a task could not
complete until nominated output parameters had a particular data value or are
in a specified range.
Overview Similar to the Task Postcondition – Data Existence pattern (WDP36), two options exist for handling the achievement of specified values for data
elements at task completion:
• Delay execution until the required values are achieved.
• Implicitly re-run the task.
Context There are no specific context conditions associated with this pattern.
Implementation The implementation methods for this pattern adopted by the
various tools examined are identical to those described for the Task Postcondition
– Data Existence pattern (WDP-36) except for BPMN which does not support
value-based postconditions.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It rates as partial support if there are
limitations on the range of data elements that can be included in postconditions.
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Pattern WDP-38 (Event-based Task Trigger)
Description The ability for an external event to initiate a task and to pass data
elements to it.
Example
– Initiate the Emergency Shutdown task immediately after the Power Alarm
event occurs and pass the alarm code data element.
Motivation This pattern is an extension of the Transient Trigger and Persistent Trigger patterns (WCP-23, WCP-24) which the supports the initiation or
resumption of a specific task instance based on an external event. The Eventbased Task Trigger pattern extends these patterns by allowing one or more data
elements to be passed to the task instance being initiated.
Overview There are three distinct scenarios that may arise in the context of this
pattern as illustrated in Figure 3.23. In all situations, the capability is available
to pass data elements at the same time that the trigger is sent to the relevant
task. The first alternative (illustrated by the start A() function) is that the task
instance to be initiated is the first task in the process. This is equivalent in
control-flow terms to starting a new case in which A is the first task instance.
external
process

process
case

start_A()

task

A

B

task

task

start_B()

C
start_C()

task

Figure 3.23: Event-based task trigger
The second alternative (illustrated by the start B() function) is that the external event is triggering the resumption of a task instance that is in the middle
of a process. The task instance has already had control-flow passed to it but its
execution is suspended pending occurrence of the external event trigger. This
situation is shown in Figure 3.23 above with task instance B already triggered as
a result of task instance A completing but halted from further progress until the
event from start B() occurs.
The third alternative is that the task instance is isolated from the main
control-flow in the process and the only way in which it can be initiated is by
receiving an external event stimulus. Figure 3.23 shows task instance C which
can only be triggered when the event stimulus from start C() is received.
Context There are no specific context conditions associated with this pattern.
Implementation This facility generally takes the form of an external interface
to the process environment that provides a means for applications to trigger the
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execution of a specific task instance. All three variants of this pattern are directly
supported by Staffware, FLOWer, COSA, BPEL, BPMN and UML 2.0 ADs and
in all cases, the passing of data elements as well as process triggering is supported.
WebSphere MQ provides indirect support for all three variants but requires event
handling to be explicitly coded into activity implementations.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
programmatic extensions are required to facilitate the trigger handling.
Pattern WDP-39 (Data-based Task Trigger)
Description Data-based task triggers provide the ability to trigger a specific
task when an expression based on data elements in the process instance evaluates
to true. Any data element accessible within a process instance can be used as
part of a data-based trigger expression.
Example
– Trigger the Re-balance Portfolio task when the loan margin is less than 85%.
Motivation This pattern provides a means of triggering the initiation or resumption of a task instance when a condition based on data elements in the process
instance is satisfied.
Overview This pattern is analogous to the notion of active rules [Har93] or
event-condition-action (ECA) rules [PD99] found in active databases [DGG95].
A specific data-based trigger expression is associated with a task that is to be
enabled in this way.
Context There are no specific context conditions associated with this pattern.
Implementation The pattern is directly supported in FLOWer through the
specification of a condition corresponding to the required data expression on a
milestone construct immediately preceding the to-be-triggered task. When the
data condition is met, the task is then triggered. Similarly the pattern can be
directly implemented in COSA through the use of transition conditions which
incorporate the data condition being monitored for on the incoming edges to the
to-be-triggered task. Depending on the semantics required for the triggering,
the transition condition may or may not include the CONDITION.TOKEN tool
agent24 . BPMN supports this pattern via the Rule Event construct.
Many PAIS do not directly support this pattern, however in some cases it
can be constructed for offerings that support event-based triggering (i.e. pattern
WDP-38) by simulating event-based triggering within the context of the process
instance. This is achieved by nominating an event that the triggered task should
be initiated/resumed on and then establishing a data monitoring task that runs
24

If it does include this condition, the to-be-triggered task will only run when there is a token
in the immediately preceding state and the transition condition is met. If not, the task will
become executable whenever the transition condition is met.
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(continuously) in parallel with all other tasks and monitors data values for the
occurrence of the required triggers. When one of them is detected, the task that
requires triggering is initiated by raising the event that it is waiting on. The
only caveat to this approach is that the process environment must not support
the Implicit Termination pattern (WDP-11), e.g. Staffware. If the process environment were to support this pattern, then problems would arise for each case
when the final task was completed as this would not imply that other outstanding
task instances should also terminate. Since the monitoring task could potentially
run indefinitely, it could not be guaranteed that it would cease execution at case
completion. This scenario is illustrated in Figure 3.24. Task instance A is to be
triggered when trigger condition evaluates to true. A task instance is set up to
monitor the status of trigger condition and to complete and pass control to A
when it occurs.
By adopting the strategy illustrated in Figure 3.24, the pattern can be indirectly implemented in BPEL. Although it could be similarly constructed in
Staffware, WebSphere MQ and XPDL, all of these offerings support Implicit Termination and hence would lead to problematic implementations of this pattern
as it would not be clear when the trigger condition task should be complete
execution.

process
case

trigger
condition

A

task

Figure 3.24: Data-based task trigger
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it has a construct that
satisfies the description for the pattern. It achieves a partial support rating if
programmatic extensions are required to facilitate the trigger handling.
Pattern WDP-40 (Data-based Routing)
Description Data-based routing provides the ability to alter the control-flow
within a case based on the evaluation of data-based expressions. A data-based
routing expression is associated with each outgoing arc of an OR-split or XORsplit. It can be composed of any data-values, expressions and functions available
in the process environment providing it can be evaluated at the time the split
construct with which it is associated completes. Depending on whether the construct is an XOR-split or OR-split, a mechanism is available to select one or
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several outgoing arcs to which the thread of control should be passed based on
the evaluation of the expressions associated with the arcs.
Example
– If alert is red then execute the Inform Fire Crew task after the Handle Alert
task otherwise run the Identify False Trigger task.
Motivation Data-based Routing is a variant of the Exclusive Choice and MultiChoice patterns (WCP-4, WCP-6) in the control-flow perspective which requires
that the selection mechanism for evaluation of the pattern be based on databased expressions evaluated using data elements available within the context of
the process instance25 .
Overview This pattern aggregates two control-flow patterns:
• Exclusive Choice – where control-flow is passed to precisely one of several
subsequent tasks based on the evaluation of a data-based expression associated with each of the outgoing branches.
• Multi-Choice – where, depending on the outcome of a decision or the value
of an expression based on data elements, control-flow is passed to several
subsequent task instances.

process data repository
def var M

case data repository
def var N

parameter
output
return R

case

AB01

[R > 10]

A

process

3.14159

[M > 3.0]

B
C

task
[N != AB01]

D

Figure 3.25: Data-based routing
Figure 3.25 illustrates data-based routing expressions as conditions associated
with the control-flow branches from one task to another. These expressions can
utilize task-level data passed from the completing task as well as any other data
elements that are accessible to the task. In the example shown, task C will be
triggered once A completes (as the value of data element M is greater than 3.0),
task D will not and task B may be triggered depending on the value of data element
R that is passed from A.
25

Note that for the Data-based Routing pattern, it is a hard requirement that the routing
decision is based on the evaluation of data-based expressions whereas for the Exclusive Choice
and Multi-Choice patterns, the routing decisions be based on a variety of possible mechanisms
which may or may not be data-related.
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Context There is one context condition associated with this pattern: the mechanism that evaluates the Data-based Routing is able to access any required data
elements when determining which of the outgoing branches the thread of control
should be passed.
Implementation Both the Exclusive Choice and Multi-Choice variants of this
construct are supported by WebSphere MQ, COSA, iPlanet, XPDL, BPEL,
BPMN and UML 2.0 ADs. Staffware and FLOWer only support the Exclusive
Choice pattern.
Issues None identified.
Solutions N/A.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption. It rates as partial support if only one
variant of the pattern is supported.

3.6

Survey of data patterns support

This section presents the results of a detailed evaluation of support for the 40
Data Patterns described above by nine PAIS and business process modelling
languages. A broad range of offerings were chosen for this review in order to
validate the applicability of each of the patterns to various types of offerings. As
previously, a three point scale assessment scale is used indicating direct support
(+), partial support (+/–) or no support (–) for each pattern. The specific PAIS
and business process modelling languages evaluated were:
• Staffware Process Suite version 926 [Sta02a, Sta02b];
• IBM WebSphere MQ Workflow 3.4 [IBM03a, IBM03b];
• FLOWer 3.0 [WF04];
• COSA 4.2 [TRA03, TRA03];
• Sun ONE iPlanet Integration Server 3.1 [Sun03];
• XPDL 1.0 [Wor02];
• BPEL 1.1 [ACD+ 03]
• BPMN 1.0 [OMG06]; and
• UML 2.0 ADs [OMG05].
Table 3.1 lists the first set of results which relate to the various levels of data
construct visibility supported within the offering. As a general rule, it can be seen
26

Although not the latest version, the functionality from a data perspective is representative
of the latest offering.
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that individual products tend to favour either a task-level approach to managing
production data and pass data elements between task instances or they use a
shared data store at block or case level. The only exceptions to this being COSA
and BPMN which fully support data at both levels (COSA also provides the
ability to share data elements on a selective basis across multiple cases).
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Table 3.1: Support for data visibility patterns
A similar result can be observed for global and environment data with most
offerings fully supporting one or the other. The implication of this generally being
that globally accessible data can either be stored in the system or outside of it
(i.e. in a database). XPDL and BPMN are the exceptions although this outcome
seems to relate more to the fact that there is minimal consideration for global
data facilities within these specifications.
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Table 3.2: Support for internal data interaction patterns
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BPEL being the exception given its lack of support for subprocesses.
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Table 3.2 lists the results for internal data interaction. All offerings support
task-to-task interaction and provide some degree of support for block task-tosubprocess interaction27 . The notable omissions here are the general lack of support for handling data passing to multiple instance tasks (FLOWer and UML 2.0
ADs being the exceptions) and the general lack of integrated support for data
passing between cases (other than COSA).
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The results in Table 3.3 indicate the ability of the various offerings to integrate with data sources and applications in the operating environment. FLOWer,
COSA and iPlanet demonstrate a broad range of capabilities in this area. XPDL
and BPEL clearly have limited potential for achieving external integration other
than with web services. UML 2.0 ADs provide no facilities for modelling external
data interactions.
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Table 3.3: Support for external data interaction patterns
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Table 3.4: Support for data transfer patterns

c 2007 N.C. Russell – Page 166
PhD Thesis – °

+
+
–
+
+/–

–
–

+
+
+/–

–
+
+/–
+/–

UML ADs

+/–

+/–

BPMN

+/–

BPEL

XPDL

+/–

–
–

iPlanet

+/–

+
+
–
–
–
–
–

COSA

–
–
–
+
–

FLOWer

Pattern
by Value – Incoming
by Value – Outgoing
Copy In/Copy Out
by Reference – Unlocked
by Reference – Locked
Data Transform. – Input
Data Transform. – Output

WebSphere MQ

Nr
27
28
29
30
31
32
33

Staffware

Table 3.4 illustrates the mechanisms used by individual offerings for passing
data between components. Generally this occurs by value or by reference. There
are two areas where there is clear opportunity for improvement. First, support
for concurrency management where data is being passed between components –
only iPlanet, BPMN and UML 2.0 ADs offer a direct solution to this problem.
Second, the transformation of data elements being passed between components –
only UML 2.0 ADs provide a fully functional capability for dealing with potential
data mismatches between sending and receiving components.
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Table 3.5 indicates the ability of the data perspective to influence the control perspective within each offering. FLOWer and UML 2.0 ADs demonstrate
outstanding capability in this area and Staffware, WebSphere MQ, iPlanet and
COSA also have relatively good integration of the data perspective with controlflow although each of them (other than iPlanet) lack some degree of task pre and
postcondition support. Similar comments apply to XPDL which has significantly
more modest capabilities in this area and completely lacks any form of trigger
support. BPEL would also benefit from better pre and postcondition support
and lacks data-based triggering.
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Table 3.5: Support for data routing patterns
Several observations are worthy of note from these results in regard to the
capabilities and shortcomings of existing offerings. One of the most immediate is
that the level of direct support for Data Patterns in existing process design tools
is minimal. These tools focus largely on the definition of process structures and
their associated components in a graphical form. Support for the data perspective
is typically fragmented and distributed across various parts of the overall process
model. This situation is partially explained by the graphical nature of control-flow
and its primacy as a means of process modelling. Although there are graphical
means of characterising the information contained in the data perspective (e.g.
ER diagrams, class diagrams, object-role models), these are not widely utilized
in current design tools and there is clearly a need for better support in capturing
the integration between the control-flow and data perspectives at design time.
Another observation is that many systems/standards do not offer support for
multiple instance tasks. These constructs serve as an effective model of concurrency where the underlying activities are largely based on a common set of
actions. From a data perspective, this pattern is quite demanding and there
are a number of considerations associated with its implementation although for
many of the offerings examined it would constitute a useful addition to current
modelling and implementation constructs.
A number of the offerings examined implement a shared repository for data
elements (at block, scope, case, folder or global level) where tasks access a common set of data elements rather than passing them between tasks. Whilst this
approach has advantages from a performance standpoint and improves the overall
tractability of process models, it is surprising how few of them offer an effective
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means of concurrency control for shared data. Indeed, the maturity of the data
representation supported by all of the offerings examined is well short of the state
of the art in database technology. There is an evident lack of support for complex data structures, minimal capabilities for specifying relationships between
cases and their associated data elements and a notable lack of streamlined facilities for interacting with the external environment in the variety of ways that the
contemporary corporate application environment requires.

3.7

Related work

Although the data perspective is deemed to be an essential part of a business
process model [JB96, LR00], it is interesting to observe that most PAIS only
provide minimal support for persistent data with long term storage generally being delegated to external applications with facilities being provided to read in
and write out data as required during process execution. The WfMC provides
a classification [Wor99] of runtime data which is relevant to PAIS more generally in which it distinguishes three types of data: (1) application data which
represents data objects manipulated by external applications during process enactment which is not directly relevant to the control-flow of the process and is
generally not accessible by the PAIS, (2) workflow relevant data which is used to
determine control-flow and may flow through a process instance during execution
and (3) workflow control data which is produced during process execution and
is not accessible outside of the PAIS – typically this includes state information
such as enabled tasks, data values and work lists as well as audit trails capturing
execution history.
The lack of sophistication inherent in the data perspective is reflected by the
relative paucity of research in this area and research initiatives tend to focus on
one of two topics: (1) improving the manner in which data is trafficked within
the PAIS or between it and other applications and (2) increasing the resilience of
the PAIS against potential data corruption.
There are three general approaches to data flow within PAIS [SOSF04]: (1)
data flow transitions can be explicitly defined as part of the process model, (2)
data flow between tasks can occur implicitly in conjunction with control-flow and
(3) data flow can occur implicitly between tasks through a shared data store.
For each of these approaches, data elements can be passed individually, typically
being specified as parameters to or from a task (e.g. as occurs in MOBILE [JB96])
or these can be passed in aggregate between tasks using the notion of “containers”
[LR00] which provide a means of managing the passing of a set of data elements
from one task to another. The issue of synchronizing internal process data with
external data repositories is considered by Eder and Lehmann [EL05] and they
propose an architecture that allows policies to be specified for individual data
elements that identifies how changes in the value of the data element either in
the external repository or the workflow will be propagated. Analogous to this
issue is the warehousing of workflow audit data which has received significant
focus in the literature. Bonifati et al. [BCDS01] present a high level architecture
for extracting the required data to a warehouse and providing reporting facilities
on it. Zur Muehlen [Mue01] takes a similar approach although in this case,
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the focus is on using the warehouse data for process controlling and no specific
details are presented on the way in which the data is migrated or the structure
of the resultant data warehouse. A similar problem is tackled by Eder et al.
[EOG02] and in this case, a schema is presented for the data warehouse along
with experiential results obtained from building the warehouse and using it to
examine real data. Finally Schiefer et al. [SJB03] presents an architecture aimed
at the real-time integration of workflow audit data into the data warehouse such
that it can be used for process control purposes.
Research aimed at protecting the integrity of data in PAIS includes Wu et
al.’s [WSML02] which proposes a comprehensive access control scheme for data
in workflow systems which takes factors including the requesting user, role, task
and associated constraints and privileges into account when making decisions to
whether to allow access to specific data elements. The issue of data validation is
investigated by Sadiq et al. [SOSF04] and seven distinct data problems that can
prevent a process from functioning correctly are identified. The area of transactional workflow [RS95b, WS97, AAA+ 96] has been a major area of research
aiming to adapt the benefits of classic ACID data transactions to long duration
process environments. Ultimately this had led to the development of exception
handling strategies (e.g. [HA00, SMA+ 98, CCPP99]) that allow process failure to
be effectively managed and their impact on data resources to be minimized.

3.8

Summary

This chapter has identified 40 Data Patterns which describe the manner in which
data elements are defined and utilized in PAIS. Validation of the applicability of
these patterns has been achieved through a detailed review of nine contemporary
offerings in this area. All of the data patterns have been observed in some form in
the offerings examined, reinforcing their use in describing desirable characteristics
for the data perspective in PAIS. In addition to providing a taxonomy of data
characteristics, the patterns also serve as a useful benchmark of the state of the
art in current offerings. Whilst all of the offerings examined provide some degree
of support for the data perspective, it is interesting to observe that a number
of fundamental issues which have been thoroughly addressed in other areas of
the information systems discipline have not yet found their way into widespread
adoptance in PAIS. Issues such as providing data support for concurrent activities, managing data consistency in a highly concurrent process environment and
supporting complex, structured data elements required by contemporary business processes are areas that require further consideration if PAIS are to assist in
streamlining and expediting business process execution.
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Resource Perspective
Existing languages and tools focus on control-flow and combine this focus with
mature support for data in the form of XML and database technology (often provided by third party tools). As a result, control-flow and data management are
well-addressed by existing languages and systems (either directly or indirectly
by incorporating external capabilities). Unfortunately, less attention has been
devoted to the resource perspective. This continues to be the case even with relatively recent advances such as BPEL which does not provide any degree of direct
support for resources in business processes based on web-services. Similarly, languages like XPDL [Wor02], the “Lingua Franca” proposed by the Workflow Management Coalition (WfMC), has a very simplistic view of the resource perspective
and provides minimal support for modelling workers, organizations, work distribution mechanisms, etc. John Seely Brown (a former Chief Scientist at Xerox)
succinctly captures the current predicament: “Processes don’t do work, people
do!”. In other words, it is not sufficient to simply focus on control-flow and data
issues when capturing business processes, the resources that enable them need to
be considered as well.
This chapter focuses on the resource perspective. The resource perspective
centres on the modelling of resources and their interaction with a PAIS. Resources
can be human (e.g. a worker) or non-human (e.g. plant and equipment), although
our focus will only be on human resources. Although PAIS typically identify
human resources, they know very little about them. For example, in a workflow
system like Staffware a human resource is completely specified by the work queues
(s)he can see. This does not do justice to the capabilities of the people using such
systems. Staffware also does not leave a lot of “elbow room” for its users since
the only thing users can do is to execute the work items in their work queues, i.e.,
people are treated as automatons and have little influence over the way work is
distributed. The limitations of existing systems triggered the research presented
in this chapter. The following sections discuss the range of Resource Patterns that
have been identified in PAIS and business process modelling languages. These
are grouped into a series of specific categories depending on the specific focus of
individual patterns as follows:
Creation patterns which describe design-time work distribution directives that
are nominated for tasks in a process model;
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Push patterns which describe situations where the system proactively distributes work items to resources;
Pull patterns which relate to situations where individual resources take the
initiative in identifying and committing to undertake work items;
Detour patterns which describe various ways in which the distribution and
lifecycle of work items can deviate from the directives specified for them at
design time;
Auto-start patterns which identify alternate ways in which work items can be
automatically started;
Visibility patterns which indicate the extent to which resources can observe
pending and executing work items; and
Multiple resource patterns which identify situations where the correspondence between work items and resources is not one-one.
Before moving onto a detailed discussion of the individual patterns, it is first
necessary to introduce the notion of an organizational model and the manner in
which it is used for distributing work items to resources.

4.1

Organizational modelling

Business processes are generally assumed to be defined in the context of an organization and to utilize resources within the organization in order to complete the
tasks that the business process is made up of. Hence (other than for fully automated processes) there is usually an organizational model associated with each
business process that describes the overall structure of the organization in which
it operates, and captures details of the various resources and the relationships
between them that are relevant to the conduct of the business process.
For the purposes of this research, a resource is considered to be an entity
that is capable of doing work. Although resources can be either human or nonhuman (e.g. plant and equipment), in the context of this thesis, which is based
on business processes involving proactive entities that make decisions about the
work that they will undertake and when they will do it, only human resources are
considered. Work is usually assigned to a resource in the form of work items, each
of which describe an integral unit of work that the resource should undertake.
Each work item corresponds to a specific task in a process model (and for this
reason work items are sometimes referred to as task instances). Users usually
receive notification of work items distributed to them via a worklist handler, a
software application that provides them with a view of their work items and
supports their interaction with the system managing overall process execution.
Depending on the sophistication of this application, users may have one or several
work queues assigned to them through which work items are distributed. They
may also be provided with a range of facilities for managing work items assigned
to them through to completion.
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A human resource is assumed to be a member of an organization. An organization is a formal grouping of resources that undertake work items pertaining to
a common set of business objectives. They usually have a specific job within that
organization and in general, most organizational characteristics that resources
possess relate to the position(s) that they occupy rather than directly to the resource themselves. There are two sets of characteristics that are exceptions to
this rule however: roles and capabilities.
Roles serve as another grouping mechanism for human resources with similar job roles or responsibility levels, e.g. managers, union delegates etc. Each
resource may have one or more corresponding roles. Individual resources may
also possess capabilities or attributes that further clarify their suitability for various kinds of work. These may include qualifications and skills as well as other
job-related or personal attributes such as specific responsibilities held or previous
work experience.
Each job is attached to an organizational group which are permanent groups
of human resources within the organization that undertake work items relating
to a common set of business objectives. Similarly it may also be a member of one
or more organizational teams. These are similar to organizational units but not
necessarily permanent in nature. Each job is generally associated with a specific
branch which defines a grouping of resources within the organization at a specific
physical location. It may also belong to a division which defines a large scale
grouping of resources within an organization either along regional geographic or
business purpose lines.
In terms of the organizational hierarchy, each job may have a number of
specific relationships with other jobs. Their direct report is the resource to whom
they are responsible for their work. Generally this is a more senior resource
at a higher organizational level. Similarly, a job may also have a number of
subordinates for whom they are responsible and to who each of them report.
Figure 4.1 depicts the major characteristics of a resource as described above in
the form of an Object Role Model (ORM) [Hal01] diagram. Whilst this organizational model is not definitive in terms of the range of organizational concepts and
relationships that it captures (and a variety of meta-models have been proposed
for organizational modelling, e.g. [UKMZ98, FBGL97, Mue99b]), it contains sufficient detail to encompass the wide variety of ways in which work items are
routed to resources during process enactment. Indeed, several PAIS have been
examined in the context of this research. Most of these utilize an internal organizational model to identify resources and represent the relationships that exist
between them. In all cases, the organizational model used employs a subset of
the concepts identified in Figure 4.1.
• Staffware [Sta02a, Sta02b] has a relatively simple model that denotes users
(i.e. individual resources), groups and roles, and allows work to be assigned
on the basis of these groupings. The use of roles is somewhat restrictive as
each role can only be undertaken by a single user.
• WebSphere MQ Workflow [IBM03a, IBM03b] provides a richer model that
allows users to be described in a broader organizational context (e.g. organizational unit, branch, division to which they belong, who their manager
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Figure 4.1: Organizational meta-model

is). It also supports roles and there can be a many – many correspondence
between users and roles. Work items can be assigned to users based on
various characteristics of the organizational model.
• FLOWer [WF04] supports an organizational model that is exclusively rolebased and is defined in terms of a role hierarchy. Correspondences are
established between individual users or groups of users and roles. All work
allocations are role-based.
• COSA [TRA03] provides an organizational model that embodies many of
the human resource concepts from Figure 4.1. Users can be defined and
organized into groups and hierarchies of groups are supported. Additionally
both individual users and groups can be assigned roles and there is provision
for the identification of group supervisors. Competencies can be identified
for individual workflow users. Work items can be routed to users using any
of these concepts.
• iPlanet [Sun03] has a minimal organizational model that allows for the
identification of users and assignment of roles to users. There is also support
for extended user profiles that allow attributes to be used in the allocation
of work to users.
• UML 2.0 Activity Diagrams [OMG05] and BPMN [OMG06] do not explicitly define an organizational model although “swimlanes” can be used to
identify users individually or to group them together for task assignment
purposes.
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• BPEL [ACD+ 03] does not support an explicit organizational model however
extensions to BPEL provided by some implementations (e.g. Oracle BPEL
[Mul05]) provide an organizational structure which can be used for routing
work items to resources. Moreover the BPEL4People [KKL+ 05] extension
that has recently been proposed is an attempt to provide further support
in this area.

4.2

Work distribution to resources

Of particular interest from a resource perspective is the manner in which work
items are distributed and ultimately bound to specific resources for execution.
Figure 4.2 illustrates the lifecycle of a work item in the form of a state transition
diagram from the time that a work item is created through to final completion
or failure. It can be seen that there are a series of potential states that comprise
this process.
offered to a
single resource

suspended
R:start_s

S:offer_s

S:create

S:allocate

created

S:offer_m

R:resume

R:suspend

R:allocate_s

allocated to a
single resource

R:start

started

R:complete

completed

R:fail

R:allocate_m
R:start_m
offered to
multiple
resources

failed

Figure 4.2: Basic work item lifecycle
Initially a work item comes into existence in the created state. This indicates
that the preconditions required for its enablement have been satisfied and it is
capable of being executed. At this point however, the work item has not been
allocated to a resource for execution and there are a number of possible paths
through these states that individual work items may take. Each edge within this
diagram is prefixed with either an S or an R indicating that the transition is
initiated by the system (i.e. the software environment in which instances of the
process execute) or resource (i.e. an actual user) respectively.
Transitions from the created state are typically initiated by the system. They
centre on the activity of making resources aware of work items that require execution. This may occur in one of three distinct ways denoted by the subsequent
states. A work item may be offered to a single resource meaning that the system
informs exactly one resource about the availability of a work item. It may do this
by sending a message to the resource or adding the work item to the list of available work items that the resource can view. Inherent in this is the notion of the
system selecting a specific resource to which the work item should be advertised.
This may occur in a variety of different ways – the process model may include
specific directives about the identity of the resource to which a given work item
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should be directed or it may be based on more general requirements such as utilizing the least busy, cheapest or most appropriately qualified resource. In each
of these situations, there is the need to determine which resources are suitable
and available to undertake the work item and then to rank them and select the
most appropriate one.
An alternative to this course of action is indicated by the state offered to
multiple resources, where the system informs multiple resources of the existence
of a work item. Again the notion of resource selection applies, however in this
case, the system informs all suitable resources of the work item. It does not
attempt to identify which of them should undertake it.
The allocated to a single resource state denotes a work item which a specific
resource has committed to executing at some time in the future. A work item
may progress to this state either because the system pre-emptively allocates newly
created work items to a resource or because a resource volunteers to undertake a
work item that has been offered.
Note that the work item lifecycle illustrated in Figure 4.2 assumes that a work
item is undertaken by a single resource, thus there is not a state which corresponds
to “allocated to multiple resources”. As discussed in [AK01], systems typically
do not support allocation of work items to a group of resources (i.e. a team).
One possible means of working around this constraint is to designate a resource
that acts as a proxy for the team. By doing so, it is possible to approximate the
desired behaviour.
Subsequent states in the work distribution model are started, which indicates
that a resource has commenced executing the work item, suspended which denotes
that the resource has elected to cease execution of the work item for a period,
but does intend to continue working on it at a later time, failed which identifies
that the work item cannot be completed and that the resource will not work on it
any further and completed which identifies a work item that has been successfully
executed to completion.

4.3

Creation patterns

Creation patterns correspond to limitations on the manner in which a work item
may be executed. They are specified at design time, usually in relation to a task,
and serve to restrict the range of resources that can undertake work items that
correspond to the task. They also influence the manner in which a work item can
be matched with a resource that is capable of undertaking it.
The essential rationale for creation patterns is that they provide a degree
of clarity about how a work item should be handled after creation during the
offering and allocation stages prior to it being executed. This ensures that the
operation of a process conforms with its intended design principles and operates
as efficiently and deterministically as possible.
In terms of the work item lifecycle, creation patterns come into effect at the
time a work item is created. This state transition occurs at the beginning of the
work item lifetime and is illustrated by the bold arrow in Figure 4.3. For all
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of these patterns it is assumed that there is an associated organizational model
which allows resources to be uniquely identified and that there is a mechanism to
distribute work items to specific resources identified in the organizational model.
As creation patterns are specified at design time, they usually form part of the
process model which describes a business process.
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Figure 4.3: Creation patterns

Pattern WRP-1 (Direct Distribution)
Description The ability to specify at design time the identity of the resource(s)
to which instances of this task will be distributed at runtime.
Example
– The Fix Bentley task must only be undertaken by Fred.
Motivation Direct Distribution offers the ability for a process designer to precisely specify the identity of the resource to which instances of a task will be
distributed at runtime. This is particularly useful where it is known that a task
can only be effectively undertaken by a specific resource as it prevents the problem of unexpected or non-suitable resource distributions arising at runtime by
ensuring work items are routed to specific resources, a feature that is particularly
desirable for critical tasks.
Overview The Direct Distribution pattern is specified as a relationship between
a task and a (non-empty) group of resources. At runtime, work items associated
with the task are distributed to one or more of these resources.
Context There are no specific context conditions associated with this pattern.
Implementation Most PAIS offer some form of support for Direct Distribution
of tasks to specific resources. In most cases, the distribution is to a single resource, however Staffware allows a work item to be allocated to a series of specific
resources (achieved by specifying the names of multiple resources for potential
allocation) and at runtime, the work item is routed to all of these resources and
each of them is required to release it before the work item can be deemed to have
finished and the case can progress.
Issues One of the main drawbacks of this approach to work distribution is that
it effectively defines a static binding of all work items associated with a task to
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a single resource. This removes much of the advantage associated with the use
of process technology for managing work distribution as the PAIS is offered little
latitude for optimizing the distribution of work items in this situation.
Solutions There is no real solution to this problem although the use of deadline
and escalation mechanisms offer ways of ensuring that situations are detected
where a specific resource becomes overloaded and cannot deal with its assigned
workload in a reasonable timeframe.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-2 (Role-based Distribution)
Description The ability to specify at design-time one or more roles to which
instances of this task will be distributed at runtime. Roles serve as a means of
grouping resources with similar characteristics. Where an instance of a task is
distributed in this way, it is distributed to all resources that are members of the
role(s) associated with the task.
Example
– Instances of the Approve Travel Permit task must be executed by a Manager.
Motivation Perhaps the most common approach to work item distribution within PAIS, Role-based Distribution offers the means for the PAIS to route work items
to suitably qualified resources at runtime. The decision as to which resource actually receives a given work item is deferred until the moment at which it becomes
“runnable” and requires a resource distribution in order for it to proceed. The
advantage offered by Role-based Distribution (over other work item distribution
schemes) is that roles can be defined for a given process that identify the various
classes of available resources to undertake work items. Task definitions within
the process model can nominate the specific role to which they should be routed,
however the actual population of individual roles occurs at runtime.
Overview The Role-based Distribution pattern is specified as a relationship between a task and a (non-empty) group of roles. At runtime, work items associated
with the task are distributed to one or more of the resources participating in these
roles.
Context There are no specific context conditions associated with this pattern.
Implementation All of the offerings examined support Role-based Distribution
in some form. Generally roles serve as groupings of resources with similar characteristics or authority and provide a means of decoupling the routing of a work
item from that of resource management. The most restrictive approach to role
definition occurs in Staffware where only one resource can be identified for each
role although it is possible to specify multiple roles when defining the routing of a
work item. WebSphere MQ allows multiple resources to be specified for each role
and also multiple roles to be used when routing a work item. iPlanet supports
roles in a similar way although the actual mechanism used for work item distribution takes the form of an expression which includes the various roles rather
than simply listing the roles to which the work item will be forwarded. COSA
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also uses roles as a grouping mechanism for resources and allows them to be used
as a routing mechanism for work items, however where a work item is routed to
multiple resources, it appears on a shared (group) work queue rather than being
replicated on the work lists of individual resources. COSA provides support for
explicitly representing quite complex organizational structures and work distribution mechanisms by allowing role, organizational and authorization hierarchies
to be distinctly modelled and drawn together where required in the distribution
functions for individual work items. FLOWer supports multiple users per role
and allows a user to play different roles in distinct cases. Roles serve as the main
basis of work item distribution although resources have a reasonable degree of
autonomy in selecting the work items (and cases) that they will undertake rather
than having work items directly assigned to them. BPMN and UML 2.0 ADs
support roles through the use of pools and swimlane constructs. Oracle BPEL
supports the pattern although it does not differentiate between roles and groups
and a work item distributed to a role is visible in the worklist of all members of
that role.
Issues In some PAIS, the concepts of roles and groups are relatively synonymous.
Roles serve as an abstract grouping mechanism (i.e. not just for resources with
similar characteristics or authority, but also for identification of organizational
units, (e.g. teams, departments etc.) and provide a means of distributing work
across a number of resources simultaneously. One difficulty that arises with this
use of roles occurs where the intention is to offer a work item to several resources
with the expectation that they will all work on it.
Solutions Staffware provides support for group-based work distribution. It operates in much the same way as Role-based Distribution with groups being identified
within the workflow system consisting of several resources. Individual resources
may belong to more than one group (unlike the situation with roles) and a task
within the process model can be specified as requiring routing to a specific group
at runtime. However the operation of group-based distribution differs from Rolebased Distribution at runtime with a work item that is allocated to a group being
visible to all of the resources in the group and not specifically (and privately)
assigned to one of them during the allocation process. Group-based distribution
is non-deterministic with respect to resources and the work item is ultimately
allocated to the first resource in the group that commences work on it. From
this point, none of the other resources in the group can execute it although it
remains in the work queue of all of the resources until it has been completed. As
indicated above, Oracle BPEL does not differentiate between roles and groups,
however only one of the users corresponding to a given role can actually undertake a work item where it is subject to role-based distribution. None of the other
offerings examined provide support for this approach to work distribution.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-3 (Deferred Distribution)
Description The ability to specify at design-time that the identification of the
resource(s) to which instances of this task will be distributed will be deferred
until runtime.
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Example
– Identification of who will execute the Assess Damage task is deferred until runtime. During execution of a case, the next resource field will hold the identity
of the resource to whom instances of the task should be allocated.
Motivation Deferred Distribution takes the notion of indirect work distribution
one step further and allows the process designer to defer the need to identify
the resource for a specific task (or work items corresponding to the task) until
runtime. One means of achieving this is to nominate a data field from which the
identity of the resource to which a work item should be routed can be determined
at runtime. The identity of the resource can be changed dynamically during
process execution by updating the value of the data field, thus varying the resource
allocation of future work items which are contingent on it.
Overview The Deferred Distribution pattern is specified as a relationship between a task and a (non-empty) group of data elements. Each data element is
assumed to hold either a resource or role name. At runtime, when an instance
of the task is triggered, the values of the data element(s) is retrieved and are
aggregated to give a set of resources to which work item(s) associated with the
task may be distributed. The work item(s) is then distributed to these resources.
Context There is one context condition associated with this pattern: the offering
supports direct or role-based distribution.
Implementation This approach to work distribution is generally achieved by
associating the name(s) of the data element which will contain the resource identity with the task at design-time. In order to facilitate this, the name needs to
be a data element within the scope of the task at runtime – usually a case level
data element. It is possible that more than one data element (and hence more
than one resource) could be taken into account when deciding on the allocation
at runtime. Staffware, WebSphere MQ and Oracle BPEL directly support this
pattern.
Issues Two significant issues arise in implementing this pattern:
• Determining whether the value in the data field relates to a specific resource, group or role name. This determination is important as it varies
the approach taken to work distribution.
• Ensuring that the data field contains a valid resource identity.
Solutions The first of these issues is usually addressed by ensuring that the
names used for specific resources, groups and roles are disjoint. This means that
a name cannot be used in more than one context and hence there is no potential
for ambiguity at runtime.
The second issue is more problematic as a data element can potentially contain
any value and there is no means of ensuring that it corresponds to an actual
resource in the organizational model or to specify the action to take when the
resource name is invalid. A means of handling this issue via exceptions is discussed
in Chapter 5
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Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption.
Pattern WRP-4 (Authorization)
Description The ability to specify the range of privileges that a resource possesses in regard to the execution of a process. In the main, these privileges define
the range of actions that a resource can initiate when undertaking work items
associated with tasks in a process.
Examples
– Only the Finance Director, Senior Loans Manager and Financial Accountant
are authorized to execute instances of the Finalize Loan task.
– Only Senior Managers can suspend instances of the conduct audit task.
Motivation Through the specification of authorizations on task definitions, it
is possible to define a security framework over a process that is independent
of the way in which work items are actually routed at runtime. This can be
used to restrict the range of resources that can access details of a work item or
request, execute or redistribute it. This ensures that unexpected events that may
arise during execution (e.g. work item delegation by a resource or reallocation to
another resource outside of the usual process definition) do not lead to unexpected
resources being able to undertake work items.
Overview The Authorization pattern takes the form of a set of relationships
between resources and the privileges that they possess in regard to a given process.
These privileges define the range of actions that the resource can initiate. They
are intended to be orthogonal to the work distribution directives specified for
individual tasks in a process and can include operations such as:
• choose – the ability to select the next work item that they will execute;
• concurrent - the ability to execute more than one work item simultaneously;
• reorder – the ability to reorder work items in their work list;
• view offers – the ability to view all offered work items in the process environment;
• view allocations – the ability to view all allocated work items in the process
environment;
• view executions – the ability to view all executing work items in the process
environment; and
• chained execution 28 – the ability to enter the chained execution mode.
Additionally, it is also possible to specify further user privileges on a per task
basis including:
28

See the Chained Execution pattern for further details.
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• suspend – the ability to suspend and resume instances of this task during
execution;
• stateless reallocate – the ability to reallocate instances of this task which
have been commenced to another user;
• stateful reallocate – the ability to reallocate instances of this task which
have been commenced to another user and retain any associated state data;
• deallocate – the ability to deallocate instances of this task which have not
been commenced and allow them to be re-allocated;
• delegate – the ability to delegate instances of this task which have not been
commenced to another user;
• skip – the ability to skip instances of this task; and
• piled execution 29 – the ability to enter the piled execution mode for work
items corresponding to this task.
Context There are no specific context conditions associated with this pattern.
Implementation COSA is the only offering observed that implements the notion of task authorization as a distinct concept to that of task distribution. It
treats authorization and distribution of tasks in a similar way in the design-time
model and provides facilities for defining the resources, groups and roles that are
authorized to execute a task and also those to which it can be allocated. FLOWer
uses roles as the main basis for case and work item distribution. Roles are organized as hierarchies and only resources that directly (or indirectly) possess a
required role are able to view and execute a specific work item.
Issues The range of resources that are authorized to undertake a task may not
correspond to those to which it could be assigned based on the current resource
pool within the PAIS.
Solutions COSA provides a solution to this scenario as follows:
• Where a resource is allocated a work item that it is not authorized to
execute, the work item will appear in its work list, but the resource cannot
execute it. The resource can however reassign it to another resource that
may be able to execute it.
• Where a resource is authorized to undertake a given task, but the task
is not able to be distributed to the resource (i.e. the distribution rules
for the task preclude it from being allocated to the resource), work items
corresponding to the task will never appear in the work list for the resource
but the resource is able to execute them if they are directly allocated to it
by other resources.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
29

See the Piled Execution pattern for further details.
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Pattern WRP-5 (Separation of Duties)
Description The ability to specify that two tasks must be executed by different
resources in a given case.
Example
– Instances of the Countersign cheque task must be allocated to a different resource to that which executed the Prepare cheque task in a given case.
Motivation Separation of Duties allows for the enforcement of audit controls
within the execution of a given case. The Separation of Duties constraint exists
between two tasks in a process model. It ensures that within a given case, work
items corresponding to the latter task cannot be executed by resources that completed work items corresponding to the former task. Another use of this pattern
arises with PAIS that support multiple task instances. In this situation, the degree of parallelism that can be achieved when a multiple instance task is executed
can be maximized by specifying that as far as possible no two task instances can
be executed by the same resource.
Overview The Separation of Duties pattern relates a task t to a number of
other tasks that precede it in the process. Within a given case, work items
corresponding to task t cannot be distributed to any resource that previously
completed work items corresponding to tasks with which t has a Separation of
Duties constraint. As it is possible that preceding tasks may have executed more
than once within a given case, e.g. they may be contained within a loop or have
multiple instances, there may be a number of resources that are excluded from
undertaking instances of task t.
Context There are no specific context conditions associated with this pattern.
Implementation This pattern can be implemented in a number of distinct ways:
• WebSphere MQ and FLOWer provide the ability to specify at task level, a
link with another (preceding) task. At runtime, the work item corresponding to the task cannot be allocated to the same resource as that which
undertook the last instance of the work item corresponding to the linked
task.
• iPlanet utilizes the concepts of linked activities which allow the data elements of two distinct tasks to be shared and evaluate methods which define
how the work items for a given task will be allocated to the various resources within the workflow system. For a given task, a custom evaluate
method can be constructed which ensures it cannot be allocated to the same
resource that undertook the (preceding) instance of the task to which it was
linked.
• COSA allows the effect of Separation of Duties to be achieved through
the use of access rights which restrict the resource which undertook the
preceding work item in the process from executing the latter.
Issues None identified.
Solutions N/A.
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Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating where the same effect
can be achieved indirectly, e.g. using access rights on tasks or security constraints.
Pattern WRP-6 (Case Handling)
Description The ability to allocate the work items within a given case to the
same resource at the time that the case is commenced.
Example
– All tasks in a given case of the Prepare defence process are allocated to the
same Legal Advisor.
Motivation Case Handling is a specific approach to work distribution that is
based on the premise that all work items in a given case are so closely related
that they should all be undertaken by the same resource. The identification of
the specific resource occurs when a case (or the first work item in a case) requires
allocation.
Case Handling may occur on either a “hard” or “soft” basis, i.e. work items
within a given case can be allocated exclusively to the same resource which must
complete them all or alternatively it can serve as a guide to how work items
within a given case should be routed with an initial resource being identified as
having responsibility for all work items and subsequently delegating them to other
resources or allowing them to nominate work items they would like to complete.
Overview The Case Handling pattern takes the form of a relationship between
a process and one or more resources or roles. When an instance of the process is
initiated, a resource is selected from the set of resources and roles and the process
instance is allocated to this resource. It is expected that this resource will execute
work items corresponding to tasks in this process instance.
Context There are no specific context conditions associated with this pattern.
Implementation This approach to work distribution is not generally supported
by the offerings examined. Only FLOWer (which describes itself as a case handling system) provides direct support.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-7 (Retain Familiar)
Description Where several resources are available to undertake a work item,
the ability to allocate a work item within a given case to the same resource that
undertook a preceding work item.
Example
– If there are several suitable resources available to undertake the Prepare Match
Report work item, it should be allocated to the same resource that undertook
the Umpire Match task in a given workflow case.
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Motivation Distributing a work item to the same resource that undertook a
previous work item is a common means of expediting a case. As the resource
is already aware of the details of the case, it saves familiarization time at the
commencement of the work item. Where the two work items are sequential, it
also offers the opportunity for minimizing switching time as the resource can
commence the latter work item immediately on completion of the former.
This pattern is a more flexible version of the Case Handling pattern discussed
earlier. It only comes into effect when there are multiple resources available to
undertake a given work item and where this occurs, it favours the allocation of
the work item to the resource that undertook a previous work item in the case.
Unlike the Case Handling pattern (which operates at case level), this pattern
applies at the work item level and comes into play when a work item is being
distributed to a resource.
The Chained Execution pattern is related this pattern and is designed to
expedite the completion of a case by automatically starting subsequent work
items once the preceding work item is complete.
Overview The Retain Familiar pattern takes the form of a one-one relationship
between a task and a preceding task in the same process. Where it holds for a
task, when an instance of the task is created in a given case, it is distributed
to one of the nominated resources that completed one of the preceding tasks in
the same case. If the preceding task has been executed more than once, it is
distributed to one of the resources that completed it previously.
Context There are no specific context conditions associated with this pattern.
Implementation Not surprisingly, this pattern enjoys wider support than the
Case Handling pattern. WebSphere MQ allows individual work items to be allocated to the same resource that started another work item in a case or to the
resource that started the case itself. FLOWer provides a facility in the design-time
workflow model to enforce that a task must be executed by the same resource
as another specified task in the case. COSA does the same thing using a customized distribution algorithm for a specific work item that requires it to have
the same executor as another work item in the case. Similarly iPlanet achieves
the same result using the linked user concept which requires two work items to
be executed by the same resource. Oracle BPEL supports the pattern via the
ora:getPreviousTaskApprover() function.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-8 (Capability-based Distribution)
Description The ability to distribute work items to resources based on specific capabilities that they possess. Capabilities (and their associated values) are
recorded for individual resources as part of the organizational model.
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Example
– Instances of the Airframe Examination task should be allocated to an Engineer
with an aeronautics degree, an Airbus in-service accreditation and more than
10 years experience in Airbus servicing.
Motivation Capability-based Distribution provides a mechanism for offering or
allocating work items to resources through the matching of specific requirements
of work items with the capabilities of the potential range of resources that are
available to undertake them. This allows for a much more fine-grained approach
to selecting the resources suitable for completing a given task.
Overview Within a given organizational model, each resource is assumed to be
able to have capabilities recorded for them that specify their individual characteristics (e.g. qualifications, previous jobs) and their ability to undertake certain
tasks (e.g. licences held, trade certifications). Similarly it is assumed that capability functions can be specified that take a set of resources and their associated
capabilities and return the subset of those resources that conform to a required
range of capability values. Each task in a process model can have a capability function associated with it. Figure 4.4 illustrates the manner in which the
Capability-based Distribution pattern operates with a capability function matching a work item to a resource on the basis of both resource capabilities and work
item attributes.
resource: John Smith
Job: Auditor
SigningAuthority: $10M

work item: Review Audit

resource: Sue Bunn

Capability Function :=
AuditRegion: North

(resource.Job = ’Auditor’) AND

AuditValue: $5M

(work item.AuditValue <
resource.SigningAuthority)

Job: Marketing Mgr
Speciality: Branding

resource: Rex Large
Job: Auditor
SigningAuthority: $4M

Figure 4.4: Capability-based distribution
Capability-based Distribution can be either push or pull-based, i.e. the actual
distribution process can be initiated by the system or the resource. In the former
situation, the system determines the most appropriate resource(s) to which a
work item should be routed. In the latter, a resource initiates a search for an
unallocated work item(s) which it is capable of undertaking.
Context There are no specific context conditions associated with this pattern.
Implementation Capability-based Distribution is based on the specification of
capabilities for individual resources. Capabilities generally take the form of
attribute-value pairs (e.g. “signing authority”, “$10M”). A dictionary of capabilities can be defined in which individual capabilities have a distinct name and
the type and potential range of values that each capability may take can also be
specified. Similarly, tasks can also have capabilities recorded for them.
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The actual distribution process is generally based on the specification of functions (in some form of procedural or declarative language) which are evaluated at
runtime and determine how individual work items can be matched with suitable
resources. These may be arbitrarily complex in nature depending on the range
of capabilities that require matching between resources and work items and the
approach that is taken to ranking the matches that are achieved in order to select
the most appropriate resource to undertake a given work item. Both COSA and
iPlanet implement Capability-based Distribution through the use of user-specified
capability functions that form part of the process model. In both cases, the
strategy is push-based. Similarly Oracle BPEL supports the definition of user
properties and the ora:getUserProperty() function can be used when specifying
task distributions based on user capabilities. FLOWer uses case queries to determine which cases can be allocated to a specific resource. These can include data
elements relating to both the case and the individual resource.
Issues One issue associated with push-oriented Capability-based Distribution is
that it is possible for capability functions to identify more than one possible
resource to which a work item may be assigned. Where this occurs, the work item
may either be offered to multiple resources or assigned to one of the identified
resources on a random basis. It is also possible for the capability function to
return an empty set of possible resources.
A second issue relates to pull-oriented Capability-based Distribution, in that
it is possible for a resource to identify more than one work item that it is capable
of undertaking.
Solutions The first of these issues is not necessarily a problem although it may
result in sub-optimal resource allocations. It can be avoided through more precise
definition of capability functions. As an example, if the intention of the competence function in Figure 4.4 was to allocate the task to a single auditor, then a
ranking function (e.g. minimum) should be included in the competence function to
ensure only a single resource is returned. The problems associated with an empty
return value can be avoided by testing whether the capability function returns an
empty set and if so, assigning a default value for the resource. COSA provides
the ifnull operator for this purpose. iPlanet allows its evaluate methods to be
arbitrarily complex to cater for situations such as this and may include default
values or other schemes for identifying a suitable resource.
The second issue should not generally result in difficulties. Under a pull-based
distribution strategy, resources should anticipate the possible return of multiple
work items. In some systems, it is possible for a resource to query matching work
items without committing to executing them.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-9 (History-based Distribution)
Description The ability to distribute work items to resources on the basis of
their previous execution history.
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Examples
– Allocate the Finalize heart bypass task to the Surgeon who has successfully
completed the most of these tasks.
– Allocate the Core extraction task to the drill operator that has the lowest
utilization over the past 3 months.
Motivation History-based Distribution involves the use of information on the
previous execution history of resources when determining which of them a work
item should be distributed to. This is an analogue to common human experience
when determining who to distribute a specific work item to which considers factors
such as who has the most experience with this type of work item or who has had
the least numbers of failures when tackling similar tasks.
Overview History-based Distribution assumes the existence of historical distribution functions which take a set of resources and the previous execution history
for the process and return the subset of those resources that satisfy the nominated historical criteria. These may include factors such as the resource that
least recently executed a task, has executed it successfully the most times, has
the shortest turnaround time for the task or any other combination of requirements that can be determined from the execution history. Each task in a process
model can have a historical distribution function associated with it.
Context There are no specific context conditions associated with this pattern.
Implementation None of the offerings examined provide direct support for
History-based Distribution, however for some of them it is possible to achieve
some of the benefits of this approach by extending specific process models. There
are essentially two methods of facilitating this:
• Extend the details maintained by individual resources on their work history
and utilize this information when allocating work items.
• Extract details of work performance from the execution log and incorporate
these into the distribution process.
COSA and Oracle BPEL provide facilities for the second method via customized distribution functions utilizing the services of an external program to
make distribution decisions based on the contents of the execution log. iPlanet
is able to support both options using extended user profiles, modified task definitions to update user histories and customized distribution functions.
Issues The main difficulty with facilitating this distribution strategy is that it
places an additional processing overhead on process execution in order to maintain
user execution details in a format that can be used when distributing work items.
Solutions There is no immediate solution to this issue. Maintaining user execution profiles in a useful form requires additional processing to gather the required
information and additional storage to maintain it. Where the distribution strategy is not directly supported by an offering, modifications are required to the
process in order to achieve this. The only recommendation that can be made in
this situation is to gather and manage the least amount of execution history for
each resource that is required to facilitate the chosen work distribution strategy.
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Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if the same effect can be
achieved via programmatic extensions.
Pattern WRP-10 (Organizational Distribution)
Description The ability to distribute work items to resources based on their
position within the organization and their relationships with other resources.
Examples
– The Review Audit work item must be allocated to a Partner resource.
– The Authorize Expenditure work item must be allocated to the Manager of
the resource that undertook the Claim Expenditure work item in a given case.
Motivation Most offerings provide some degree of support for modelling the
organizational context in which a given process operates. This is an important
aspect of business process modelling and implementation as many work distribution decisions are made in the context of the organizational structure and the
relative position of individual resources both in the overall hierarchy and also
in terms of their relationships with other resources. The ability to capture and
emulate these types of work distribution strategies are an important requirement
if PAIS are to provide a flexible and realistic basis for managing work in an
organizational setting.
Overview Organizational Distribution assumes the existence of organizational
distribution functions which take a set of resources and the organizational model
associated with a process and return the subset of those resources that satisfy the
nominated organizational criteria. These may include factors such as members
of a specified department, resources holding a certain position, resources that
report to a nominated individual or any other combination of requirements that
can be determined from the organizational model. Each task in a process model
can have an organizational distribution function associated with it.
Context There are no specific context conditions associated with this pattern.
Implementation The degree of support for this pattern varies widely. Staffware
only incorporates basic organizational model which provides support for role and
group based work distribution. iPlanet is similar, only providing Role-based Distribution, however it lacks any form of integrated organizational model. FLOWer
extends the notion of Role-Based Distribution and provides limited support for
organizational structure in the form of a role hierarchy. WebSphere MQ supports
a hierarchical organizational model and in addition to Direct and Role-based
Distribution, it allows organizational relationships such as coordinator of role,
member of organizational unit, manager of organization and starter of activity to
be used for work item allocation. COSA also incorporates a hierarchical organizational model and supports work allocation based either on roles or characteristics
of the organizational model (e.g. supervisor, group membership). Oracle BPEL
provides support for an organizational model but only offers indirect support for
the pattern as there are no direct mechanisms for using its contents as the basis
for work distribution decisions (although this can be achieved via programmatic
extensions).
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Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if the same effect can be
achieved via programmatic extensions.
Pattern WRP-11 (Automatic Execution)
Description The ability for an instance of a task to execute without needing to
utilize the services of a resource.
Example
– The End of Day work item executes without needing to be allocated to a
resource.
Motivation Not all tasks within a process need to be executed under the auspices
of a human resource, some are able to execute independently once the specified
enabling criteria are met.
Overview Where a task is nominated as automatic, it is initiated immediately
when enabled. Similarly, upon its completion, subsequent tasks are triggered
immediately.
Context There are no specific context conditions associated with this pattern.
Implementation Staffware, FLOWer, COSA, iPlanet, BPEL, BPMN and UML
2.0 ADs all provide facilities for defining tasks which can run automatically within
the context of the process environment without requiring distribution to a resource. WebSphere MQ does not support automatic tasks and requires that all
work items be distributed to a user for execution.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.

4.4

Push patterns

Push patterns characterize situations where newly created work items are proactively offered or allocated to resources by the system. These may occur indirectly
by advertising work items to selected resources via a shared worklist or directly
with work items being allocated to specific resources. In both situations however,
it is the system that takes the initiative and causes the distribution process to occur. Figure 4.5 illustrates (as bold arcs) the potential state transitions associated
with push-based distribution:
• S:offer s corresponds to a work item being offered to a single resource.
• S:offer m corresponds to a work item being offered to multiple resources
(one of which will ultimately execute it).
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• S:allocate corresponds to a work item being directly allocated to a resource immediately after it has been created.
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Figure 4.5: Push patterns
Nine push patterns have been identified. These divide into three distinct
groups. The first three patterns identify the actual manner of work distribution whether the system offers the work item to a single resource, to multiple resources
or whether it allocates it directly to a single resource.30 These patterns correspond
directly to the bold arcs in Figure 4.5.
The second group of patterns relate to the means by which a resource is
selected to undertake a work item where there are multiple possible resources
identified. Three possible strategies are described – random allocation, round
robin allocation and shortest queue. These patterns correspond to alternate ways
in which the S:offer s and S:allocate transitions may occur.
The final three patterns identify the timing of the distribution process and
in particular the relationship between the availability of a work item for offering/allocation to resources and the time at which it commences execution. Three
variants are possible – work items are offered/allocated before they have commenced (early distribution), after they have commenced (late distribution) or
the two events are simultaneous (distribution on enablement). These patterns
do not have a direct analogue in Figure 4.5 but relate to the time at which the
S:offer s, S:offer m and S:allocate transitions may occur with respect to
the work item’s readiness to be executed (i.e. already started, immediate start or
subsequent start).
Pattern WRP-12 (Distribution by Offer – Single Resource)
Description The ability to distribute a work item to a selected individual resource on a non-binding basis.
Example
– The Prepare defense work item is offered to a selected Barrister.
30

These patterns assume a one-to-one correspondence between resources working on a work
item and work items being processed. In other words, resources cannot work on different work
items simultaneously and it is not possible that multiple resources work on the same work item.
In Section 4.9 this requirement is discussed further and relaxed slightly.
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Motivation This pattern provides a means of distributing a work item to a single
resource on a non-binding basis. The resource is informed of the work item being
offered but is not committed to executing it and can either ignore the work item
or redistribute it to other resources should it choose not to undertake it.
Overview Offering a work item to a single resource is the process analogy to
the act of “asking for consideration” in real life. If the resource decides not to
undertake it, the onus is still with the system to find another suitable resource
to complete it. Once a task has been enabled that is distributed on this basis,
a means of actually informing the selected resource of the pending work item is
required. The mechanism chosen, should notify the resource that a work item
exists that it may wish to undertake, however it should not commit the resource
to its execution and it should not advise any other resources of the potential work
item. Typically this is achieved by adding the work item to the work list of the
selected user with an offered status although other notification mechanisms are
possible. This pattern directly corresponds to the state transition denoted by arc
S:offer s in Figure 4.5.
Context There are no specific context conditions associated with this pattern.
Implementation Of the offerings examined, only iPlanet and Oracle BPEL
directly support the ability to offer a work item to a single resource without the
resource being committed to executing the work item. COSA provides a close
analogy to this concept in that it allows a resource to reject a work item that has
been allocated to it and placed on its work queue. When this occurs, the work
item goes through a subsequent reallocation process, ultimately resulting in it
being assigned to a different resource.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if work items cannot be
distributed on a non-binding basis but there are facilities for a resource to reject
a work item allocated to it.
Pattern WRP-13 (Distribution by Offer – Multiple Resources)
Description The ability to distribute a work item to a group of selected resources
on a non-binding basis.
Example
– The Sell portfolio work item is offered to multiple Stockbrokers.
Motivation This pattern provides a means of distributing a work item to multiple resources on a non-binding basis. The resources are informed of the work
item being offered but are not committed to executing it and can either ignore
the work item or redistribute it to other resources should they choose not to
undertake it.
Overview Offering a work item to multiple resources is the process analogy to
the act of “calling for a volunteer” in real life. It provides a means of advising a
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suitably qualified group of resources that a work item exists with the expectation
that one of them will actually commit to undertaking the activity although the
onus is still with the system to find a suitable resource should none of them agree
to undertake it. Once a task has been enabled that is distributed on this basis,
a means of actually informing the selected resources of the pending work item is
required. The mechanism chosen, should notify the resources that a work item
exists that they may wish to undertake, however it should not commit any of the
resources to its execution. Typically this is achieved by adding the work item
to the work lists of the selected resources with an offered status although other
notification mechanisms are possible. This pattern directly corresponds to the
state transition denoted by arc S:offer m in Figure 4.5.
Context There are no specific context conditions associated with this pattern.
Implementation Several offerings support the notion of work groups and allow
work items to be allocated to them. A work group is a group of resources with a
common organizational focus. When a work item is allocated to the group, each
of the members of the group is advised of its existence, but until one of them
commits to starting it and advises the system of this fact, it remains on the work
queue for each of the resources.
There are several possibilities for resources being advised of group work items
– they may appear on each of the individual resource’s work queues, each resource
may have a distinct work queue for group items on which they may appear or
all resources in a work group may have the ability to view a shared group work
queue in addition to their own dedicated work queue31 .
Distinct offerings handle the offering of a work item to multiple resources in
different ways:
• WebSphere MQ and Oracle BPEL both treat work items offered to multiple
resources in the same way as work items allocated to a specific resource and
they appear on the work list of resources to whom they are offered. When
a multiply-offered work item is accepted by one of the resources to which
it is offered, it is removed from the work lists of all other resources.
• Staffware and COSA support the concept of distinct user specific work
queues and group work queues. Where a multiply-offered work item is
accepted by a resource, it remains on the group work list but is not able to
be selected for execution by other resources.
• iPlanet supports distinct work queues for offered and queued (i.e. allocated)
work items. Once a multiply-offered work item has been accepted by a
resource, it is removed from all offered work queues and only appears on
the queued list for the resource which has accepted it.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
31

Note that it is impossible to actually differentiate between the last two alternatives.
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Pattern WRP-14 (Distribution by Allocation – Single Resource)
Description The ability to distribute a work item to a specific resource for
execution on a binding basis.
Example
– The Cover Comalco AGM work item should be allocated to the Finance Subeditor.
Motivation This pattern provides a means of distributing a work item to a
single resource on a binding basis. The resource is informed of the work item
being distributed to them and is committed to executing it.
Overview Allocating a work item to a single resource is the process analogy
to the act of “appointing an owner” in real life. It involves the system directly
assigning a work item to a resource without first offering it to other resources or
querying whether the resource will undertake it. In doing so, it passes the onus
of ensuring the work item is completed to the selected resource.
This approach to work distribution is also known as “heads down” processing
as it offers the resource little or no input in the work that they are allocated and
the main focus is on maximizing work throughput by keeping the resource busy.
In many implementations, resources are simply allocated a new work item once
the previous one is completed and they are not offered any insight into what work
items might lay ahead for them.
Once a task has been enabled that is distributed on this basis, a means of
actually informing the selected resource of the pending work item is required.
The mechanism chosen, should notify the resource that a work item exists that
they must undertake. Typically this is achieved by adding the work item to
the work list of the selected resource with an allocated status although other
notification mechanisms are possible. This pattern directly corresponds to the
state transition denoted by arc S:offer s in Figure 4.5.
Context There are no specific context conditions associated with this pattern.
Implementation Where a specific resource has been identified during the course
of work item distribution, this is the standard means of allocating a work item
to a resource. It is done pre-emptively by the system and necessitates that the
resource actually execute the work item unless it has recourse to a means of
rejecting it. All of the offerings examined support direct allocation of work items
to resources.
Issues None observed.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-15 (Random Allocation)
Description The ability to allocate a work item to a selected resource chosen
from a group of eligible resources on a random basis.
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Example
– The Judge case work item is allocated to a Magistrate on a random basis.
Motivation Random Allocation provides a non-deterministic mechanism for allocating work items to resources.
Overview This pattern provides a means of restricting the distribution of a work
item to a single resource. Once the possible range of resources that a work item
can be distributed to have been identified at runtime, one of these is selected at
random to execute the work item.
Context There are no specific context conditions associated with this pattern.
Implementation Of the offerings examined, only COSA provides direct support
for work allocation on a random basis using the random operator which forms part
of the user/group language. This is a scripting language which allows relatively
complex work allocation rules to be specified. Similarly, iPlanet and Oracle BPEL
allow the work distribution algorithm to be extended programmatically although
there is no direct support for random allocation within individual offerings.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if the same effect can be
achieved through programmatic extensions.
Pattern WRP-16 (Round Robin Allocation)
Description The ability to allocate a work item to a selected resource chosen
from a group of eligible resources on a cyclic basis.
Example
– Work items corresponding to the Umpire Match task are allocated to each
available Referee on a cyclic basis.
Motivation Round Robin Allocation provides a means of allocating work items
to resources on an equitable basis.
Overview This pattern provides a fair means of restricting the distribution of a
work item to a single resource. Once the possible range of resources that a work
item can be distributed to have been identified at runtime, one of these is selected
on a cyclic basis to execute the work item. The intention being that, over time,
each resource receives the same number of work items. One means of choosing
the appropriate resource is to select the resource that undertook the task least
recently. An alternative to this is for the system to keep track of the number
of times each resource has completed each task, thus enabling the one who has
undertaken it the least number of times to be identified.
Context There are no specific context conditions associated with this pattern.
Implementation None of the offerings examined provide direct support for
Round Robin Allocation. However COSA, iPlanet and Oracle BPEL provide
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facilities for specifying custom allocation strategies for workflow tasks. In the
case of COSA, a custom distribution algorithm can be specified (incorporating
an external program) that implements Round Robin Allocation. As the total
available working time for each user can be specified (as a percentage between 0
and 100%), there is the opportunity to establish a relatively fair basis for Round
Robin Allocation as this parameter is used when distributing work items to weight
the algorithm appropriately. For iPlanet, it is possible to develop an Evaluate
method that achieves a similar result. In Oracle BPEL an appropriate service
can be developed to enable work items to be distributed on this basis.
Issues By its nature, Round Robin Allocation requires details of individual resource allocations to be maintained so that a decision can be made as to which
resource should be used when the next allocation decision is made.
Solutions Where a PAIS does not directly support Round Robin Allocation, it is
left to the auspices of the process developer to implement a strategy for this form
of allocation. For the systems described above, COSA and Oracle BPEL rely on
the use of an external program to manage the allocation decision and keep track
of previous allocations. iPlanet utilizes Evaluate methods based on the TOOL
language and access to an external SQL database for managing allocations.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if the same effect can be
achieved through programmatic extensions.
Pattern WRP-17 (Shortest Queue)
Description The ability to allocate a work item to a selected resource chosen
from a group of eligible resources on the basis of having the shortest work queue.
Example
– The Heart Bypass Procedure is allocated to the Surgeon who has the least
number of operations allocated to them.
Motivation Shortest Queue provides a means of allocating work items to resources such that the chosen resource should be able to undertake the work item
as soon as possible.
Overview Shortest Queue distribution provides a means of allocating work items
to resources with the intention of expediting the throughput of a process instance
by ensuring that work items are allocated to the resource that is able to undertake
them in the shortest possible timeframe. Typically the shortest timeframe means
the resource with the shortest work queue although other interpretations are
possible.
Context There are no specific context conditions associated with this pattern.
Implementation In order to implement this distribution method, offerings need
to maintain information on the work items currently allocated to resources and
make this information available to the work item distribution algorithm. Of the
offerings examined, COSA provides the fewwork() function which allows this
pattern to be directly realized. iPlanet and Oracle BPEL provide facilities for
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programmatically extending the work item distribution algorithm and enabling
this to be achieved indirectly.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if the same effect can be
achieved through programmatic extensions.
Pattern WRP-18 (Early Distribution)
Description The ability to advertise and potentially distribute a work item to
resources ahead of the moment at which it is actually enabled.
Example
– The Captain BA12 London – Bangkok flight work item is offered to potential
Chief Pilots at least two weeks ahead of the time that it can commence.
Motivation Early Distribution provides a means of notifying resources of upcoming work items ahead of the time at which they need to be (or can be) executed.
This is useful where resources are able to provide some form of forward commitment (or booking) indicating they they will execute and complete a work item
at some future time. It also provides a means of optimizing the throughput of
a case by ensuring that minimal time is spent waiting for resource distribution
during case execution.
Overview Where a process contains a task that is identified as being subject
to Early Distribution, the existence of any work items corresponding to the task
can be advertised to resources as soon as an instance of a process is initiated.
Depending on the nature of the specific PAIS, these advertisements may simply
be an advance notification or (as in some case handling systems) they may constitute an actual offer or allocation of a work item. However in both cases, such
notifications do not imply that the work item is ready for execution and it is only
when the process advances to the task to which the work item corresponds, that
the work item can actually be commenced.
Context There are no specific context condition associated with this pattern.
Implementation None of the offerings examined directly support this pattern,
suggesting that the focus of production PAIS tends to be on the management
and completion of current work rather than on planning the optimal execution
strategy for future work items. FLOWer (a case handling system) provides the
ability for a resource to view future work items and potentially commence work
on them even though they are not the next items in the process sequence. The
case handling paradigm offers a different approach to work allocation. It is not
discussed in detail here and interested readers are referred to van der Aalst et
al.’s article [AWG05] for further information.
Issues None observed.
Solutions N/A.
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Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-19 (Distribution on Enablement)
Description The ability to advertise and distribute a work item to resources at
the moment that the task to which it corresponds is enabled for execution.
Example
– The Delivery Round work item is allocated to a Paper boy at the time it is
required to commence.
Motivation The simultaneous advertisement and distribution of a work item
when the task to which it corresponds is enabled constitutes the simplest approach
to work distribution from a resource perspective as it ensures that any work item
that a resource receives in its work list can be immediately acted upon.
Overview Distribution of a work item at the time that the task to which it
corresponds is enabled for execution is effectively the standard mechanism for
work distribution in a PAIS. The enablement of a task serves as the trigger for
the system to create an associated work item and make it available to resources
for execution. This may occur indirectly by placing it on the work lists for
individual resources or on the global work list or directly by allocating it to a
specific resource for immediate execution.
Context There are no specific context conditions associated with this pattern.
Implementation All of the offerings examined directly support this approach
to work distribution in some form.
Issues None observed.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-20 (Late Distribution)
Description The ability to advertise and distribute a work item to resources after
the task to which the work item corresponds has been enabled for execution.
Example
– The Service Car work item is only allocated to a Mechanic after the car has
been delivered for repair and the mechanic has less than 5 items in their worklist.
Motivation Late Distribution of work items effectively provides a means of “demand driving” a process by only advertising or allocating work items to resources
after the tasks to which they correspond have already been enabled for execution. This could potentially be much later than the time the tasks were enabled.
By adopting this approach, it is possible to reduce the current volume of work in
progress within a process instance. Often this strategy is undertaken with the aim
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of preventing resources from becoming overwhelmed by the apparent workload
even though they may not be required to undertake all of it themselves.
Overview Where a task is identified as being subject to Late Distribution, the
enablement of the task does not necessarily result in the associated work items
being distributed to resources for execution. Generally other factors are taken
into consideration (e.g. number of active work items, available resources etc.)
before the decision is made to advise resources of its existence. This approach to
work distribution provides the system with flexibility in determining when work
items are made available for execution and offers the potential to reduce context
switching when resources have multiple work items that they are attempting to
deal with. This approach to work distribution is often used in conjunction with
“heads down” processing where the focus is on maximizing work throughput and
the distribution of work is largely under the auspices of the system. At the other
end of the spectrum to this approach is Case Handling where the distribution
and management of work is largely at the discretion of individual resources.
Context There are no specific context conditions associated with this pattern.
Implementation None of the offerings examined support the notion of Late
Distribution for newly created work items. However, a similar notion is used by
some PAIS for redeploying work items that have been allocated to resources or
possibly have even commenced execution. COSA supports manual rerouting of
work items by workflow users. WebSphere MQ provides an API for rerouting of
work items. By doing this, the resources to which they are ultimately allocated
are unaware of their existence until they are placed in their worklist.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.

4.5

Pull patterns

Pull patterns correspond to the situation where individual resources are made
aware of specific work items, that require execution, either via a direct offer
from the system or indirectly through a shared work list. The commitment to
undertake a specific task is initiated by the resource itself rather than by the
system. Generally this results in the work item being placed on the specific work
list for the individual resource for later execution although in some cases, the
resource may elect to commence execution on the work item immediately. The
various state transitions associated with pull patterns are illustrated in Figure 4.6:
• R:allocate s corresponds to the situation where a work item has been
offered to a single resource and the resource has indicated it will commit to
executing the work item at some future time.
• R:allocate m corresponds to the situation where a work item has been
offered to multiple resources and one of the resources has indicated it will
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commit to executing the work item at some future time. The work item is
deemed to be allocated to that resource and is no longer available to the
other resources to which it was offered.
• R:start s corresponds to the situation where a work item which has been
offered to a single resource is started by that resource.
• R:start m corresponds to the situation where a work item which has been
offered to multiple resources is started by one of those resources.
• R:start corresponds to the situation where a work item which has been
allocated to a single resource is started by that resource.
Six pull patterns have been identified. These divide into two distinct groups.
The first three patterns identify the specifics of the actual “pull” action initiated
by the resource, with a particular focus on the work item state before and after the
interaction. These patterns correspond to the bold arcs in Figure 4.6. The second
group of patterns focus on the sequence in which the work items are presented to
the resource and the ability of the system and the individual resource to influence
the sequence and manner in which they are displayed. The final pattern in this
group illustrates the degree of freedom that the resource has in selecting the next
work item to execute. These patterns do not have a direct analogue in Figure 4.6
but apply to all of the “pull” transitions illustrated as bold arcs.
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Figure 4.6: Pull patterns
Note that the distinction between push and pull patterns is identified by the
initiator of the various transitions. For the push patterns in Figure 4.5, the state
transitions for work items are all triggered by the system, whereas in Figure 4.6
which denotes pull patterns, the transitions are initiated by individual resources.
Other characteristics of interest which ultimately lead to additional pull patterns,
relate to whether the resource has the ability to reorder their own work sequence
or it is determined by the system, and whether a resource can select which work
item they wish to commence next from those on its work queue.
Pattern WRP-21 (Resource-Initiated Allocation)
Description The ability for a resource to commit to undertake a work item
without needing to commence working on it immediately.
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Example
– The Clerk selects the Town Planning work items that she will undertake today
although she only commences working on one of these at this point.
Motivation This pattern provides a means for a resource to signal its intention to
execute a given work item at some point although it may not commence working
on it immediately.
Overview There are two variants of this pattern as illustrated by the bold arcs
in Figure 4.6, depending on whether the work item has been offered to a single
resource (R:allocate s) or to multiple resources (R:allocate m). In both cases,
the work item has its status changed from offered to allocated. It remains in the
work list of the resource which initiated the allocation. In the latter case, the
work item has been offered to multiple resources and it is therefore necessary to
remove it from all other work lists in which it may have appeared as an offer.
This ensures that only the resource to which it is now allocated can actually
commence working on it.
Context There are no specific context conditions associated with this pattern.
Implementation The implementation of this pattern generally involves the removal of the work item from a globally accessible or shared work list and its
placement on a work queue specific to the resource to which it is allocated. Surprisingly only two of the offerings examined supports this function. COSA allows
a resource to reserve a work item that is displayed on a shared or global worklist
for later execution by a user, however in doing so, the entire process instance is
locked by the resource until the work item is completed or the reserve timeout
is reached. In FLOWer, cases are retrieved for a given resource via a case query
which specifies the distribution criteria for cases that can be allocated to the resource. Where a resource executes a case query and a matching case is identified,
all of the work items in the case are effectively allocated to the resource. Each of
these work items is listed in the resource’s work tray but is not commenced until
specifically requested by the resource.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if there are any sideeffects associated with the implementation of the pattern.
Pattern WRP-22 (Resource-Initiated Execution – Allocated Work Item)
Description The ability for a resource to commence work on a work item that
is allocated to it.
Example
– The Courier Driver selects the next Delivery work item which is allocated to
it and commences work on it.
Motivation Where a resource has work items that it has committed to execute, but has not yet commenced, a means of signalling their commencement is
required. This pattern fulfils that requirement.
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Overview This pattern corresponds to the R:start transition illustrated in Figure 4.6. It results in the status of the selected work item being changed from
allocated to started. It remains in the same work list.
Context There are no specific context conditions associated with this pattern.
Implementation The general means of handling that a work item has been allocated to a resource is to place it on a resource-specific work queue. This ensures
that the work item is not undertaken by another resource and that the commitment made by the resource to which it is allocated is maintained. Staffware,
WebSphere MQ, FLOWer, COSA and Oracle BPEL all support the concept of
resource-specific work queues and provide mechanisms in the work list handlers
for resources to indicate that an allocated work item has been commenced.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-23 (Resource-Initiated Execution – Offered Work Item)
Description The ability for a resource to select a work item offered to it and
commence work on it immediately.
Example
– The Courier Driver selects the next Delivery work item from those offered and
commences work on it.
Motivation In some cases it is preferable to view a resource as being committed
to undertaking a work item only when the resource has actually indicated that it
is working on it. This approach to work distribution effectively speeds throughput
by eliminating the notion of work item allocation. Work items remain on offer
to the widest range of appropriate resources until one of them actually indicates
they can commence work on it. Only at this time is the work item removed from
being on offer and allocated to a specific resource.
Overview There are two variants of this pattern as illustrated by the bold arcs
in Figure 4.6, depending on whether the work item has been offered to a single
resource (R:start s) or to multiple resources (R:start m). In both cases, the
work item has its status changed from offered to started. It remains in the work
list of the resource which initiated the work item. In the latter case, the work item
has been offered to multiple resources and it is therefore necessary to remove it
from all other work lists in which it may have appeared as an offer. This ensures
that only one resource can actually work on it.
Context There are no specific context conditions associated with this pattern.
Implementation This approach to work distribution is adopted by Staffware,
WebSphere MQ and COSA for shared work queues (e.g. group queues). For
these systems, a work item remains on the queue until a resource indicates that
it has commenced it. At this point, its status changes and no other resource can
execute it although it remains on the shared queue until it is completed. iPlanet
c 2007 N.C. Russell – Page 201
PhD Thesis – °

Chapter 4. Resource Perspective

and Oracle BPEL adopt a similar approach for all work items and effectively
presents each resource with a single amalgamated queue of work items allocated
directly to it and also those offered to a range of resources. The resource must
indicate when it wishes to commence a work item. This results in the status of
the work item changing and it being removed from any other work queues on
which it might have existed.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-24 (System-Determined Work Queue Content)
Description The ability of the system to control the content and sequence in
which work items are presented to a resource for execution.
Example
– Depending on the configuration specified in the process model, the workflow
engine presents work items to resources either in order of work item priority or
date created.
Motivation This pattern provides the system with the ability to specify the
ordering and content of work items in a resource’s work list. In doing so, the
intention is that the system can influence the sequence in which concurrent work
items are executed by resources by managing the information presented for each
work item.
Overview Where an offering provides facilities for specifying the default ordering
in which work items are presented to resources, the opportunity exists to enforce
a work ordering policy for all resources or on a group-by-group or individual
resource basis. Such ordering may be time-based (e.g. FIFO, LIFO, EDD) or
relate to data values associated with individual work items (e.g. cost, required
effort, completion time). The ordering and content of work lists can be specified
individually for each user or on a whole-of-process basis.
Context There are no specific context conditions associated with this pattern.
Implementation Where this concept is supported by individual PAIS, it is generally done so in terms of a single ordering sequence for all resources. Both
Staffware and iPlanet support the ordering of work items on a priority basis for
each resource’s worklist. In both cases they also support the dynamic reordering
of worklists as the priorities of individual work items change.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
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Pattern WRP-25 (Resource-Determined Work Queue Content)
Description The ability for resources to specify the format and content of work
items listed in the work queue for execution.
Example
– The Coordinator resource has a work list ordered by time of receival.
Motivation Enabling resources to specify the format, content and ordering of
their work queue provides them with a greater degree of flexibility in both the
selection of offered work items for execution and also in how they tackle work
items which they have committed to execute or have been allocated to them.
Overview Typically this pattern manifests itself as the availability of a range of
sorting and filtering options that resources can access to tailor the format of their
work list. These options may be either transient views that they can request or
alternately can take the form of permanent configuration options for their work
lists.
Context There are no specific context conditions associated with this pattern.
Implementation For those offerings which provide a client application for resources to interact with the PAIS, the ability to be able to sort and filter work
items is relatively commonplace. Staffware, WebSphere MQ and Oracle BPEL
allow any work item attribute to be used as the basis of the sort criterion or
for filtering the work items that are displayed. FLOWer goes a step further and
allows the user to specify “case queries” which define the type of cases that are
retrieved into their work tray. COSA allows multiple views of available work to
be defined and used at the resource level and includes support for the filtering of
work items and specification of worklist queries.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-26 (Selection Autonomy)
Description The ability for resources to select a work item for execution based
on its characteristics and their own preferences.
Example
– Of the outstanding Pruning work items, the Head Gardener chooses the one
for execution they feel they are best suited to.
Motivation The ability for a resource to select the work item that they will
commence next is a key aspect of the “heads up” approach to process execution.
It aims to empower resources and let them have the flexibility to prioritize and
organize their own individual work sequence.
Overview This pattern is a common feature provided by work list handlers in
most PAIS. It typically manifests itself in one of two forms: either a resource is
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able to execute multiple work items simultaneously and thus can initiate additional work items of their choice at any time or they are limited to executing one
work item at a time, in which case they can only commence a new work item
when the previous one is complete although they can choose which work item
they will commence next. Where a system implements “heads down” processing, it is common for the Selection Autonomy pattern to be disabled and for the
system to determine which work item a resource will execute next.
Context There are no specific context conditions associated with this pattern.
Implementation All of the offerings examined (except BPMN and UML 2.0
ADs which do not support any notion of worklist handler) provide support for
this pattern.
Issues One consideration with this pattern is whether resources are still offered
complete flexibility to choose which work item they will undertake next when
there are urgent work items allocated to them or whether the system can guide
their choice or dictate that a specific work item will be undertaken next.
Solutions Where autonomy is offered to resources in terms of the work items that
they choose to execute, it is typically not revoked even in the face of pressing work
items. Staffware and WebSphere MQ provide a means of highlighting urgent work
items but do not mandate that these should be executed. Other PAIS examined
do not provide any facilities in this regard.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.

4.6

Detour patterns

Detour patterns refer to situations where work item distributions that have been
made to resources are interrupted either by the system or at the instigation of the
resource. As a consequence of this event, the normal sequence of state transitions
for a work item is varied. The range of possible scenarios for detour patterns are
illustrated in Figure 4.7.
There are a number of possible impacts on a work item, depending on its
current state of progression and whether the detour was initiated by the resource
with which the work item was associated or by the system. These include:
• delegation – where a resource allocates a work item previous allocated to it
to another resource;
• escalation – where the system attempts to progress a work item that has
stalled by offering or allocating it to another resource;
• deallocation – where a resource makes a previously allocated or started work
item available for offer and subsequent allocation;
• stateful reallocation – where a resource allocates a work item that it has
started to another resource and the current state of the work item is retained;
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Figure 4.7: Detour patterns

• stateless reallocation – where a resource allocates a work item that it has
started to another resource but the current state is not retained (i.e. the
work item is restarted);
• suspension/resumption – where a resource temporarily suspends execution
of a work item or recommences execution of a previously suspended work
item;
• skipping – where a resource elects to skip the execution of a work item
allocated to it;
• redo – where a resource repeats execution of a work item completed earlier;
and
• pre-do – where a resource executes a work item that is ahead of the current
execution point in a case.
Each of these actions relates to one or more transitions in Figure 4.7 and
corresponds to a specific pattern described below.
Pattern WRP-27 (Delegation)
Description The ability for a resource to allocate an unstarted work item previously allocated to it (but not yet commenced) to another resource.
Example
– Before going on leave, the Chief Accountant passed all of their outstanding
work items on to the Assistant Accountant.
Motivation Delegation provides a resource with a means of re-routing work
items that it is unable to execute. This may be because the resource is going
to be unavailable (e.g. on vacation) or because they do not wish to take on any
more work.
Overview Delegation is usually initiated by a resource via their work list handler.
It removes a work item that is allocated to them (but not yet commenced) and
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inserts it into the work list of another nominated resource. It is illustrated by the
R:delegate transition in Figure 4.7.
Context There are no specific context conditions associated with this pattern.
Implementation Generally the ability to delegate work items is included in
the client work list handler for a PAIS. Staffware, WebSphere MQ, COSA and
Oracle BPEL all provide the ability to manually redirect queued work items to a
nominated resource. COSA supports an enhanced notion of delegation in that it
redirects all work items corresponding to a specific task definition to a specified
resource.
Issues One consideration associated with Delegation is what happens where a
work item is delegated to a user who is not authorized to execute it.
Solutions This scenario is only a problem for offerings that support distinct
task routing and authorization mechanisms. Both Staffware and WebSphere MQ
allow a resource to execute any work item that is routed to them. However COSA
provides an authorization framework for work items that operates alongside the
distribution mechanism. In COSA, a work item could be distributed to a resource
that does not have authorization rights for it. Where this occurs, the resource can
view the work item in their work list but cannot execute it. The only resolution
is for them to delegate the work item to another resource that does have the
required authorization rights, or else acquire those rights themselves.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-28 (Escalation)
Description The ability of a system to distribute a work item to a resource or
group of resources other than those it has previously been distributed to in an
attempt to expedite the completion of the work item.
Example
– The review earnings work item was reallocated to the CFO. It had previously
been allocated to the Financial Accountant but the deadline for completion
had been exceeded.
Motivation Escalation provides the ability for a system to intervene in the conduct of a work item and assign it to alternative resources. Generally this occurs as
a result of a specified deadline being exceeded, but it may also be a consequence
of pre-emptive load balancing of work allocations undertaken automatically by
the system or manually by the process administrator in an attempt to optimize
process throughput.
Overview There are various ways in which a work item may be escalated depending on its current state of progression and the approach that is taken to identifying
a suitable party to which it should be reassigned. The possible range of alternatives are illustrated by the S:escalate oo, S:escalate om, S:escalate ao,
S:escalate sm, S:escalate am, S:escalate mm, S:escalate so, S:escalatesa and S:escalate aa transitions in Figure 4.7. An escalation action is triggered by the system or process administrator and results in the work item being
c 2007 N.C. Russell – Page 206
PhD Thesis – °

Chapter 4. Resource Perspective

removed from the work lists of all resources to which it was previously offered or
allocated and added to the work lists of the users to which it is being reassigned
in either an offered or allocated state.
Context There are no specific context conditions associated with this pattern.
Implementation Staffware, COSA and iPlanet provide direct support for deadlines on work items and allow alternate work items to be triggered (with distinct
routing options) in the event that a work item fails to be completed in the required timeframe. Oracle BPEL also provides an escalation mechanism that
allows a work item to be automatically rerouted up to three times. WebSphere
MQ provides reminders that notify a nominated resource that a given work item
has exceeded a specified deadline.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if programmatic extensions are required.
Pattern WRP-29 (Deallocation)
Description The ability of a resource (or group of resources) to relinquish a work
item which is allocated to it (but not yet commenced) and make it available for
distribution to another resource or group of resources.
Example
– As progress on the Conduct initial investigation work item is not sufficient,
the Level 1 support officer resource has made it available for reallocation to
another Support Consultant.
Motivation Deallocation provides resources with a means of relinquishing work
items allocated to them and making them available for re-distribution to other
resources. This may occur for a variety of reasons including insufficient progress,
availability of a better resource or a general need to unload work from a resource.
Overview There are two possible variations to Deallocation – either the work
item can be offered to a single resource or to multiple resources. These transitions
are illustrated by the R:deallocate s and R:deallocate m arcs in Figure 4.7.
Context There are no specific context conditions associated with this pattern.
Implementation Despite the potential that this pattern offers for actively managing the workload across a process, it is not widely implemented. COSA supports
this pattern through the redistribution function. iPlanet provides the ability for
the workflow engine to reset the status of an active work item to ready. This
has the effect of causing the work item to be reallocated using the same set of
distribution criteria as were previously utilized for the work item. Oracle BPEL
provides a similar “release” feature.
Issues One problem that can arise when deallocating a work item is that it could
ultimately be re-allocated to the same resource that it was previously retrieved
from.
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Solutions As the act of deallocating a work item is generally disjoint from that
of reallocating it, the potential always exists for reallocation to the same resource
unless active measures are taken to ensure that this does not occur. Generally
there are three approaches for doing this:
• Make the resource unavailable for the period in which the reallocation will
occur so that it is not considered in the work item redistribution.
• Stop the resource accepting new allocations or offers.
• Ensure that the distribution algorithm does not attempt to allocate a work
item to a resource to which it has previously been allocated.
For iPlanet, the second and third options are both possible solutions where the
workflow is running in “heads up” mode and resources have work items offered
to them. Where it is running “heads down” and resources are directly allocated
the next work item without an offer occurring, only the third option is feasible.
In COSA and Oracle BPEL, there is no direct solution to this problem.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-30 (Stateful Reallocation)
Description The ability of a resource to allocate a work item that they are
currently executing to another resource without loss of state data.
Example
– The Senior Partner has suspended work on the Building Society Audit Plan
work item and passed it to the Junior Project Manager for further work.
Motivation Stateful Reallocation provides a resource with the ability to offload
currently executing work items to other resources whilst maintaining the current
state of the work item and the results of work undertaken on it to date. In the
main, this centres on the ability to retain the current values of all data elements
associated with the work item. It is motivated by the need for a resource to pass
on a work item to another resource without losing the benefit of any work that
has already been undertaken in regard to it.
Overview This pattern corresponds to the R:reallocation with state arc in
Figure 4.7. It is interesting to note the similarities between this pattern and
the Delegation pattern. Both patterns result in a work item being reassigned to
another resource. The main difference between them is that Delegation can only
occur for a work item that has not yet commenced execution whereas this pattern
applies to work items that are currently being executed.
Context There are no specific context conditions associated with this pattern.
Implementation Staffware, WebSphere MQ, COSA and Oracle BPEL all support the notion of reallocating a work item to another resource with preservation
of state in some form. Staffware only allows suspended work items to be reallocated hence it achieves a partial support rating. WebSphere MQ, COSA and
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Oracle BPEL provides support for reallocation through the transfer, reroute and
reassign functions respectively.
Issues There are two potential issues associated with the reallocation of a work
item to another resource whilst still preserving state information: (1) managing
the transfer of state data without introducing issues related to the concurrent use
of the same data elements and (2) ensuring the resource to which the work item
is reallocated is entitled to execute it and access the associated state information.
Solutions There are a number of potential solutions to the first of these issues.
One solution is to limit access to relevant state data elements to the resource
executing the work item. This is the approach adopted by WebSphere MQ and
COSA which use data containers to manage the data elements being passed between work items and work item specific data elements to manage state respectively. Staffware neatly avoids this issue by only allowing work items that are
suspended to be reallocated.
The second of these issues is potentially more problematic. Staffware and
WebSphere MQ do not impose any restrictions on the resources to which work
items can be reallocated and any reassignments that a resource makes may be
potentially inconsistent with the work distribution strategy implied by the process
model. COSA provides an authorization framework over work items in addition
to the work distribution mechanism. Where a work item is reallocated to another
resource, that resource must have the required authorization to execute the task
otherwise they will not be able to undertake it and will be required to further
reallocate it to a resource that can.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if there are any limitations on the type of work items that can be reallocated.
Pattern WRP-31 (Stateless Reallocation)
Description The ability for a resource to reallocate a work item that it is currently executing to another resource without retention of state.
Example
– As progress on the Recondition Engine work item is not sufficient, it has been
reallocated to another Mechanic who will restart it.
Motivation Stateless Reallocation provides a lightweight means of reallocating
a work item to another resource without needing to consider the complexities
of state preservation. In effect, when this type of reallocation occurs all state
information associated with the work item (and hence any record of effective
progress) is lost and the work item is basically restarted by the resource to which
it is reassigned.
Overview This pattern is illustrated by the R:reallocation no state arc in
Figure 4.7. It has similarities in terms of outcome with Delegation and Escalation
patterns in that the work item is restarted except that in this scenario, the work
item has already been partially executed prior to the restart. This pattern can
only be implemented for work items that are capable of being redone without any
consequences relating to the previous execution instance(s).
c 2007 N.C. Russell – Page 209
PhD Thesis – °

Chapter 4. Resource Perspective

Context There are no specific context conditions associated with this pattern.
Implementation None of the offerings examined directly implement this approach to reallocation. It is included in this taxonomy as it constitutes a useful
simplification of the Stateful Reallocation pattern.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-32 (Suspension/Resumption)
Description The ability for a resource to suspend and resume execution of a
work item.
Example
– The Secretary has suspended all Board Meeting work items whilst the Board
is being reconstituted.
Motivation In some situations, during the course of executing a work item,
a resource reaches a point where it is not possible to progress it any further.
Suspension provides the ability for the resource to signal a temporary halt to
the system of any work on the particular work item and switch its attention to
another.
Overview Suspension and Resumption actions are generally initiated by a resource from their work list handler. A suspended work item remains in the
resource’s work list but its state is generally notated as suspended. It is able to
be restarted at some future time. This pattern is illustrated by the R:suspend
and R:resume arcs in Figure 4.7.
Context There are no specific context conditions associated with this pattern.
Implementation This pattern is implemented in a variety of different ways.
Staffware allows work items that utilize a form to be suspended at any stage
via the Keep option. Kept work items stay on the resource’s work list and can
be re-started later. WebSphere MQ doesn’t allow individual work items to be
suspended but does support the suspension of an entire workflow case. COSA
directly supports the notion of suspension and where a work item is suspended,
it is removed from the resource’s work list and placed in a resubmission queue.
At the point of suspension, a timeframe is nominated and after this has expired,
the work item is again placed on the resources work list. Oracle BPEL provides
suspend and resume functions within the worklist handler.
Issues One issue that can arise for suspended items that remain in a shared
queue is whether they can be executed by other resources that may have access
to the same queue.
Solutions This situation arises in Staffware and is actually used as a means of
sharing a work item to which several resources may wish to contribute. When
an item is suspended, all data that is associated with the work item (e.g. form
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data elements) are saved and become available to any other resource that may
wish to resume the task. Any resource that can access a work item can signal its
completion via the Release function.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if there are any limitations on the work items that can be suspended or if the entire case must be
suspended to achieve the same effect.
Pattern WRP-33 (Skip)
Description The ability for a resource to skip a work item allocated to it and
mark the work item as complete.
Example
– The Ground Curator has elected to skip the Roll Pitch work item previously
allocated to it.
Motivation The ability to skip a work item reflects the common approach to
expediting process instances by simply ignoring non-critical activities and assuming them to be complete such that work items associated with subsequent tasks
can be commenced.
Overview The Skip pattern is generally implemented by providing a means for
a resource to advance the state of a work item from allocated to completed. This
pattern is illustrated by the R:skip arc in Figure 4.7.
Context There are no specific context conditions associated with this pattern.
Implementation WebSphere MQ, FLOWer, COSA and Oracle BPEL directly
support the ability for a resource to skip work items allocated to them.
Issues The main consideration that arises where work items could potentially be
skipped is how to deal with data gathering requirements (e.g. forms that need to
be completed by the resource) that are embodied within the work item. In the
situation where a work item is skipped, it is generally just marked as complete
and no further execution is attempted. Subsequent work items that may be
expecting data elements or other side-effects resulting from the skipped work
item could potentially be compromised.
Solutions Where an offering supports the ability for work items to be skipped, it
is important that subsequent work items do not necessarily rely on the output of
previous work items unless absolutely necessary. The use of static data elements
such as default parameter values can avoid many of the consequences of data not
being received. More generally however in order to avoid these problems, the
ability is required within a PAIS to specify work items that must be completed
in full and to specifically identify any resources that are allowed to initiate a skip
action.
Evaluation Criteria An offering achieves full support if satisfies the description
for the pattern.
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Pattern WRP-34 (Redo)
Description The ability for a resource to redo a work item that has previously
been completed in a case. Any subsequent work items (i.e. work items that
correspond to subsequent tasks in the process) must also be repeated.
Example
– The Inspector has decided to redo the Interview Key Witness work item.
Motivation The Redo pattern allows a resource to repeat a work item that has
previously been completed. This may be based on a decision that the work item
was not undertaken properly or because more information has become available
that alters the potential outcome of the work item.
Overview The Redo pattern effectively provides a means of “winding back”
the progress of a case to an earlier task. The difficulties associated with doing
this where a process instance involves multiple users means the pattern is not a
common PAIS feature, however for situations where all of the work items in a
case are allocated to the same user (e.g. in a case handling system), the problem
is more tractable. One consideration in utilizing this pattern is that whilst it is
possible to regress the execution state in a case, it is generally not possible to
wind back the state of data elements, hence any necessary reversion of data values
needs to be managed at the level of specific applications and is not a general PAIS
feature. This pattern is illustrated by the R:redo arc in Figure 4.7.
Context There is one context condition associated with this pattern: any shared
data elements (i.e. block, scope, case data etc.) cannot be destroyed during the
execution of a case.
Implementation Of the offerings examined, only FLOWer provides the ability
to redo a previously completed work item.
Issues Redoing a previously completed work item can have significant consequences on the execution of a case. In particular, the validity of any subsequent
work items is questionable as redoing a preceding work item may impact data
elements utilized by these work items during their execution.
Solutions FLOWer addresses this issue by requiring any work items that depend
on a “redone” work item to also be repeated before the case can be marked as
complete.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption.
Pattern WRP-35 (Pre-Do)
Description The ability for a resource to execute a work item ahead of the time
that it has been offered or allocated to resources working on a given case. Only
work items that do not depend on data elements from preceding work items can
be “pre-done”.
Example
– The Inspector has completed the Charge Suspect work item even though the
preceding Interview Witness work items have not yet been completed.
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Motivation The Pre-Do pattern provides resources with the ability to complete
work items in a case ahead of the time that they are required to be executed, i.e.
prior to them being offered or allocated to resources working on the case. The
motivation for this being that overall throughput of the case may be expedited
by completing work items as soon as possible regardless of the order in which
they appear in the actual process specification.
Overview The Pre-Do pattern effectively provides a means of completing the
work items in a case in a user-selected sequence. There are difficulties associated
with doing this where later work items rely on data elements from earlier work
items hence the pattern is not a common PAIS feature, however for situations
where all of the work items in a case are allocated to the same user and there is
less data coupling or the implications of shared data can be managed by resources
(e.g. in a case handling system), the problem is more tractable. This pattern is
not illustrated in Figure 4.7.
Context There is one context condition associated with this pattern: any shared
data elements (i.e. block, scope, case data etc.) must be created at the beginning
of the case.
Implementation Of the offerings examined, only FLOWer provides the ability
to pre-do a work item.
Issues One consideration associated with pre-doing work items is the fact that
outcomes of preceding work items that are executed after the time at which the
“pre-done” work item is completed may result in the “pre-done” work item being
repeatedly re-executed.
Solutions There is no immediate solution to this problem other than careful
selection of work items that are to be done in advance. As a general rule, work
items that are to be “pre-done” should not be dependent on data elements that
are shared with preceding work items or the outcome of these work items.
Evaluation Criteria Full support for this pattern is demonstrated by any offering which provides a construct which satisfies the description when used in a
context satisfying the context assumption.

4.7

Auto-start patterns

Auto-start patterns relate to situations where execution of work items is triggered
by specific events in the lifecycle of the work item or the related process definition.
Such events may include the creation or allocation of the work item, completion of
another instance of the same work item or a work item that immediately precedes
the one in question. The state transitions associated with these patterns are
illustrated by the bold arcs in Figure 4.8.

c 2007 N.C. Russell – Page 213
PhD Thesis – °

Chapter 4. Resource Perspective

S:start_on_create
offered to a
single resource

suspended

R:suspend
S:offer_s

S:create

R:allocate_s

S:allocate

created

S:offer_m

R:start_s

R:resume

allocated to a
single resource

S:start_on_
allocate

started

R:fail

R:allocate_m

R:complete

completed

S:piled_execution
S:chained_execution

R:start_m
offered to
multiple
resources

failed

Figure 4.8: Auto-start patterns

Pattern WRP-36 (Commencement on Creation)
Description The ability for a resource to commence execution on a work item
as soon as it is created.
Example
– The End of Month work item is allocated to the Chief Accountant who must
commence working on it as soon as it is allocated to his work queue.
Motivation The ability to commence execution on a work item as soon as it is
created offers a means of expediting the overall throughput of a case as it removes
the delays associated with allocating the work item to a suitable resource and also
the time that the work item remains in the resource’s work queue prior to it being
started.
Overview Where a task is specified as being subject to Commencement on Creation, when the task is initiated in a process instance, the associated work item
is created, allocated and commenced simultaneously. This pattern is illustrated
by the transition S:start on create in Figure 4.8.
Context There are no specific context conditions associated with this pattern.
Implementation All offerings which support Automatic work items (i.e. work
items that can execute without requiring allocation to a resource) provide limited
support for the notion of Commencement on Creation. More complex however is
the situation where a work item must be allocated to a human resource as this
implies that both creation and allocation must occur simultaneously. COSA can
support this method of operation where a work item is initiated via a trigger. It
provides for a work item to be created and assigned to a specific resource in the
same command. This is the default method of work item initiation in BPMN and
UML 2.0 ADs.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
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Pattern WRP-37 (Commencement on Allocation)
Description The ability to commence execution on a work item as soon as it is
allocated to a resource.
Example
– Work on the Practice Tower Block Fire Drill work item commences as soon as
it is allocated to a Fire Team resource.
Motivation Although combined creation, allocation and commencement of work
items promotes more efficient process throughput, it effectively requires “hardcoding” of resource identities in order to manage work item allocation at creation
time. This obviates much of the advantage of the flexible resource assignment
strategies offered by PAIS. Commencing work items at the point of allocation
does not require resource identity to be predetermined and offers a means of
expediting throughput without necessitating changes to the underlying process
model.
Overview Where a task is specified as being subject to Commencement on Allocation, the act of allocating an associated work item in a process instance also
results in it being commenced. In effect, it is put into the work list of the resource
to which it is allocated with a started status rather than an allocated status. This
pattern is illustrated by the transition S:start on create in Figure 4.8.
Context There is no specific context conditions associated with this pattern.
Implementation The potential exists to implement this pattern in one of two
ways: (1) Commencement on Allocation can be specified within the process model
and (2) individual resources can indicate that items in their work list are to be
initiated as soon as they are received. WebSphere MQ provides support for the
second approach.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-38 (Piled Execution)
Description The ability to initiate the next instance of a task (perhaps in a
different case) once the previous one has completed with all associated work
items being allocated to the same resource. The transition to Piled Execution
mode is at the instigation of an individual resource. Only one resource can be in
Piled Execution mode for a given task at any time.
Example
– The next Clean Hotel Room work item can commence immediately after the
previous one has finished and it can be allocated to the same Cleaner.
Motivation Piled Execution provides a means of optimizing task execution by
pipelining instances of the same task and allocating them to the same resource.
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Overview Piled Execution involves a resource undertaking work items corresponding to the same task sequentially. These work items may be in different
cases. Once a work item is completed, if another work item corresponding to the
same task is present in the work queue, it is immediately started. In effect, the
resource attempts to work on piles of the same types of work items. The aim with
this approach to work distribution is to allocate similar work items to the same
resource which aims to undertake them one after the other thus gaining from the
benefit of exposure to the same task. This pattern is illustrated by the transition
R:piled execution in Figure 4.8. It is important to note that this transition is
represented by a dashed line because it jumps from one work item to another,
i.e., it links the life-cycles of two different work items in distinct cases.
Context There are no specific context conditions associated with this pattern.
Implementation To implement this pattern requires like work items to be allocated to the same resource and the ability for the resource to undertake related
work items on a sequential basis, immediately commencing the next one when
the previous one is complete. This is a relatively sophisticated requirement and
none of the offerings examined support it. It is included in this taxonomy as it
constitutes a logical extension of the concepts that underpin the Commencement
on Creation pattern enabling instances of the same task across multiple cases to
be allocated to a single resource.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-39 (Chained Execution)
Description The ability to automatically start the next work item in a case once
the previous one has completed. The transition to Chained Execution mode is at
the instigation of the resource.
Example
– Immediately commence the next work item in the Emergency Rescue Coordination process when the preceding one has completed.
Motivation The rationale for this pattern is that case throughput is expedited
when a resource is allocated sequential work items within a case and when a work
item is completed, its successor is immediately initiated. This has the effect of
keeping the resource constantly progressing a given case.
Overview Chained Execution involves a resource undertaking work items in the
same case in “chained mode” such that the completion of one work item immediately triggers its successor which is immediately placed in the resource’s
work list with a started status. This pattern is illustrated by the transition
R:chained execution in Figure 4.8. It is important to note that this transition
is represented by a dashed line because it jumps from one work item to another,
i.e., it links the life-cycles of two different work items.
Context There are no specific context conditions associated with this pattern.
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Implementation In order to implement this pattern effectively, the majority
(if not all) of the work items for a given case need to be allocated to the same
resource and it must execute them in a strict sequential order. This approach to
work distribution is best addressed by a case handling system and not surprisingly
FLOWer offers direct support for it. The manner in which work items are initiated
in BPMN and UML 2.0 ADs (i.e. as soon as the required number of initiating
tokens are received) implies that this pattern is the default behaviour exhibited
during process execution.
Issues Chained Execution offers a means of achieving rapid throughput for a
given case however in order to ensure that this does not result in an arbitrary
delay of other cases, it is important that cases are distributed across the widest
possible range of resources and that the distribution only occurs when a resource
is ready to undertake a new case.
Solutions This issue is managed in FLOWer by defining Work Profiles that
distribute cases appropriately and ensuring that resources only request new case
allocation when they are ready to commence the associated work items.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.

4.8

Visibility patterns

Visibility patterns classify the various scopes in which work item availability and
commitment are able to be viewed by resources. They give an indication of how
open to scrutiny the operation of a PAIS is.
Pattern WRP-40 (Configurable Unallocated Work Item Visibility)
Description The ability to configure the visibility of unallocated work items by
process participants.
Example
– The Process Worker can only see the unallocated work items that may be
subsequently allocated to them or they can volunteer to undertake.
Motivation The pattern denotes the ability of a PAIS to limit the visibility
of unallocated work items – either to potential resources to which they may
subsequently be offered or allocated, or to completely shield knowledge of created
but not yet allocated work items from all resources.
Overview The ability to view unallocated work items is usually implemented as
a configurable option on a per-user basis. Of most interest is the ability to view
work items in an offered state.
Context There are no specific context conditions associated with this pattern.
Implementation None of the offerings examined support this pattern. It is
included in this taxonomy as it constitutes a useful variation of the Configurable
Allocated Work Item Visibility pattern.
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Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern.
Pattern WRP-41 (Configurable Allocated Work Item Visibility)
Description The ability to configure the visibility of allocated work items by
process participants.
Example
– All site workers can view the allocated work items list for the day.
Motivation The pattern indicates the ability of a PAIS to limit the visibility of
allocated and started work items.
Overview The ability to view allocated work items is usually implemented as a
configurable option on a per-user basis. It provides resources with the ability to
view work items in an allocated or started state.
Context There are no specific context conditions associated with this pattern.
Implementation Of the offerings examined, only FLOWer provides support for
this pattern. It does this by limiting the visibility of allocated work items to
those resources that have the same role as the resource to which a work item is
allocated.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description for the pattern.

4.9

Multiple resource patterns

Up to this point, the focus of this catalogue of patterns has been on situations
where there is a one-to-one correspondence between the resources and work items
in a given allocation or execution. In other words, resources cannot work on different work items simultaneously and it is not possible that multiple resources
work on the same work item. In situations where people are not restricted by
information technology, there is often a many-to-many correspondence between
the resources and work items in a given allocation or execution. Therefore, it may
be desirable to support this using process technology. This section discusses patterns relaxing the one-to-one correspondence between resources and work items
that has been assumed previously.
Let us first consider the one-to-many situation, i.e., resources can work on different work items simultaneously. This is a fairly simple requirement, supported
by most systems.
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Pattern WRP-42 (Simultaneous Execution)
Description The ability for a resource to execute more than one work item
simultaneously.
Example
– The Bank Teller can conduct multiple foreign exchange work items at the same
time.
Motivation In many situations, a resource does not undertake work items allocated to it on a sequential basis, but rather it commences work on a series of
work items and multi-tasks between them.
Overview The Simultaneous Execution pattern recognizes more flexible approaches to work item management where the decision as to which combination
of work items will be executed and the sequence in which they will be interleaved
is at the discretion of the resource rather than the system.
Context There are no specific context conditions associated with this pattern.
Implementation All of the offerings examined allow a resource to execute multiple work items simultaneously. In most tools, the resource can undertake any
combination of work items although FLOWer (being a case handling tool) limits
the group of simultaneous work items to those which comprise the activities in a
dynamic plan.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it satisfies the description for the pattern. It achieves a partial support rating if there are any limitations on the range of work items that can be executed simultaneously.
Simultaneous Execution is easy to support and most contemporary systems
support this one-to-many correspondence between the resources and work items
in a given allocation or execution. Unfortunately, it is more difficult to support
a many-to-one correspondence, i.e., multiple resources working on the same work
item. This is a pity since for more complicated activities people tend to work in
teams and collaborate to jointly execute work items. Moreover, there is also a
lack of consideration for work items that require access to multiple non-human
resources (e.g. plant and equipment, fuel, consumables etc.) in order to proceed.
Given the limited support of today’s PAIS, only one pattern is proposed which
implies a many-to-one correspondence.
Pattern WRP-43 (Additional Resources)
Description The ability for a given resource to request additional resources to
assist in the execution of a work item that it is currently undertaking.
Example
– The Blast Furnace Operator has requested additional Propane Gas Supplies
before continuing with the Alloy Preparation work item.
c 2007 N.C. Russell – Page 219
PhD Thesis – °

Chapter 4. Resource Perspective

Motivation In more complex scenarios, a given work item may require the services of multiple resources in order for it to be completed (e.g. a machine operator, machine and fuel). These resources may be durable in nature and capable
of continual reuse or they may be consumable. By providing the ability to model
scenarios such as these, PAIS provide a more accurate depiction of the way in
which work is actually undertaken in a production environment.
Overview This pattern recognizes more complex work distribution and resource
management scenarios where simple unitary resource allocation is not sufficient
to deal with the constraints that tasks may experience during execution.
Context There are no specific context conditions associated with this pattern.
Implementation Oracle BPEL provides the “adhoc” concept which allows a
work item to be assigned to other (additional) users at runtime and also for “request more information” commands to be lodged with other users requiring that
they submit the required information back to the requesting work item whilst it
is executing. COSA offers limited simulation capabilities which allow the operation of a workflow to be evaluated. Included with the simulation environment
is the ability to model the various operational resources required by a task –
both durable and consumable – together with the associated rate of use on a
task-by-task basis.
Issues None identified.
Solutions N/A.
Evaluation Criteria An offering achieves full support if it provides a construct
that satisfies the description for the pattern. It achieves a partial support rating if
there are limitations on the situations in which multiple resources can be modelled
or utilized.
The research undertaken to date suggests that all commercial PAIS offerings
examined thus far assume a functional relation (in the mathematical sense) between (executed) work items and workers, i.e., from the viewpoint of the system
each work item is executed by a single worker. A worker selects a work item, executes the corresponding actions, and reports the result. It is not possible to model
or to support the fact that a group of people, i.e., a team, executes a work item.
Note that current process technology does not prevent the use of teams: Each
step in the process can be executed by a team. However, only one team member
can interact with the system with respect to the selection and completion of the
work item. Thus, current process technology is not cognisant of teams. This is a
major problem since teams are very relevant when executing processes. Consider
for example the selection committee of a contest, the management team of an
organizational division, the steering committee of an IT project, or the board
of directors of a car manufacturer. In addition to providing explicit support for
modelling teams, it is also important to recognize that individuals typically perform different roles within different teams. For example, a professor can be the
secretary of the selection committee for a new dean, and the head of the selection
committee for tenure track positions. These examples show that existing systems,
as well as the concepts used to discuss them, are still in their infancy when it
comes to teams [AK01].
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Groupware technology ranging from message-based systems such as Lotus
Notes to group decision support systems such as GroupSystems offers support
for people working in teams. However, these systems are not equipped to design
and enact processes. Based on this observation a marriage between groupware
technology and workflow technology seems to be an obvious choice for developing team-enabled process solutions. Systems such as Lotus Domino Workflow
[NEG+ 00] provide such a marriage between groupware and workflow technologies. Unfortunately, these systems only partially support a team working on a
work item. For example, in Lotus Domino Workflow, for each work item one
needs to appoint a so-called activity owner who is the only person who can decide whether an activity is completed or not, i.e., a single person serves as the
interface between the workflow engine and the team. Clearly such a solution is
not satisfactory.
Supporting a many-to-one correspondence between the resources and work
items in a given allocation or execution (e.g., through teams) is not a simple
as it may seem. For example, the moment of completion of a work item may
be ambiguous, e.g. the teams may have to vote on the outcome of a successfully completed work item. In fact, the completion of a work item executed by
a team could be subject to discussion, e.g., there can be a conflict: Some team
members may dispute the completion of work item reported to be finished by
other team members. In the traditional setting, one worker indicates the completion of a work item. This is not necessarily the case for teams. Other issues
related to the operation of a team are: working at same time/different time, same
place/different places, scheduled/ad-hoc meetings, etc. Van der Aalst and Kumar
[AK01] examine these issues in more detail and propose possible realizations of
the team concept.

4.10

Survey of resource pattern support

This section presents the results of a detailed evaluation of support for the 43
Resource Patterns described above in eight contemporary PAIS and business
process modelling languages. A broad range of offerings were chosen for this
review in order to validate the applicability of each of the patterns. In summary,
the tools evaluated were:
• Staffware Process Suite version 932 [Sta02a, Sta02b];
• WebSphere MQ Workflow 3.4 [IBM03a, IBM03b];
• FLOWer 3.0 [WF04];
• COSA 4.2 [TRA03, TRA03];
• Sun ONE iPlanet Integration Server 3.1 [Sun03];
• Oracle BPEL 10.1.2 [Mul05];
32
Although not the latest version, the functionality from a resource perspective is representative of the latest offering.
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• BPMN 1.0 [OMG06]; and
• UML 2.0 ADs [OMG05].
Once again, a three scale assessment scale is used with “+” indicating direct
support for the pattern, “+/–” indicating partial support and “–” indicating that
the pattern is not implemented.
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+
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iPlanet
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+
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+
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+
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+
–

COSA

+
+
+
–
–
–
–
–
–

FLOWer

Pattern
Direct Distribution
Role-Based Distribution
Deferred Distribution
Authorization
Separation of Duties
Case Handling
Retain Familiar
Capability-based Distribution
History-based Distribution
Organizational Distribution
Automatic Execution

WebSphere MQ

Nr
1
2
3
4
5
6
7
8
9
10
11

Staffware

Table 4.1 lists the results for creation patterns. It is immediately obvious
that both Direct and Role-based Distribution are standard mechanisms for work
distribution and these patterns are supported by all of the offerings examined.
For the other creation patterns, the extent of support is more varied.

+
+
–
–
–
–
–
–
–
–
+

+
+
–
–
–
–
–
–
–
–
+

Table 4.1: Support for creation patterns
Staffware provides relatively minimal coverage for this group of patterns. It
supports Deferred Distribution and basic organizational notions such as users,
groups and roles but does not have a integrated organizational model that can
be employed in workflow operation. It also does not allow work distribution in a
case to be influenced by earlier runtime distribution decisions (i.e. as recorded in
the execution log).
In comparison, WebSphere MQ does have an integrated organizational model
which can be used to influence work distribution at runtime and as a consequence
of both this and the history it maintains of runtime work allocation, enables both
the Separation of Duties and Retain Familiar patterns to be supported. One
notable omission is that it is the only workflow system not to support Automatic
Execution as all work items must be distributed to a resource for execution.
The strengths of the case handling paradigm, particularly in terms of the flexibility it provides for specifying a variety of runtime work allocation requirements
in the design-time model, are illustrated by the results for FLOWer which was the
only case handling system to be examined. Whilst it doesn’t support Deferred
or History-based Distribution and its organizational model is heavily role-based,
FLOWer fully supports all of the other creation patterns identified.
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COSA is the other workflow system to incorporate a relatively comprehensive
organizational model which is able to be used as a basis for specifying runtime
work distribution. It also provides broad support for Capability-based Distribution
and possesses an effective Authorization framework.
In contrast, iPlanet lacks an organizational model and as a consequence its
design-time model is only able to specify Separation of Duties and Retain Familiar
constraints on runtime work distributions. However, it does provide a range of
options for work distribution based on resource capabilities and preceding work
history.
The BPEL 1.1 specification lacks a resource perspective, hence it is omitted
from this pattern assessment as it does not provide direct support any of the
resource patterns. However, specific implementations do provide consideration
of this perspective. For comparative purposes, Oracle BPEL is examined as a
candidate BPEL implementation33 . It incorporates a basic organizational model
which can be utilized when making work distribution decisions and provides direct
support for the Retain Familiar and Capability-based Distribution together with
partial support for the History-based and Organizational Distribution patterns.
The BPMN and UML 2.0 ADs business process modelling languages are based
on a more restricted notion of organizational model and this is reflected in the
limited number of creation patterns that they each support.

iPlanet

Oracle BPEL

BPMN

UML 2.0 ADs

15
16
17
18
19
20

COSA

14

FLOWer

13

Pattern
Distribution by Offer – Single
Resource
Distribution by Offer – Multiple
Resources
Distribution by Allocation – Single Resource
Random Allocation
Round Robin Allocation
Shortest Queue
Early Distribution
Distribution on Enablement
Late Distribution

WebSphere MQ

Nr
12

Staffware

Table 4.2 presents the evaluation results for push patterns. It can be seen that
the Distribution by Allocation – Single Resource is the most utilized distribution
strategy and it is supported by all offerings, The (non-binding) offering of work
items to multiple resources is also widely supported. In contrast the non binding
offering of work items to a single resource is only supported iPlanet, Oracle BPEL
and in a limited way by COSA.
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Table 4.2: Support for push patterns
33

This evaluation of Oracle BPEL is based on research originally published in [Mul05].
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An interesting observation in this group of patterns is the limited support for
prioritizing the sequence of offers where multiple resources are identified. Only
COSA provides the ability to select a target resource on a random basis or with
reference to the size of their existing work queue. iPlanet and Oracle BPEL
indirectly allow for these selection mechanisms through programmatic extensions.
Round Robin Allocation – a common work distribution mechanism in real life –
is not directly supported by any of the offerings examined.
The timing of work distribution with respect to the time a work item is enabled
tends to be the same across all of the systems examined. In general, work items
become available for routing to resources at the time they are enabled. Only
FLOWer provides the ability to distribute and execute work items ahead of the
time they are enabled. None of the systems examined allow work items to be
distributed later than the time of enablement, thus limiting the potential for
throttling the rate of work distribution to the work capabilities of the currently
available resource base.
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25
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iPlanet

24

FLOWer

23

Pattern
Resource-Initiated Allocation
Resource-Initiated Execution –
Allocated Work Item
Resource-Initiated Execution –
Offered Work Item
System-Determined Work List
Management
Resource-Determined Work List
Management
Selection Autonomy

WebSphere MQ

Nr
21
22

Staffware

Support for pull patterns is listed in Table 4.3. Pull patterns illustrate the
degree of autonomy resources have in committing to and undertaking work items.
The type of support provided by each tool in this area differs markedly. The first
three pull patterns (Resource-Initiated Allocation, Resource-Initiated Execution
– Allocated Work Item and Resource-Initiated Execution – Offered Work Item)
indicate the degree of control that resources have in the timing of both the allocation and commencement of work items. FLOWer is the offering that provide
resources with the greatest degree of autonomy in that the timing of both the
allocation and commencement of work items are at the complete discretion of the
resource. Staffware, WebSphere MQ, COSA and Oracle BPEL are similar in that
they allow resources to control the allocation and execution time of work items
offered to them, but they are not able to influence the manner or timing at which
work items are offered to them. iPlanet has the least flexibility in this area and
only allows a resource to control the timing at which it commences work items
that are offered to it. It cannot control the timing or manner of work item offering
or allocation. BPMN and UML 2.0 ADs have no capabilities in this regard.

+/–

Table 4.3: Support for pull patterns
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In regard to the other pull patterns which indicate the degree of control that
resources have over their work lists, Staffware, FLOWer and iPlanet allow the
system to specify the default ordering of work items in a resource’s work queue.
All of the systems (other than iPlanet which does not provide a worklist handler)
allow resources to vary the sequence and properties of work items displayed in
their work queue. All of the systems examined provide the resource with the
ability to choose the next work item that they wish to execute from those currently
listed in their work queues. The business process modelling languages BPMN and
UML 2.0 ADs, which do not embody any notion of how resources actually handle
work items distributed to them, perform particularly badly in this area and do
not support any of the pull patterns.
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Delegation
Escalation
Deallocation
Stateful Reallocation
Stateless Reallocation
Suspension/Resumption
Skip
Redo
Pre-Do

WebSphere MQ

Nr
27
28
29
30
31
32
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Staffware

Table 4.4 illustrates the support that individual offerings provide for resources
to vary the work item distribution that is effected by the system. Once again,
BPMN, UML 2.0 ADs and iPlanet (which do not provide for any notion of work
item management) provide the most limited capabilities in this area, BPMN and
UML 2.0ADs support none of the detour patterns and iPlanet only allows for
Deallocation and limited work item Escalation. The results obtained for FLOWer
reinforce the implicit basis of the Case Handling approach it employs, in that
all work within a given case is intended to be handled by the same resource.
Therefore it provides no facilities for resources to reassign work items allocated
to them. However, there is provision for resources to Skip, Redo and Pre-Do work
items. Staffware, WebSphere MQ and COSA all provide a range of capabilities
that allow resources to vary the default work distribution imposed by the system.
COSA and Oracle BPEL provide the broadest range of facilities in this area
supporting the Delegation, Deallocation, Stateful Reallocation, Suspension and
Skip patterns.
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+
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Table 4.4: Support for detour patterns
As is illustrated by Table 4.5, there is minimal support for auto-start patterns.
In particular, the Piled Execution pattern (which allows for work items relating
to the same task to be pipelined for execution by the same resource) is not
supported at all. COSA, Oracle BPEL and BPMN support Commencement on
Creation and indeed for the latter two offerings this is the default means of work
item initiation. Similarly, FLOWer, Oracle BPEL and BPMN support Chained
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FLOWer

COSA

iPlanet

Oracle BPEL

BPMN

UML 2.0 ADs

Pattern
Commencement on Creation
Commencement on Allocation
Piled Execution
Chained Execution

WebSphere MQ

Nr
36
37
38
39

Staffware

Execution and once again for the latter two offerings, this is the default means of
triggering subsequent work items in a case.
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Table 4.5: Support for auto-start patterns
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UML 2.0 ADs

41

Pattern
Configurable Unallocated Work
Item Visibility
Configurable Allocated Work
Item Visibility

WebSphere MQ

Nr
40

Staffware

The results obtained in Table 4.6 for configurable work item visibility indicate
that this feature is not widely available and there is limited scope for varying the
default visibility of allocated and unallocated work items imposed by the offerings.
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Table 4.6: Support for visibility patterns

iPlanet

Oracle BPEL

BPMN

UML 2.0 ADs

+
–

COSA

+
–

FLOWer

Pattern
Simultaneous Execution
Additional Resources

WebSphere MQ

Nr
42
43

Staffware

Table 4.7 illustrates the extent of support for multiple resource patterns. All
of the offerings examined support Simultaneous Execution of multiple work items
by a resource except for FLOWer which limits this capability to Dynamic Plans.
In contrast, only Oracle BPEL supports the Additional Resource pattern.

+/–

+

–

+/–

+
–

+
+

+
–

+
–

Table 4.7: Support for multiple resource patterns
The results obtained raise some interesting points that merit further discussion. The first observation is that each offering has a distinct set of evaluation
results. Indeed there is no marked similarity between the results obtained for any
two offerings. This serves as an effective illustration of the varied ways in which
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the resource perspective is implemented across the range of PAIS and business
process modelling languages examined and reinforces the need for a fundamental
taxonomy of the various concepts relevant to the resource perspective. It is this
need that the patterns identified in this chapter hope to address.
A consideration that stems from these variations is that although several of the
offerings examined are classified as workflow systems, their individual capabilities
differ significantly. This raises the issue of suitability and the need to determine
which sets of patterns an offering should support in order to fulfil a specific
operational need. For example, which set of patterns is required for scheduling
and managing production in a factory as against tracking claims in an insurance
company. Through better understanding of the conceptual requirements of a
particular problem domain in terms of the patterns identified above, it should be
easier to select the required technology support.
Another interesting observation is that Staffware, the workflow system which
supports least patterns, is the one which has the greatest market share. This
further reinforces the notion of suitability – presumably Staffware is widely used
because it has features which are directly relevant to a broad range of problem domains – but it also suggests that the BPM marketplace is relatively immature and
that the conceptual requirements of specific problem domains and the technology
support that might be appropriate to them need to be better understood.
Indeed even recently developed offerings such as BPEL provide minimal consideration of the resource perspective as evidenced its absence of pattern support.
It is interesting to note that as a remedy to this shortcoming the BPEL4People
extension [KKL+ 05] has recently been proposed for BPEL in order to more adequately address the needs of users. Consequently individual vendors offering
BPEL implementations are dealing with this shortcoming in their own way and
the breadth of pattern support demonstrated by Oracle BPEL indicates that
considerable work has gone into addressing this issue.
The timing of work item enablement with respect to distribution is an area
that merits further investigation. All of the systems examined support the notion
of enablement on distribution but there was minimal support for early or late
distribution. Both of these alternatives offer opportunities for improving overall
process throughput. In the case of early distribution, the onus for scheduling the
best use of available work time can be placed on individual resources who can
be presented with a pipeline of upcoming work items that they need to plan to
complete in the most effective way. Late distribution provides the system with
the ability to actively match the amount of work in the system with available
resources. This ensures that resources are not overwhelmed with the relentless
addition of new work items and removes the potential for “thrashing” where
resources spend more time organizing and switching between concurrent work
items than actually working on them.
Another interesting shortcoming of several of the systems examined is their inability to prioritize the way in which work items are offered to multiple resources.
In most cases, the work item is simply presented to all identified resources simultaneously. Other than for COSA, there is no integrated ability to select a
preferred resource on a round robin, shortest queue or even random basis.
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Another area for potential improvement is illustrated by the lack of support
for auto-start patterns. These patterns aim to increase overall work throughput
by automatically starting the next work item for a resource and by pipelining like
work items thus minimizing familiarization and switching time for resources.
One final observation relates to the amount of autonomy granted to resources
by the system. Case handling systems such as FLOWer provide significant latitude to resources by allowing them to organize the sequence in which they will
undertake the work items in a given case. One of the drawbacks of the case handling approach is that the act of allocating all of the work items in a case to a
single resource potentially removes the opportunities that may exist for executing work items in parallel and allocating them to several distinct resources. In a
workflow system context, work items in a given case can be allocated to multiple
resources and there is the option for executing work items in parallel. Another
opportunity for improving process throughput is by providing resources with the
ability to redistribute work items where the routing decisions made by the system
are not aligned with current resource workloads. The results obtained for detour
patterns indicate that whilst existing offerings already offer some support, there
is further opportunity in this area.

4.11

Related work

Despite the central role that resources play in PAIS, there is a surprisingly
small body of research into resource and organizational modelling in this context [Aal03, AKV03]. In early work, Bussler and Jablonski [BJ95] identified a
number of shortcomings of workflow systems when modelling organizational and
policy issues. In subsequent work [JB96], they presented one of the first broad
attempts to model the various perspectives of workflow systems in an integrated
manner including detailed consideration of the organizational view.
One line of research into resource modelling and enactment in a workflow context has focussed on the characterization of resource managers which can manage
organizational resources and enforce resource policies. Du and Shan [DS99] presented the design of a resource manager for a workflow system. It includes a
high level resource model together with proposals for resource definition, query
and policy languages. Similarly Lerner et al. [LNOP00] presented an abstract
resource model in the context of a workflow system although their focus is more
on the efficient management of resources in a workflow context than the specific
ways in which work is allocated to them. Huang and Shan [HS99] presented a
proposal for handling resource policies in a workflow context. Three types of policy – qualification, requirement and substitution – were described together with
a means for efficiently implementing them when allocating resources to activities.
Another area of investigation has been into ensuring that only suitable and authorized users are selected to execute a given work item. The RBAC (Role-Based
Access Control) model [FSG+ 01] presents an approach for doing this. Whilst
effective, RBAC models focus on security considerations and neglect other organizational aspects such as resource availability.
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Several researchers have developed meta-models, i.e., object models describing the relation between workflow concepts, which include work allocation aspects
[AK01, Mue99a, Mue04, RM98]. However, these meta-models tend to focus on
the structural description of resource properties and typically do not describe the
dynamics aspects of work distribution. One of the most successful attempts in
this area has been the work of Pesic and van der Aalst [PA05] which lays the
foundation for a comprehensive reference model for work distribution by describing a number of the resource patterns presented in this chapter in the form of
Coloured Petri nets.

4.12

Summary

This chapter has identified 43 Resource Patterns which describe the manner in
which work items are distributed and executed by resources in PAIS. These patterns have been validated through a detailed review of eight contemporary offerings. This evaluation revealed that whilst most offerings cater for simple approaches to work distribution, there are a range of possible opportunities for increasing the precision and effectiveness of work directives in PAIS. Moreover, the
range of patterns supported by individual tools and standards varies markedly.
This gives rise to the question of suitability, i.e. which sets of patterns are necessary in order to make an offering useful for a specific purpose. It is anticipated
that the detailed descriptions provided for each of the Resource Patterns will
enable this issue to be more thoroughly investigated.
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Chapter 5
Exception Handling Perspective
Process-aware information systems are generally based on a comprehensive process model (often depicted in graphical form) that maps out all of the possible
execution paths associated with a business process. This ensures that the work
activities which comprise each of the likely execution scenarios are fully described.
Whilst this approach to specifying business process works well for well-behaved
cases of a process, i.e. those that conform to one of the expected execution paths,
it is less successful in dealing with undesirable events that may be encountered
during execution.
Deviations from normal execution arising during a business process are often
termed exceptions in line with the notion of exceptions which is widely used in
the software engineering community [Goo75, Cri82, Bor85]. Because it is difficult
to individually cater for all of the undesirable situations that may arise during
the execution of a program, the notion of exceptions was developed where these
events or conditions are grouped into classes which are related both in terms
of the characteristics that they exhibit and the circumstances under which they
might arise. Exception handlers can then be defined in the form of programmatic
procedures to deal with specific issues where they are detected. Depending on the
severity of the problem, it may be possible to resolve it and continue execution,
take some form of alternative action or, in the worst case, terminate execution.
Initially proposed as a software development methodology, the inherent benefits delivered by this approach to handling unanticipated software issues has
seen them increasingly become an integrated feature of many contemporary languages [RS03, GRRX01]. Not surprisingly, the range approaches supported for
detecting exceptions, selecting suitable handlers and managing their resolution
has also become increasingly sophisticated [BRM00] and the applicability of these
approaches to related domains such as information systems has also been recognized [RS03] although in domains such as these, exceptions are usually defined
at a higher level of abstraction and are identified by violations to assertions or
integrity constraints rather than lower level events (such as divide by zero errors)
as is the case in programming languages. Nevertheless, the approaches taken to
identifying suitable handling strategies and actually dealing with detected exceptions tend to be generally applicable across domains regardless of the conceptual
level of the exception being addressed.
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As with the preceding chapters that seek to provide a conceptual foundation
for the control-flow, data and resource perspectives of PAIS, this chapter focuses
on doing the same for the exception handling perspective. However, it adopts a
distinct approach to that taken in previous chapters. The control-flow, data and
resource perspectives are orthogonal to each other and there is minimal interrelationship between them. The exception handling perspective differs in this regard
as it is based on all of these perspectives and it is responsible for dealing with
undesirable events which may arise in each of them. Consequently the approach
to describing the conceptual basis of the exception handling perspective is a little
different.
First, this chapter investigates the range of issues that may lead to exceptions
during process execution and the various ways in which they can be addressed.
This provides the basis for a classification framework for exception handling that
is subsequently defined in the form of patterns. The motivation for this research
is to provide a conceptual framework for classifying the exception handling capabilities of PAIS in a manner that is independent of specific modelling approaches
or technologies. This approach is distinguished from other research activities
in this area which seek to extend specific process modelling formalisms and enactment technologies to provide support for expected and unexpected events by
incorporating exception detection and handling capabilities. Instead of directly
proposing a concrete implementation, this chapter proceeds as follows: first the
major factors associated with exception handling are delineated and investigated
in detail. On the basis of these findings, a patterns-based classification framework is proposed for describing the exception handling capabilities of PAIS. This
is then used to assess the exception handling capabilities of a variety of contemporary PAIS and business process modelling languages. Finally on the basis of
the insights gained from these activities, a generic graphical exception handling
language is proposed.

5.1

A framework for exception handling

This section considers the notion of an exception in a general sense and the
various ways in which they can be triggered and handled. The assumption is
that an exception is a distinct, identifiable event which occurs at a specific point
in time during the execution of a process and relates to a unique work item34 .
The occurrence of the exception is assumed to be immediately detectable as is
the type of the exception. The manner in which the exception is handled will
depend on the type of exception that has been detected. There are a range of
possible ways in which an exception may be dealt with but in general, the specific
handling strategy centres on three main considerations:
• How the work item will be handled;
• How the other work items in the case will be handled; and
34
Exceptions may also be bound to groups of tasks, blocks or even entire cases, and in these
situations it is assumed that the same handling considerations apply to all of the encompassed
tasks.
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• What recovery action will be taken to resolve the effects of the exception.
The range of possible exception types and the options for handling them are
discussed in the following sections.

5.1.1

Exception types

It is only possible to specify handlers for expected types of exception. With
this constraint in mind, a comprehensive literature review and a broad survey of
current commercial PAIS and business process modelling and execution languages
was undertaken in order to determine the range of exception events that are
capable of being detected and provide a useful basis for recovery handling. These
events can be classified into five distinct groups.
Work item failure
Work item failure during the execution of a process is generally characterized by
the inability of the work item to progress any further. This may manifest itself
in a number of possible forms including a user-initiated abort of the executing
program which implements the work item, the failure of a hardware, software
or network component associated with the work item or the user to whom the
work item is assigned signalling failure to the enabling PAIS. Where the reason
for this failure is not captured and dealt within the process model, it needs to be
handled elsewhere in order to ensure that both later work items and the process
as a whole continue to behave correctly.
Deadline expiry
It is common to specify a deadline for a work item in a process model. Usually the
deadline indicates when the work item should be completed, although deadlines
for commencement are also possible. In general with a deadline, it is also useful to
specify at design time what should be done if the deadline is reached at runtime
and the work item has not been completed.
Resource unavailability
It is often the case that a work item requires access to one or more data resources
during its execution. If these are not available to the work item at initiation,
then it is usually not possible for the work item to proceed. Similarly, PAIS are
premised on the fact that work items are usually allocated to resources (typically
human) who execute them. Problems with work item allocation can arise if (1) at
distribution time, no resource can be found which meets the specified distribution
criteria for the work item or (2) at some time after allocation, the resource is no
longer able to undertake or complete the work item. Although the occurrence of
these issues can be automatically detected, they often cannot be resolved within
the context of the executing process and may involve some form of escalation or
manual intervention. For this reason, they are ideally suited to resolution via
exception handling.
External trigger
Triggers from sources external to a work item are often used as a means of signalling the occurrence of an event that impacts on the work item and requires
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some form of handling. These triggers are typically initiated by non-linked work
items (i.e. work items that are not directly linked to the work item in question
by a control edge) elsewhere within the process model or even in other process
models or alternatively from processes in the operational environment in which
the PAIS resides. Although a work item can anticipate events such as triggers
and provision for dealing with them can be included at design time, it is not
predictable if or when such events will occur. For this reason, the issue of dealing
with them is often not suited to normal processing within the work item implementation and is better dealt with via exception handling. Generally signals or
some other form of processing interrupt indicate that an out-of-bound condition
has arisen and needs to be dealt with. A general consequence of this is that
the current work item needs to be halted, possibly undone and some alternative
action taken.
Constraint violation
Constraints in the context of a PAIS are invariants over elements in the controlflow, data or resource perspectives that need to be maintained to ensure the
integrity and operational consistency of the process is preserved. Ongoing monitoring is generally required to ensure that they are enforced. The implementation
of routines to identify and handle constraint violations detected within the context of a process is similar to the issue of dealing with external triggers. Typically
the construct that will detect and need to deal with the violation is a work item
although there is no reason why the constraint could not be specified and handled
at block or process level. As constraints may be specified over data, resources or
other work items within a process model, the approach chosen for handling them
needs to be as generic as possible to ensure that it has broadest applicability.

5.1.2

Exception handling at work item level

In general an exception will relate to a specific work item in a case. There are
a multitude of ways in which the exception can be handled although the specific
details will depend on the current state of execution of the work item. Before
looking at these options, it is worthwhile reviewing the execution lifecycle for a
work item. Figure 5.1 illustrates the lifecycle of a work item from the perspective
of an individual resource. It is based on the general lifecycle for a work item
discussed in section 4.2 on which the Resource Patterns are based. Figure 5.1
depicts as solid arrows the states through which a work item progresses during
normal execution. It is initially offered to one or more resources for execution.
A resource issues an allocate request to indicate that it wishes to execute the
work item at some future time, the work item then is allocated to that resource.
Typically this involves adding the work item to the resource’s work queue and
removing any references to the work item that other resources may have received,
either on their work queues or via other means. When the resource wishes to
commence the work item, it issues a start request and the state of the work
item changes to started. Finally, once the work item is finished, the resource
issues a complete request and the state of the work item is changed to completed.
Note that there are two possible variations to this course of events shown as
dotted arcs in Figure 5.1: (1) where a work item offered to a resource is selected
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by another resource, it is withdrawn from the first resource’s worklist and (2)
where an executing work item is detected as having failed, its state is changed
accordingly. These correspond to termination actions in relation to the work item
that are outside the control of the resource.
force−fail−o
reoffer−s

continue−offer

force−fail−a

continue−execution
force−fail

continue−allocation

failed

state transitions:
normal

fail
offered
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handling
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Figure 5.1: Options for handling work items
Of most interest are the dashed lines that exist between states in Figure 5.1.
These provide the basis for determining what options exist for handling a work
item in a given state when an exception is detected. There are fifteen of these
exception state transitions. As there are subtle differences between each of these
transitions, and in order to distinguish between them, each of them is briefly
described below:
1. continue-offer (OCO) – the work item has been offered to one or more
resources and there is no change in its state as a consequence of the exception;
2. reoffer (ORO) – the work item has been offered to one or more resources
and as a consequence of the exception, these offers are withdrawn and the
work item is once again offered to one or more resources (these resources
may not necessarily be the same as those to which it was offered previously);
3. force-fail-o (OFF) – the work item has been offered to one or more resources, these offers are withdrawn and the state of the work item is changed
to failed. No subsequent work items on this path are triggered;
4. force-complete-o (OFC) – the work item has been offered to one or
more resources, these offers are withdrawn and the state of the work item
is changed to completed. All subsequent work items are triggered;
5. continue-allocation (ACA) – the work item has been allocated to a
specific resource that will execute it at some future time and there is no
change in its state as a consequence of the exception;
6. reallocate (ARA) – the work item has been allocated to a resource, this
allocation is withdrawn and the work item is allocated to a different resource;
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7. reoffer-a (ARO) – the work item has been allocated to a resource, this
allocation is withdrawn and the work item is offered to one or more resources (this group may not necessarily include the resource to which it
was previously allocated);
8. force-fail-a (AFF) – the work item has been allocated to a resource, this
allocation is withdrawn and the state of the work item is changed to failed.
No subsequent work items are triggered;
9. force-complete-a (AFC) – the work item has been allocated to a resource,
this allocation is withdrawn and the state of the work item is changed to
completed. All subsequent work items are triggered;
10. continue-execution (SCE) – the work item has been started and there
is no change in its state as a consequence of the exception;
11. restart (SRS) – the work item has been started, progress on the current execution instance is halted and the work item is restarted from the
beginning by the same resource that was executing it previously;
12. reallocate-s (SRA) – the work item has been started, progress on the
current execution instance is halted and the work item is reallocated to a
different resource for later execution;
13. reoffer-s (SRO) – the work item has been started, progress on the current
execution instance is halted and it is offered to one or more resources (this
group may not necessarily include the resource that was executing it);
14. force-fail (SFF) – the work item is being executed, any further progress
on it is halted and its state is changed to failed. No subsequent work items
are triggered; and
15. force-complete (SFC) – the work item is being executed, and further
progress on it is halted and its state is changed to completed. All subsequent
work items are triggered.

5.1.3

Exception handling at case level

Exceptions always occur in the context of one or more cases that are in the process
of being executed. In addition to dealing with the specific work item to which
the exception relates, there is also the issue of how the case should be dealt with
in an overall sense, particularly in regard to other work items that may currently
be executing or will run at some future time. There are three alternatives for
handling cases:
1. continue with case (CWC) – the case can be continued, with no intervention occurring in the execution of any other work items;
2. remove current case (RCC) – selected or all remaining work items in
the case can be removed (including those currently executing); or
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3. remove all cases (RAC) – selected or all remaining work items in both
this and all other currently executing cases which correspond to the same
process model can be removed.
In the latter two scenarios, a selection of work items to be removed can be
specified using both static design time information relating to the corresponding
task definition (e.g. original role allocation) as well as relevant runtime information (e.g. actual resource allocated to, start time).

5.1.4

Recovery action

The final consideration in regard to exception handling is what action will be
taken to remedy the effects of the situation that has been detected. There are
three alternate courses of action:
1. no action (NIL) – do nothing;
2. rollback (RBK) – rollback the effects of the exception, by reversing the
preceding process execution events recorded in the execution log; or
3. compensate (COM) – compensate for the effects of the exception.
Rollback and compensation are analogous to their usual definitions (e.g. as
described in [MRKS92]). When specifying a rollback action, the point in the
process (i.e. the task) to which the process should be undone can also be stated.
By default this is just the current work item, although it can be any preceding
point in the process. When a rollback action is initiated, the execution state
of the process instance is reversed back to the point identified for the rollback
by undoing the effects of any work items that have executed subsequent to the
rollback point. It is important to note that this does not necessarily result in
the execution state after rollback being identical to the execution state when
the rollback point occurred originally during execution of the process instance,
it merely undoes the effects of any subsequent work items as recorded in the
execution log. The effectiveness of this recovery strategy is largely governed by
the richness of the events captured in the execution log and some events (e.g.
resource allocation, production of hard-copy reports) cannot be undone.
For compensation actions, a corresponding compensation process must also
be identified. As with rollback, this process aims to undo the effects of preceding
work items that resulted in or were affected by the exception. Because an entire
process can be associated with the recovery action, it provides a more flexible
means of remedying the effects of the exception and allows a wide variety of issues
to be addressed, not just the observable actions as recorded in the execution log.

5.1.5

Characterizing exception handling strategies

The actual recovery response to any given class of exception can be specified
as a pattern which succinctly describes the form of recovery that will be attempted. Specific exception patterns may apply in multiple situations in a given
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process model (i.e. for several distinct constructs), possibly for different types of
exception. Exception patterns take the form of tuples comprising the following
elements:
• How the task on which the exception is based should be handled;
• How the case and other related cases in the process in which the exception
is raised should be handled; and
• What recovery action (if any) is to be undertaken.
Each of these patterns describes a specific exception handling approach that
may be associated with a process. Moreover these patterns generalize to a variety of distinct offerings and abstract from the actual manner in which they are
implemented. Hence they meet with the definition of a pattern adopted during
this research as an “abstraction from concrete form which keeps recurring in specific, non-arbitrary contexts” [RZ96]. However they operate at a different level
of abstraction the the control-flow, data and resource patterns described in the
preceding chapters and are not comparable with them. As such, the exception
handling patterns should be viewed as a taxonomy of exception handling strategies for PAIS rather than as a set of conceptual characteristics associated with
exception handling. To better understand the information captured by individual
exception patterns, it is worthwhile considering some examples.
The pattern SFF-CWC-COM specified for a work item failure exception for
the Advise Head Office task in the Fortnightly Payroll process indicates that if a
failure of a work item corresponding to the Advise Head Office task is detected
when it has been started, then the work item should be terminated, have its state
changed to failed and the nominated compensation task should be invoked. No
action should be taken with other work items in the same case. It is important
to note that this pattern only applies to instances of the work item that fail once
started, it does not apply to instances in the offered or allocated states (which if
required should have distinct patterns nominated for them).
The pattern OFF-RCC-NIL specified for a work item deadline exception for
the Confirm Transport task in the Base Restock process indicates that if the
deadline is reached for a work item corresponding to the Confirm Transport task
that is in the offered state, then the state of the work item should be changed to
failed and all other work items in the current case should be withdrawn. No other
recovery action should be undertaken. In essence, the pattern indicates that the
failure to secure transport by the required deadline for the process instance is
sufficiently serious that the process instance should be halted. In this scenario,
it is likely the the additional patterns AFF-RCC-NIL and SFF-RCC-NIL would
also be specified for the work item deadline for the Confirm Transport task, so
that regardless of the state of the work item, failure to meet its specified deadline
results in the process instance being halted.
The pattern AFC-CWC-NIL specified for a resource unavailability exception
for the Tidy Locker Room task in the Prepare for Match process indicates that
should a work item corresponding to the Tidy Locker Room task be allocated to
a resource and that resource become unavailable before the work item is commenced, then the work item should be marked as complete (thus triggering any
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subsequent work items), other work items in the case should be continued and
no other recovery action should be undertaken. In effect, this exception handling
strategy indicates the Tidy Locker Room task can be skipped if the resource to
which it is allocated becomes unavailable.
From the various options identified for each of pattern elements in Sections
5.1.2 – 5.1.4, there are 135 possible patterns that can be conceived. However, not
all patterns apply to a given exception type, and Table 5.1 identifies those which
apply to each of the exception types identified in Section 5.1.1.
Work Item
Failure
OFF-CWC-NIL
OFF-CWC-COM
OFC-CWC-NIL
OFC-CWC-COM
AFF-CWC-NIL
AFF-CWC-COM
AFC-CWC-NIL
AFC-CWC-COM
SRS-CWC-NIL
SRS-CWC-COM
SRS-CWC-RBK
SFF-CWC-NIL
SFF-CWC-COM
SFF-CWC-RBK
SFF-RCC-NIL
SFF-RCC-COM
SFF-RCC-RBK
SFC-CWC-NIL
SFC-CWC-COM
SFC-CWC-RBK

Work Item
Deadline
OCO-CWC-NIL
ORO-CWC-NIL
OFF-CWC-NIL
OFF-RCC-NIL
OFC-CWC-NIL
ACA-CWC-NIL
ARA-CWC-NIL
ARO-CWC-NIL
AFF-CWC-NIL
AFF-RCC-NIL
AFC-CWC-NIL
SCE-CWC-NIL
SCE-CWC-COM
SRS-CWC-NIL
SRS-CWC-COM
SRS-CWC-RBK
SRA-CWC-NIL
SRA-CWC-COM
SRA-CWC-RBK
SRO-CWC-NIL
SRO-CWC-COM
SRO-CWC-RBK
SFF-CWC-NIL
SFF-CWC-COM
SFF-CWC-RBK
SFF-RCC-NIL
SFF-RCC-COM
SFF-RCC-RBK
SFC-CWC-NIL
SFC-CWC-COM

Resource
Unavailable
ORO-CWC-NIL
OFF-CWC-NIL
OFF-RCC-NIL
OFC-CWC-NIL
ARO-CWC-NIL
ARA-CWC-NIL
AFF-CWC-NIL
AFF-RCC-NIL
AFC-CWC-NIL
SRA-CWC-NIL
SRA-CWC-COM
SRA-CWC-RBK
SRO-CWC-NIL
SRO-CWC-COM
SRO-CWC-RBK
SFF-CWC-NIL
SFF-CWC-COM
SFF-CWC-RBK
SFF-RCC-NIL
SFF-RCC-COM
SFF-RCC-RBK
SFF-RAC-NIL
SFC-CWC-NIL
SFC-CWC-COM

External
Trigger
OCO-CWC-NIL
OFF-CWC-NIL
OFF-RCC-NIL
OFC-CWC-NIL
ACA-CWC-NIL
AFF-CWC-NIL
AFF-RCC-NIL
AFC-CWC-NIL
SCE-CWC-NIL
SRS-CWC-NIL
SRS-CWC-COM
SRS-CWC-RBK
SFF-CWC-NIL
SFF-CWC-COM
SFF-CWC-RBK
SFF-RCC-NIL
SFF-RCC-COM
SFF-RCC-RBK
SFF-RAC-NIL
SFC-CWC-NIL
SFC-CWC-COM

Constraint
Violation
SCE-CWC-NIL
SRS-CWC-NIL
SRS-CWC-COM
SRS-CWC-RBK
SFF-CWC-NIL
SFF-CWC-COM
SFF-CWC-RBK
SFF-RCC-NIL
SFF-RCC-COM
SFF-RCC-RBK
SFF-RAC-NIL
SFC-CWC-NIL
SFC-CWC-COM

Table 5.1: Exceptions patterns support by exception type

5.2

Survey of exception handling capabilities

The exception patterns identified in Section 5.1 were used to assess the exception
handling capabilities of eight PAIS and business process modelling languages. The
results35 of this survey are captured in Table 5.2. They provide a salient insight
into how little of the research into exception handling has been implemented in
commercial offerings.
Only deadline expiry enjoys widespread support although its overall flexibility is limited in many tools. Only two of the offerings examined provide support
for handling work items failures – generally via user-initiated aborts. There is
35

Combinations of patterns are written as regular expressions, e.g. (SFF|SFC)-CWC-COM
represents the two patterns SFF-CWC-COM and SFC-CWC-COM.
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Offering

Work Item
Failure

Staffware
Process
Suite v9

WebSphere MQ
3.4 (IBM)
FLOWer 3.1
(Pallas Athena)
COSA 5.1
(Transflow)

iPlanet Integ.
Server 3.1 (Sun)
XPDL 2.0
(WfMC)

BPEL 1.1

BPMN 1.0
(OMG)

SFF-CWC-RBK

Exceptions
Work Item
External
Deadline
Trigger
OCO-CWCOCO-CWC-NIL
COM
ACA-CWCACA-CWC-NIL
COM
OFF-CWC-COM
SCE-CWC-NIL
AFF-CWC-COM
SCE-CWC-COM
SCE-CWC-COM
OCO-CWC-NIL
ACA-CWC-NIL
SCE-CWC-NIL
AFC-CWC-NIL
SFC-CWC-NIL

OCO-CWCCOM
ACA-CWCCOM
SCE-CWC-COM
(OFF|OFC|AFF|AFC|SRS|SFC|SFF)(CWC|RCC)-(NIL|COM)
SFF-CWC-COM
SCE-CWC-COM
SFF-CWC-NIL
SCE-CWC-NIL
SFF-RCC-COM
SFF-CWC-COM
SFF-RCC-NIL
SFF-CWC-NIL
SFF-RCC-COM
SFF-RCC-NIL
SFF-CWC-COM
SCE-CWC-COM
SFF-CWC-NIL
SCE-CWC-NIL
SFF-RCC-COM
SFF-CWC-COM
SFF-RCC-NIL
SFF-CWC-NIL
SFF-RCC-COM
SFF-RCC-NIL
SFF-CWC-COM
SFF-CWC-COM
SFF-CWC-NIL
SFF-CWC-NIL
SFC-CWC-COM
SFC-CWC-COM
SFC-CWC-NIL
SFC-CWC-NIL
SRS-CWC-COM
SRS-CWC-COM
SRS-CWC-NIL
SRS-CWC-NIL
SFF-RCC-COM
SFF-RCC-COM
SFF-RCC-NIL
SFF-RCC-NIL

Constraint
Violation

AFC-CWC-NIL
SFC-CWC-NIL
AFC-CWC-COM
SFC-CWC-COM

OCO-CWCCOM
ACA-CWCCOM
SCE-CWC-COM

SFF-CWC-COM
SFF-CWC-NIL
SFF-RCC-COM
SFF-RCC-NIL

SFF-CWC-COM
SFF-CWC-NIL
SFF-RCC-COM
SFF-RCC-NIL

SCE-CWC-COM
SCE-CWC-NIL
SFF-CWC-COM
SFF-CWC-NIL
SFF-RCC-COM
SFF-RCC-NIL
SFF-CWC-COM
SFF-CWC-NIL
SFC-CWC-COM
SFC-CWC-NIL
SRS-CWC-COM
SRS-CWC-NIL
SFF-RCC-COM
SFF-RCC-NIL

SFF-CWC-COM
SFF-CWC-NIL
SFC-CWC-COM
SFC-CWC-NIL
SRS-CWC-COM
SRS-CWC-NIL
SFF-RCC-COM
SFF-RCC-NIL

Table 5.2: Support for exception patterns
also minimal support for external triggers and constraint violation management
amongst the workflow tools with only Staffware and COSA, and FLOWer respectively supporting these exception classes. The business process languages
(XPDL, BPEL and BPMN) provide better support across most areas although
only for active work items. None of the offerings examined provided exception
support for managing resource unavailability (and as a consequence this column
has been omitted from Table 5.2) – this reflects the research findings in Chapter
4 and elsewhere [RAHE05] on the lack of support for the resource perspective in
current commercial products.
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5.3

Considerations for a process exception language

The insights gained in the previous sections in relation to the identification and
handling of exceptions provide the basis for a general exception handling language for processes. This section proposes a set of primitives for addressing
exceptions that might arise during process execution and presents a mechanism
for integrating these primitives with the process model more generally. It then
demonstrates the applicability of this approach to exception handling through a
working example.
The conceptual model presented in Section 5.1 identified three key dimensions
to handling an exception. These dimensions provide the basis for the primitives
in the exception language illustrated in Figure 5.2. Symbols 1–4, 8 and 12–
14 are derived from the actions for dealing with the current work item from
Figure 5.1, symbols 5–7 and 9–11 are derived from the options for dealing with
other work items currently active in the same and other cases and symbols 15
and 16 correspond to the two forms of recovery action that can be undertaken.
These primitives can be assembled into sequences of actions that define exception
handling strategies. These sequences can also contain standard YAWL constructs
although this capability is not illustrated here.

1. Remove current work item

5. Remove selected/all work
items in current case

9. Remove selected/all work 13. Reallocate current work item
items in all cases

2. Suspend current work item

6. Suspend selected/all work
items in current case

10. Suspend selected/all work 14. Reoffer current work item
items in all cases

3. Continue current work item
or thread

7. Continue selected/all work
items in current case

C
11. Continue selected/all work
items in all cases

15. Compensation task

R
4. Restart current work item 8. Force complete current work item 12. Force fail current work item

16. Rollback task

Figure 5.2: Exception handling primitives
The interlinkage of exception handling strategies based on these primitives
and the overall process model is illustrated in Figure 5.3. A clear distinction is
drawn between the process model and the exception handling strategies. This is
based on the premise that the process model should depict the normal sequence
of activities associated with a business process and should aim to present these
activities precisely without becoming overburdened by excessive consideration of
undesirable events that might arise during execution.
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Exception handling strategies are able to be bound to one of five distinct
process constructs: individual tasks, a scope (i.e. a group of tasks), a block, a
process (i.e. all of the tasks in a process model) and a process environment (i.e.
all of the process models in a given environment). The binding is specific to
one particular type of exception, e.g. work item failure or constraint violation.
It may also be further specialized using conditions based on elements from the
data perspective, e.g. there may be two exception handling strategies for a task,
one for work items concerned with financial limits below $1000, the other with
limits above that figure. Exception handling strategies defined for more specific
constructs take precedence to those defined at a higher level, e.g. where a task has
a work item failure exception strategy defined and there is also a strategy defined
at the process-level for the same exception type, then the task-level definition is
utilized should it experience such an exception. The primitives provide flexibility
for a describing wide range of exception handling strategies, although the actual
contents of a specific strategy will generally be determined by the type of exception that it is associated with. Table 5.1 gives an indication of the approaches
that are meaningful for each exception type.
exception handling definition
work item failure

deadline expiry

C

<deadline>

constraint violation
<constraint>

process definition

check credit

despatch order

organize shipping

take order

complete order

produce invoice

print picking slip

pick order

update account

Figure 5.3: Exception handling strategies for a process
In order to illustrate the application of these concepts, an example is presented
based on the order fulfillment process illustrated in Figure 5.4 using the YAWL
process modelling notation. In this process, orders are taken from customers,
and a picking slip for the required items is prepared and subsequently used to
select them from the warehouse. At the same time, the customer’s credit is
checked and shipping is organized for the order. When all of these tasks are
complete an invoice is prepared for the customer and the goods are then packed
and despatched whilst the customers account is updated with the outstanding
amount. The order details are then finalized and filed.
Figure 5.5(a) illustrates two alternate exception handling strategies for the
check credit work item. The first of these is used when the amount of credit
required is less than $100. It involves suspending the work item, advancing to
the next work item and starting it. In summary, the credit check work item is
skipped and control is returned to the process at the commencement of the next
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check credit

despatch order

organize shipping

take order

complete order

produce invoice

print picking slip

pick order

update account

Figure 5.4: Order despatch process
work item. For situations where the credit required is $100 or more, the current
work item is suspended, the execution point is rewound to the beginning of the
work item and it is recommenced.
Figure 5.5(b) shows the exception handling strategy for the pick order work
item where the deadline for its completion is exceeded. In general, the aim is to
despatch orders within 48 hours of them being received. Where this deadline is
not met, recovery involves suspending the current work item, reassigning it to
another resource, running a compensation task that determines if the order can
be despatched to the customer within 48 hours (and if not applying a small credit
to the account), then the pick order work item is restarted with the new resource.
a. Work item failure − check credit task

b. Deadline expiry − pick order task

credit required < $100
C

credit required >= $100
d. Trigger received − order despatch process
account_frozen trigger

c. Resource unavailable − order despatch process.

R

data resource unavailable
e. Constraint violation − take order task
constraint: order value < customer credit limit − current account balance
human resource unavailable

Figure 5.5: Exception handling strategies – order despatch process
Figure 5.5(c) illustrates the resource unavailable handling strategy. Where
the required resource is a data resource, this involves stopping the current work
item, going back to its beginning and restarting it. This strategy is bound to the
process model, i.e. by default, it applies to all work items. In the event where the
unavailable resource is a human resource (i.e. the person undertaking the work
item), the recovery action is also shown in Figure 5.5(c) and involves suspending
the work item, reassigning it to another person and then restarting it from the
beginning.
Figure 5.5(d) indicates the exception handling strategy when an account frozen
trigger is received by any of the tasks in the current process. In this situation,
the recovery action is to stop the current work item and all other work items in
the process and to undertake a rollback action which involves undoing all changes
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which have occurred right the way back to the beginning of the case. In other
words, any work that has been undertaken on despatching goods to the customer
is completely undone.
Finally, Figure 5.5(e) illustrates the recovery action that is taken when the
order value constraint is exceeded for the take order task. In this case the
strategy is simply to stop the work item and all other work items (if any) in the
process.

5.4

Related work

The need for reliable, resilient and consistent business process operation has long
been recognized [GHS95]. In the main, the focus of research in this area has been
directed towards workflow systems which until recently have served as the main
enactment vehicle for PAIS. Early work in the area [Elm92, WS97] was essentially
a logical continuation of database transaction theory and focussed on developing
extensions to the classic ACID transaction model that would be applicable in application areas requiring the use of long duration and more flexible transactions.
As the field of workflow technology matured, the applicability of exceptions to
this problem of ensuring execution integrity was also recognized [SW95, SM95]
and Eber and Liebhart [EL96] presented the first significant discussion on workflow recovery which incorporated exceptions. A key aspect of this work was the
classification of exceptions into four types: basic failures, application failures,
expected exceptions and unexpected exceptions. Subsequent research efforts into
workflow exceptions have mainly concentrated on the last two of these classes and
on this basis, the field has essentially bifurcated into two research areas. Investigations into expected exceptions have focussed previous work on transactional
workflow into mechanisms for introducing exception handling frameworks into
workflow systems. Research into unexpected exceptions has established the areas
of adaptive workflow and workflow evolution [RRD04].
Although it is not possible to comprehensively survey these research areas, it
is worthwhile identifying some of the major contributions that have influenced
subsequent research efforts and have a bearing on this research initiative. Significant attempts to include advanced transactional concepts and exception handling capabilities in workflow systems include WAMO [EL95] which provided the
ability to specify transactional properties for tasks which identified how failures
should be dealt with, ConTracts [RS95a] which proposed a coordinated, nested
transaction model for workflow execution allowing for forward, backward and
partial recovery in the event of failure and Exotica [AAA+ 96] which provided a
mechanism for incorporating Sagas and Flexible transactions in the commercial
FlowMark workflow product. OPERA [HA98, HA00] was one of the first initiatives to incorporate language primitives for exception handling into a workflow
system and it also allowed exception handling strategies to be modelled in the
same notation as that used for representing workflow processes. TREX [SMA+ 98]
proposed a transaction model that involves treating all types of workflow failures
as exceptions. A series of exception types were delineated and the exception handler utilized in a given situation was determined by a combination of the task
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guage – Chimera-Exc – for specifying exception handling strategies in the form
of Event-Condition-Action (ECA) rules.
Other important contributions include Leymann and Roller’s [LR97] which
identified the concepts of compensation spheres (collections of activities in a process that must all execute successfully or be subject to compensation actions)
and atomicity spheres (collections of activities that must all commit or abort)
and their applicability to workflow systems, Derks et al.’s work [DDGJ01] which
proposed independent models for the specification of workflow and transaction
properties using generic rules to integrate the workflow specification and the
atomicity specification into a single model based on Petri Nets, Borgida and Murata’s paper [BM99] which proposed modelling workflow systems as a set of reified
objects with associated constraints and conceptualizing exceptions as violations
of those constraints which are capable of being detected and managed, Brambilla et al.’s paper [BCCT05] which describes a high-level framework for handling
exceptions in web-based workflow applications together with an implementation
based on extensions to WebML and Mehrotra et al.’s work [MRKS92] which first
identified the pivot, retriable and compensation transaction concepts widely used
in subsequent research.
Identifying potential exceptions and suitable handling strategies is a significant problem for large, complex workflows and recent attempts [GCDS01, HT04]
to address this have centred on mining previous execution history to gain an
understanding of past exception occurrences and using this knowledge (either
at design or runtime) in order to determine a suitable handling strategy. Klein
and Dellarocas [KD00] proposed a knowledge-based solution to the issue based
on the establishment of a shared, generic and reusable taxonomy of exceptions.
Luo et al. [LSKM00] used a case-based reasoning approach to match exception
occurrences with suitable handling strategies.
Until recently the area of unexpected exceptions has mainly been investigated
in the context of adaptive or evolutionary workflow [RRD04] which centre on
dynamic change of the process model. [WRR07] offers an insight into the range
of possible changes that a PAIS may need to adapt to and characterizes these in
the form of change patterns. A detailed review of this area is beyond the scope of
this chapter, however two recent initiatives which offer the potential to address
both expected and unexpected exceptions simultaneously are ADOME-WFMS
[CLK01] which provides an adaptive workflow execution model in which exception handlers are specified generically using ECA rules providing the opportunity
for reuse in multiple scenarios and user-guided adaptation where they are not
found to be suitable, and Adams et al.’s approach [AHEA05] which describes a
combination of “worklets” and “ripple-down rules” as a means of dynamic workflow evolution and exception handling.

5.5

Summary

This chapter has presented a classification framework for exception handling in
PAIS based on patterns. This framework is independent of specific modelling
approaches or technologies and as such provides an objective means of delineating
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the exception-handling capabilities of specific PAIS. It is subsequently used to
assess the level of exceptions support provided by eight commercial PAIS and
business process modelling languages. On the basis of these investigations, a
graphical, tool-independent language is proposed for defining exception handling
strategies in PAIS.
This chapter concludes Part One of the thesis which has provided a conceptual foundation for PAIS through the identification of fundamental characteristics
relevant to the modelling and enactment of business processes. In addition to the
classification framework and generic graphical language for the exception handling perspective described above, 126 patterns have also been identified which
characterize core constructs in the control-flow, data and resource perspectives.
Precise descriptions have been presented for each of these patterns along with
examples of their use, motivation for their utilization, an overview of their operation, details of their implementation, context conditions that govern their use,
potential issues and solutions associated with their use and evaluation criteria
that describe necessary conditions that PAIS must meet in order to be considered to support them. Each of the patterns have been validated through a survey
of their support in a wide range of contemporary PAIS and business process modelling languages. Consequently, this part of thesis has addressed the first of the
research activities identified in Section 1.4.1, namely it has identified the core
components of a business process.
In Part Two of the thesis, these findings are taken and used as the basis for the
definition of a reference language for PAIS. This language embodies the broadest
possible range of patterns relevant to the control-flow, data and resource perspectives. It is formally defined and an abstract syntax and operational semantics are
provided for it.
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Part One of the thesis presented a comprehensive conceptual foundation for
PAIS in the form of patterns catalogues identifying the core constructs in the
control-flow, data and resource perspectives of business processes. It also presented a patterns-based classification framework for describing exception handling capabilities of PAIS and on the basis of this proposed a generic graphical
language for modelling exception handling strategies.
In this part of the thesis, new YAWL, a reference language for PAIS is proposed. This language is founded on the range of patterns identified in Part One
for the control-flow, data and resource perspectives together with the graphical
exception handling language. It encompasses the broadest range of these patterns that is consistent with business process modelling and enablement. As the
patterns characterize solutions to modelling and enactment issues that occur in
practice, new YAWL is well suited to the comprehensive modelling of business
processes both at a conceptual and operational level. Moreover it supports the
capture of sufficient detail about a business process to enable it to be directly
enacted.
This part of the thesis is organized as follows: Chapter 6 introduces the
new YAWL language and the range of language elements that it encompasses.
Chapter 7 presents an abstract syntax for new YAWL that precisely describes the
static content of a new YAWL business process model. It also presents a series
of transformations that enable a design-time new YAWL model to be mapped to
an executable runtime model. Chapter 8 provides an operational semantics for
new YAWL defining how each language element is enacted at runtime. Chapter
9 presents the results of a pattern-based assessment of new YAWL allowing its
capabilities to be compared with other PAIS. Chapter 10 concludes the thesis.
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Chapter 6
An Introduction to new YAWL
new YAWL is a reference language for PAIS. It represents a synthesis of the contemporary range of control-flow, data and resource patterns together with the
graphical exception handling language presented in the first part of this thesis. This chapter provides an introduction to each of the main constructs in the
control-flow, data, resource and exception handling perspectives of new YAWL.

6.1

Control-flow perspective

Figure 6.1 identifies the complete set of language elements which comprise the
control-flow perspective of new YAWL. All of the language elements in YAWL
have been retained36 and perform the same functions. There is a brief recap of
the operation of each of these constructs below. A more detailed discussion of
YAWL can be found elsewhere [AH05]. A multitude of new constructs have also
been added to address the full range of patterns identified in Part One of this
thesis. Each of these constructs is subsequently discussed in more detail.

6.1.1

Existing YAWL constructs

new YAWL inherits all of the existing constructs from YAWL together with its
representation of a process model. As in YAWL, a new YAWL specification is
composed of a set of new YAWL-nets in the form of a rooted graph structure.
Each new YAWL-net is composed of a series of tasks and conditions. Tasks and
conditions in new YAWL nets play a similar role to transitions and places in
Petri nets. Atomic tasks have a corresponding implementation that underpins
them. Composite tasks refer to a unique new YAWL-net at a lower level in the
hierarchy which describes the way in which the composite task is implemented.
One new YAWL-net, referred to as the top level process or top level net, does not
have a composite task referring to it and it forms the root of the graph.
Each new YAWL-net has one unique input and output condition. The input
and output conditions of the top level net serve to signify the start and endpoint
36

The visual format of the cancellation region is slightly different although its operation is
unchanged.
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#

Condition

Atomic task

Input condition

Composite task

Thread merge task

Output condition

Multiple instances of
an atomic task

Repetitive task (while/repeat)

Multiple instances of
a composite task

Partial−join task

Thread split task

#

Blocking region

AND−split task

AND−join task

XOR−split task

XOR−join task

Persistent trigger task

OR−split task

OR−join task

Transient trigger task

Completion region
Cancellation region
Disablement arc

EXISTING CONSTRUCTS

NEW CONSTRUCTS

Figure 6.1: new YAWL symbology

for a process instance. Similar to Petri nets, conditions and tasks are connected in
the form of a directed graph, however there is one distinction in that new YAWL
allows for tasks to be directly connected to each other. In this situation, it is
assumed that an implicit condition exists between them from a semantic perspective.
It is possible for tasks (both atomic and composite) to be specified as having
multiple instances (as indicated in Figure 6.1). Multiple instance tasks (abbreviated hereafter as MI tasks) can have both lower and upper bounds on the number
of instances created after initiating the task. It is also possible to specify that
the task completes once a certain threshold of instances have completed. If no
threshold is specified, the task completes once all instances have completed. If a
threshold is specified, the behaviour of the task depends on whether the task is
identified as being cancelling or non-cancelling. If it is cancelling, all remaining
instances are terminated when the threshold is reached and the task completes.
If it is non-cancelling, the task completes when the threshold is reached, but any
remaining instances continue to execute until they complete normally. However
their completion is inconsequential and does not result in any other side-effects.
Should the task commence with the required number of minimum instances and
all of these complete but the required threshold of instance completions is not
reached, the multiple instance task is deemed complete once there are no further
instances being executed (either from the original set of instances when the task
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was triggered or additional instances that were started subsequently). Finally,
it is possible to specify whether the number of task instances is fixed after creating the initial instances (i.e. the task is static) or whether further instances
can be added while there are still other instances being processed (i.e. the task
is dynamic). Through various combinations of these settings, it is possible to
implement all of the MI patterns that have been identified.
Tasks in a new YAWL-net can have specific join and split behaviours associated with them. The traditional join and split constructs (i.e. AND-join, ORjoin, XOR-join, AND-split, OR-split and XOR-split) are included in new YAWL
together with three new constructs: thread split, thread merge and partial join
which are discussed in detail in Sections 6.1.2 and 6.1.3. The operation of each
of the joins and splits in new YAWL is as follows:
• AND-join – the branch following the AND-join receives the thread of control
when all of the incoming branches to the AND-join in a given case have been
enabled.
• OR-join – the branch following the OR-join receives the thread of control
when either (1) each active incoming branch has been enabled in a given
case or (2) it is not possible that any branch that has not yet been enabled
in a given case will be enabled at any future time.
• XOR-join – the branch following the XOR-join receives the thread of control
when one of the incoming branches to the XOR-join in a given case has been
enabled.
• AND-split – when the incoming branch to the AND-split is enabled, the
thread of control is passed to all of the branches following the AND-split.
• OR-split – when the incoming branch to the OR-split is enabled, the thread
of control is passed to one or more of the branches following the OR-split,
based on the evaluation of conditions associated with each of the outgoing
branches.
• XOR-split – when the incoming branch to the XOR-split is enabled, the
thread of control is passed to precisely one of the branches following the
XOR-split, based on the evaluation of conditions associated with each of
the outgoing branches.
Finally, new YAWL also inherits the notion of a cancellation region from
YAWL. A cancellation region encompasses a group of conditions and tasks in
a new YAWL-net. It is linked to a specific task in the same new YAWL-net. At
runtime, when an instance of the task to which the cancellation region is connected completes executing, all of the tasks in the associated cancellation region
that are currently executing for the same case are withdrawn. Similarly any tokens that reside in conditions in the cancellation region that correspond to the
same case are also withdrawn.
This concludes the discussion of constructs in new YAWL that are inherited
from YAWL. We now introduce new constructs for the control-flow perspective.
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6.1.2

Thread split and merge

The thread split and thread merge constructs provide ways of initiating and coalescing multiple independent threads of control within a given process instance
thus providing an alternate mechanism to the multiple instance activity for introducing concurrency into a process.
The thread split is a split construct which initiates a specified number of
outgoing threads along the outgoing branch when a task completes. It is identified
by a # symbol on the righthand side of the task. Only one outgoing branch can
emanate from a thread split and all initiated execution threads flow along this
branch. The number of required threads is identified in the design-time process
model.
The thread merge is a join construct which coalesces multiple independent
threads of control prior to the commencement of an activity. Similar to the
thread merge, it is denoted by a # symbol however in this case it appears on the
lefthand side of the activity. A thread merge can only have a single incoming
branch.
Figure 6.2 provides an illustration of the use of these constructs in the context
of a car inspection process. A car inspection consists of four distinct activities
executed sequentially. First the lights are inspected, then the tyres, then the
registration documents before finally a record is made of the inspection results.
It is expected that a car has five tyres hence five distinct instances of the inspect
tyre activity are initiated. Only when all five of these have completed does the
following activity commence.
#

#

inspect
lights

inspect
tyre

inspect
registration

document
inspection
results

Figure 6.2: Example of thread split and merge usage

6.1.3

Partial join

The partial join (or the n-out-of-m join) is a variant of the AND-join which fires
when input has been received on n of the incoming branches (i.e. it fires earlier
than would ordinarily be the case with an AND-join which would wait for input
to be received on all m incoming branches). The construct resets (and can be
re-enabled) when input has been received on all (m) of the incoming branches. A
blocking region can be associated with the join, in which tasks are blocked (i.e.
they cannot be enabled or, if already enabled, cannot proceed any further in their
execution) after the join has fired until the time that it resets.
Figure 6.3 illustrates the use of the partial join in the context of a more
comprehensive vehicle inspection process. After the initiate inspection activity
has completed, the mechanical inspection, records inspection and licence check
activities run concurrently. If all of them complete without finding a problem,
then no action is taken and the file report activity concludes the process instance.
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However if any of the inspection activities finds a problem, the defect notice
activity is initiated and once complete any remaining inspection activities are
cancelled, followed by a full inspection activity before the final file report. In
this example, the partial join corresponds to a 1-out-of-3 join without a blocking
region.

mechanical
inspection
defect
notice
initiate
inspection

full
inspection

records
inspection

file
report

no
action
licence
check

Figure 6.3: Example of the partial join: defect notice is a 1-out-of-3 join

6.1.4

Task repetition

Task repetition is essentially an augmentation of the task construct which has
pre-test and/or post-test conditions associated with it. If the pre-test condition
is not satisfied, the task is skipped. If the post-test condition is not satisfied,
the task repeats. These conditions allows while, repeat and combination loops to
be constructed for individual tasks. Where a specific condition is not associated
with a pre-test or post-test, they are assumed to correspond to true resulting in
the task being executed or completed respectively
Figure 6.4 illustrates the implementation of a repeat loop for a given task
in the context of a renew drivers licence process. An instance of the process is
started for each person applying to renew their existing licence. Depending on
the results of the eyesight test activity, a decision is made as to whether to issue
a person with a new licence. For those people that pass the test, they have their
photo taken and if they are not satisfied with the result, have it taken again
until they are (i.e. take photo is executed one or more times). The licence is then
issued. Finally the paperwork is filed for all applicants who apply for a licence.

eyesight
test

take
photo

issue
licence

file
paperwork

Figure 6.4: Example of a repeat loop
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Another example of the use of this construct is illustrated in Figure 6.5. This
shows how a while loop is implemented in the context of a composite task. The
motor safety campaign process essentially involves a running a series of vehicle
inspections at a given motor vehicle dealer to ensure that the vehicles for sale
are roadworthy. It is a simple process, first the vehicles to be inspected are
chosen. Then the list of vehicles is passed to the conduct inspections task. This
is composite in form and repeatedly executes the associated subprocess while
there are vehicles remaining on the list to inspect.

select
vehicles

conduct
inspections

mechanical
inspection
defect
notice
initiate
inspection

full
inspection

records
inspection

file
report

no
action
licence
check

Figure 6.5: Example of a while loop
There is also support for combination loops in new YAWL. This construct is
illustrated by the conduct inspection task in Figure 6.6. It has both a pre-test and
a post-test condition associated with it. These are evaluated at the beginning and
end of each task instance respectively and are distinct conditions. In this example,
the pre-test condition is that there are vehicles to inspect. If this condition is true
then an instance of the conduct inspection task is commenced otherwise the task
is skipped. The post-test condition has two parts: (1) there are no more vehicles
remaining to inspect or (2) there is not enough time for another inspection. If this
condition is false then an instance of the conduct inspection task is commenced
(providing the pre-test evaluates to true) otherwise the thread of control is passed
to the following task.

6.1.5

Persistent and transient triggers

One of the major deficits of YAWL was the inability for processes to be influenced
by or respond to stimuli from the external environment unless parts of the process
or the entire process was subcontracted to an external service. The inclusion of
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schedule
inspections

file
paperwork

conduct
inspection

Figure 6.6: Example of a combination loop

triggers provides a means for the initiation of work items to be directly controlled
from outside of the context of the process instance. Two distinct types of triggers
are recognized in new YAWL: persistent triggers and transient triggers. These
distinguish between the situations where the triggers are durable in form and
remain pending for a task in a given process instance until consumed by the
corresponding work item and those where the triggers are discarded if they do
not immediately cause the initiation of the associated work item. In both cases,
triggers have a unique name and must be directed at a specific task instance
(i.e. a work item) in a specific process instance. To assist in identifying this
information so that triggers can be correlated with the relevant work item, the
process environment may provide facilities for querying the identities of currently
active process and task instances.
Figure 6.7 illustrates the operation of a persistent trigger in the context of
a registration plate production process. Once initiated, the process instance receives triggers from an external system advising that another registration plate
is required. It passes these on to the produce plates task. As this is a mechanical process which involves the use of a specific machine and bulk materials, it is
more efficient to produce the plates in batches rather than individually. For this
reason, the produce plates activity waits until 12 requests have been received and
then executes, cancelling any further instances of the receive registration request
task once it has completed. The trigger associated with the receive registration
request task is persistent in form as it is important that individual registration
requests are not lost. A transient trigger does not retain pending triggers (i.e.
triggers must be acted on straightaway or they are irrevocably lost) hence it is
unsuitable for use in this situation.

#

receive
registration
request

produce
plates

Figure 6.7: Example of persistent trigger usage
Figure 6.8 illustrates the operation of a transient trigger in the context of a
refinery plant initiation process. The request startup task commences the firing
up of the various plant and equipment associated with an oil refinery, however
this task can only proceed when both the refinery plant initiation process has
been initiated and a safety check completed trigger has been received. The safety
check completed is an output from an internal safety check run by the plant
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machinery every 90 seconds. The trigger is transient in form and if not consumed
immediately, it is discarded and the user must wait until the next trigger is
received before the request startup task can commence.

request
startup

refinery
startup

Figure 6.8: Example of transient trigger usage

6.1.6

Completion region

Cancellation regions have been retained from YAWL and a new construct – the
completion region – has been introduced which operates in an analogous way
to the cancellation region, except that when the task to which the region is
linked completes, all of the tasks within the region are force-completed. This
means that if they are enabled or executing, they are disabled and the task(s)
subsequent to them are triggered. All such tasks are noted as being “completed”
(this may involve inserting appropriate log entries in the execution log). Where
the task is composite in form, it is marked as having completed and its associated
subprocess(es) has all active tasks within it disabled and any pending tokens
removed.
There are two scenarios associated with the completion region that deserve
special mention. The first of these is where a multiple instance is included within
the completion region. In this situation, any incomplete instances are automatically advanced to a completed state. Where data elements are passed from the
multiple instance task to subsequent tasks (e.g. as part of the aggregator query)
there may be the potential for the inclusion of incomplete data (i.e. multiple
instance data elements will be aggregated from all task instances, regardless of
whether they have been defined or not).
The second situation involves data passing from tasks that have not yet completed. If these tasks pass data elements to subsequent tasks, there is the potential
for ambiguity in the situation where a “force completion” occurs. In particular,
the use of mandatory output data parameters or postconditions (see Section 6.2.4
for more details on the operation of postconditions) that assume the existence of
final data values may cause the associated work item to hang. In order to resolve
this problem, any tasks within a completion region should not have mandatory
output data parameters or postconditions specified for them that assume the existence of final data values or care should be taken to ensure that appropriate
values are set at task initiation.
Figure 6.9 provides an example of the operation of the cancellation region in
the context of the collate monthly statistics process for the motor vehicle registry. At the end of each month the preceding month’s activities are reviewed to
gather statistics suitable for publication in the department’s marketing brochure.
Because this is a time-consuming activity, it is time-bounded to ensure timely
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publication of the statistics. This generally means that only a subset of the previous month’s records are actually examined. After the review is initiated, this
is achieved by setting a timeout. In parallel with this, multiple instances of the
review records task are initiated (one for each motor vehicle record processed in
the last month). The review records task is in a completion region which is triggered by the timeout activity being completed. This stops any further records
processing and allows the publish statistics task to complete on a timely basis.
Should the review records task complete ahead of schedule, then the timeout is
cancelled.

review
records

initiate
review

publish
statistics

timeout

Figure 6.9: Example of completion region usage: timeout forces review records to
complete

A variant of this process is illustrated in Figure 6.10. Unlike the previous
model, it uses an external trigger to signal when the review process should complete. This trigger is transient in form as any triggers received before the review
records task has commenced must be ignored. This variant is less efficient as the
publish statistics task can only commence when the publish decision trigger has
been received (i.e. there is no provision for the review records task to complete
early).

review
records

initiate
review

publish
statistics

publish
decision

Figure 6.10: Example of completion region usage using transient triggers
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6.1.7

Dynamic multiple instance task disablement

The disablement link provides a means of stopping a dynamic multiple instance
task from having any further instances created. It is triggered when another task
in the same process completes. The example in Figure 6.11 illustrates part of
the paper review process for a conference. After a call for papers has been made,
multiple instances of the accept submission activity can execute. One is triggered
for each paper submission that is received. A manual activity exists for imposing
the submission deadline. This is triggered by an external transient trigger. Once
received, it disables the accept submission activity preventing any further papers
from being accepted. However, all of the processing for already accepted papers
completes normally and once done, the organize reviews activity is initiated.

accept
submission

call for
papers

organize
reviews

impose
deadline

Figure 6.11: Example of dynamic multiple instance task disablement

6.2

Data perspective

The data perspective of new YAWL encompasses the definition of a range of data
elements, each with a distinct scoping. These data elements are used for managing
data with a new YAWL process instance and are passed between process components using formal parameters. In order to integrate the data and control-flow
perspectives, support is provided in new YAWL for specifying logical conditions
based on data elements that define whether the thread of control can be passed
to a given branch in a process (link condition) and also whether a specific process component can start or complete execution (pre or postcondition). Finally,
there is also support for managing consistency of data elements in concurrent
environments using locks. All of these new YAWL data constructs are discussed
subsequently.

6.2.1

Data element support

new YAWL incorporates a wide range of facilities for data representation and
handling. Variables of eight distinct scopings are recognized as follows:
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• External variables are defined in the operational environment in which a
new YAWL process executes (but are external to it). They can be accessed
throughout all instances of all new YAWL process models;
• Folder variables are defined in the context of a (named) folder. A folder
can be accessed by one or more process instances at runtime. They do
not necessarily need to relate to the same process model. Individual process instances can specify the folders they require at the time they initiate
execution;
• Global variables are bound to a specific newYAWL specification and are
accessible throughout all newYAWL-nets associated with it at runtime;
• Case variables are bound to an instance of a specific newYAWL specification. At runtime a new instance of the case variable is created for every instance of the newYAWL specification that is initiated. This variable
instance is accessible throughout all newYAWL-nets associated with the
newYAWL process instance at runtime;
• Block variables are bound to a specific instance of a newYAWL-net. At
runtime a new instance of the block variable is created for every instance
of the newYAWL-net that is initiated. This variable instance is accessible
throughout the newYAWL-nets at runtime;
• Scope variables are bound to a specific scope within a process instance of a
newYAWL-net. At runtime a new instance of the scope variable is created
for every instance of the newYAWL-net instance that is initiated. This
variable instance is accessible only to the task instances belonging to the
scope at runtime;
• Task variables are bound to a specific task. At runtime a new instance of
the task variable is created for every instance of the task that is initiated.
This variable instance is accessible only to the corresponding task instance
at runtime; and
• Multiple-Instance variables are bound to a specific instance of a multipleinstance task. At runtime a new instance of the multiple instance variable
is created for every instance of the multiple instance task that is initiated.
This variable instance is accessible only to this instance of the task instance
at runtime.

6.2.2

Data interaction support

There are a series of facilities for transferring data elements between internal and
external locations. Data passing between process constructs (e.g. block to task,
composite task to subprocess decomposition, block to multiple instance task) is
specified using formal parameters and utilizes a function-based approach to data
transfer, thus providing the ability to support inline formatting of data elements
and setting of default values. Parameters can be associated with tasks, blocks
and processes. They take the following form:
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parameter input-vars mapping-function output-vars direction participation
where direction specifies whether the parameter is an input or output parameter
and participation indicates whether it is mandatory or optional. Input parameters are responsible for passing data elements into the construct to which the
parameter is bound and output parameters are responsible for passing data elements out. Mandatory parameters require the evaluation of the parameter to
yield a defined result (i.e. not an undefined value) in order to proceed. Depending on whether the parameter is an input or output parameter, an undefined
result for the parameter evaluation would prevent the associated construct from
commencing or completing.
The action of evaluating the parameter for singular tasks, blocks and processes occurs in two steps: (1) the specified mapping function is invoked with
the values of the nominated input variables then (2) the result is copied to the
nominated output variable. For all constructs other than multiple instance tasks,
the resultant value can only be copied to one output variable in one instance of
the construct to which they are bound. For multiple instance parameters, the
situation is a little more complicated as the parameter is responsible for interacting with multiple variables in multiple task instances. The situation for input
multiple instance parameters is illustrated in Figure 6.12. When a multiple instance parameter is evaluated, it yields a tabular result (indicated by var saltab).
The number of rows indicate how many instances of the multiple instance task
are to be started. The list of output variables for the parameter correspond to
variables that will be created in each task instance. Each row in the tabular result
is allocated to a distinct task instance and each column in the row corresponds
to the value allocated to a distinct variable in the task instance.
parameter:

task

A

type

invar

function

misplit()

in vars

saltab

out vars

var saltab:

name
position
rate

Smith

CEO

$140

Jones

A07

$62

Brown TEMP

$23

A

work items:

WI: A.1

WI: A.2

WI: A.3

name: Smith
position: CEO
rate: $140

name: Jones
position: A07
rate: $62

name: Brown
position: TEMP
rate: $23

Figure 6.12: Multiple instance input parameter handling
For output multiple instance parameters, the situation is reversed as illustrated in Figure 6.13 and the values of the input variables listed for the parameter
are coalesced from multiple task instances into a single tabular result that is then
assigned to the output variable.
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parameter:

task

A

type

outvar

function

mijoin()
name
rating
change
assess

in vars
out var

var assess:

Smith

60%

0%

Brown

90%

25%

Jones
Cooper

UNDEF UNDEF
22%

UNDEF

A

work items:

WI: A.1

WI: A.2

WI: A.3

name: Smith
rating: 60%
change: 0

name: Brown
rating: 90%
change: +25%

name: Jones
rating: UNDEF
change: UNDEF

WI: A.4
name: Cooper
rating: 22%
change: UNDEF

Figure 6.13: Multiple instance output parameter handling

6.2.3

Link conditions

As a consequence of a fully-fledged data perspective, new YAWL is able to support
conditions on outgoing arcs from OR-splits and XOR-splits. These conditions
take the following form:
link condition link-function input-variables
The value from each of the input-variables is passed to the link function which
evaluates to a Boolean result indicating whether the thread of control can be
passed to this link or not. Depending on the construct in question, the evaluation
sequence of link conditions varies. For OR-splits, all outgoing link conditions are
evaluated and the thread of control is passed to all that evaluate to true. A default
link is specified for each OR-split and if none of the link conditions evaluate to
true, then the thread of control is passed to this link.
For XOR-splits, there is a sequence specifying the order in which the link
conditions should be evaluated. Once the first link condition evaluates to true,
then the thread of control is passed to that link and any further evaluation of
link conditions ceases. Should none of them evaluate to true, then the thread of
control is passed to the link that is specified as the default.

6.2.4

Preconditions and postconditions

Preconditions and postconditions can be specified for tasks and processes in
new YAWL. They take the same form as link conditions and are evaluated at
the enablement or completion of the task or process with which they are associated. Unless they evaluate to true, the task or process instance with which they
are associated cannot commence or complete execution.
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6.2.5

Locks

new YAWL allows tasks to specify data elements that they require exclusive access
to (within a given process instance) in order to commence. Once these data
elements are available, the associated task instance retains a lock on them until
it has completed execution preventing any other task instances from using them
concurrently. This lock is relinquished once the task instance completes.

6.3

Resource perspective

new YAWL provides support for a broad range of work distribution facilities,
inspired by the Resource Patterns presented in Part One of the thesis, that have
not been previously embodied in other PAIS. Traditional approaches to work
item routing based on itemization of specific users and roles are augmented with
a sophisticated array of new features. There are a variety of differing ways in
which work items may be distributed to users. Typically these requirements are
specified on a task-by-task basis and have two main components:
1. The interaction strategy by which the work item will be communicated to
the user, their commitment to executing it will be established and the time
of its commencement will be determined; and
2. The routing strategy which determines the range of potential users that can
undertake the work item.
new YAWL also provides additional routing constraints that operate with a
given case to restrict the users a given work item is distributed to based on
the routing decisions associated with previous work items in the case. There is
also the ability to specify privileges for each user in order to define the range
of operations that they can perform when undertaking work items and there are
also two advanced operating modes that can be utilized in order to expedite work
throughput for a given user. Each of these features is discussed in detail below.

6.3.1

Work item interaction strategies

The potential range of interaction strategies that can be specified for tasks in
new YAWL are listed in Table 6.1. They are based on the specification at three
main interaction points – offer, allocation and start – of the identity of the party
that will be responsible for determining when the interaction will occur. This
can be a resource (i.e. an actual user) or the system. Depending on the combination of parties specified for each interaction, a range of possible distributions are
possible as detailed below. From the perspective of the resource, each interaction
strategy results in a distinct experience in terms of the way in which the work
item is distributed to them. The range of strategies supported range from highly
regimented schemes (e.g. SSS) where the work item is directly allocated to the
resource and started for them and the resource has no involvement in the distribution process through to approaches that empower the resource with significant
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autonomy (e.g. RRR) where the act of committing to undertake a work item and
deciding when to start it are completely at the resource’s discretion.
As an aid to understanding the distinctions between the various interactions
described in Table 6.1, it is possible to illustrate them quite effectively using
UML Sequence Diagrams as depicted in Figure 6.14. These show the range of
interactions between the system and resources that can occur when distributing
work items. The work distribution, worklist handler and management intervention objects corresponds to the system, resource and process administrator (or
manager) respectively. An arrow from one object to another indicates that the
first party sends a request to the second, e.g. in the RRR interaction strategy,
the first request is a manual offer from the system to the process administrator.
The implications of these requests are discussed further in Chapter 8.

6.3.2

Work item routing strategies

The second component of the work distribution process concerns the routing
strategy employed for a given task. This specifies the potential user or a group
of users from which the actual user will be selected who will ultimately execute
a work item associated with the task. There are a variety of means by which the
task routing may be specified as well a series of additional constraints that may
be brought into use at runtime. These are summarized below. Combinations of
these strategies and constraints are also permissible.
Task routing strategies
Direct user distribution
This approach involves routing to a specified user or group of users.
Role-based distribution
This approach involves routing to one or more roles. A role is a “handle” for
a group of users that allows the group population to be changed without the
necessity to change all of the task routing directives. The population of the role
is determined at runtime at the time of the routing activity.
Deferred distribution
This approach allows a task variable to be specified which is accessed at runtime
to determine the user or role that the work item associated with the task should
be routed to.
Organizational distribution
This approach allows an organizational distribution function to be specified for
a task which utilizes organizational data to make a routing decision. As part of
the new YAWL semantic model, a simple organizational structure is supported
which identifies the concept of organizational groups, jobs and an organizational
hierarchy and allows users to be mapped into this scheme. The function takes
the following form.
function function-name users org-groups jobs user-jobs
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SSS

Offer
system

Allocation Start
system
system

SSR

system

system

resource

SRS

system

resource

system

SRR

system

resource

resource

RSS

resource

system

system

RSR

resource

system

resource

RRS

resource

resource

system

RRR

resource

resource

resource

Effect
The system directly allocates work to a
resource and it is automatically started.
The system directly allocates work to
a resource. It is started when the user
selects the start option.
The system offers work to one or more
users. The first user to choose the select
option for the work item has the work
item allocated to them and it is automatically started. It is withdrawn from
other user’s work lists.
The system offers work to one or more
users. The first user to choose the select
option for the work item has the work
item allocated to them. It is withdrawn
from other user’s work lists. The user
can choose when to start the work item
via the start option.
The work item is passed to a manager
who decides which resources the work
item should be allocated to. The work
item is then directly allocated to that
user and is automatically started.
The work item is passed to a manager
who decides which resources the work
item should be allocated to. The work
item is then directly allocated to that
user. The user can choose when to start
the work item via the start option.
The work item is passed to a manager
who decides which resource(s) the work
item should be offered to. The work
item is then offered to those user(s).
The first user to choose the select option for the work item has the work item
allocated to them and it is automatically started. It is withdrawn from all
other user’s work lists.
The work item is passed to a manager
who decides which resource(s) the work
item should be offered to. The work
item is then offered to those user(s).
The first user to choose the select option for the work item has the work item
allocated to them. It is withdrawn from
all other user’s work lists. The user can
choose when to start the work item via
the start option.

Table 6.1: Work item interaction strategies supported in new YAWL
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(a) RRR interaction strategy

(b) RRS interaction strategy

(c) RSR interaction strategy

(d) RSS interaction strategy

(e) SRR interaction strategy

(f) SRS interaction strategy

(g) SSR interaction strategy

(h) SSS interaction strategy

Figure 6.14: Work item interaction strategies in new YAWL
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where users is the base population from whom the final set of users to whom
the work item will be distributed will be chosen, org-groups is the hierarchy
of organizational groups to which users can belong, jobs indicates the job roles
within the organization and user-jobs maps individual users to the jobs that they
perform. The function returns a set of users to whom the work item should be
routed.
Capability-based distribution
Capabilities can be specified for each user which describe the qualities that they
possess that may be of relevance in making routing decisions. A capability-based
distribution function can be specified for each task which allows user capabilities
to be used in making work distribution decisions. The function takes the following
form.
function function-name users user-capabilities
where users is the base population from whom the final set of users to whom the
work item will be distributed will be chosen and user-capabilities is the list of
capabilities that each user possesses. The function returns a set of users to whom
the work item should be routed.
Historical distribution
A historical distribution function can be specified for each task which allows
historical data – essentially the content of the execution log – to be used in
making work distribution decisions. The function takes the following form.
function function-name users events
where users is the base population from whom the final set of users to whom the
work item will be distributed will be chosen and events are the list of records
making up the process log. The function returns a set of users to whom the work
item should be routed.

6.3.3

Additional routing constraints

There are several additional constraints supported by new YAWL that can be used
to further refine the manner in which work items are routed to users. They are
used in conjunction with the routing and interaction strategies described above.
Retain familiar
This constraint on a task overrides any other routing strategies and allows a work
item associated with it to be routed to the same user that undertook a work item
associated with a specified preceding task in the same process instance. Where the
preceding task has been executed several times within the same process instance
(e.g. as part of a loop), it is routed to one of the users that undertook a preceding
instance of the task.
Four eyes principle
This constraint on a task operates in essentially the reverse way to the Retain
familiar constraint. It ensures that the potential users to whom a work item
associated with a task is routed does not include the user that undertook a work
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item associated with a nominated preceding task in the same process instance.
Where the preceding task has been executed several times within the same process
instance, it cannot be routed to any of the users that undertook a preceding
instance of the task.
Random allocation
This constraint on a task ensures that any work items associated with it are only
ever routed to a single user where the user is selected from a group of potential
users on a random basis.
Round robin allocation
This constraint on a task ensures that any work items associated with it are only
ever routed to a single user where the user is selected from a group of potential
users on a cyclic basis such that each of them execute work items associated
with the task the same number of times (i.e. the distribution is intended to be
equitable).
Shortest queue allocation
This constraint on a task ensures that any work items associated with it are only
ever routed to a single user where the user is selected from a group of potential
users on the basis of which of them has the shortest work queue.

6.3.4

Advanced user operating modes

new YAWL supports two advanced operating modes for user interaction with
the system. These modes are intended to expedite the throughput of work by
imposing a defined protocol on the way in which the user interacts with the
system and work items are allocated to them. These modes are described below.
Chained execution
Chained execution is essentially an operating mode that a given user can choose
to enable. Once they do this, upon the completion of a given work item in a
process, should any of the immediately following tasks in the process instance
have potential to be routed to the same user (or to a group of users that include
the user), then these routing directives are overridden and the associated work
items are placed in the user’s work list with a started status.
Piled execution
Piled execution is another operating mode however it operates across multiple
process instances. It is enabled for a specified user-task combination and once
initiated, it overrides any routing directive for the nominated task and ensures
that any work items associated with the task in any process instance are routed
to the nominated user.

6.3.5

Runtime privileges

new YAWL provides support for a number of privileges that can be enabled on
a per-user basis that affect the way in which work items are distributed and the
various interactions that the user can initiate to otherwise change the normal
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manner in which the work item is handled. These are summarized in Table 6.2.
Additionally, there are also privileges that can be enabled for users on a per task
basis. These are summarized in Table 6.3.
Privilege
choose
concurrent

Explanation
The ability to select the next work item to start execution on
The ability to execute more than one work item simultaneously
reorder
The ability to reorder items in the work list
viewoffers
The ability to view work items offered to other users
viewallocs
The ability to view work items allocated to other users
viewexecs
The ability to view work items started by other users
chainedexec The ability to enter the chained execution operating mode
Table 6.2: User privileges supported in new YAWL
Privilege
suspend
reallocate

reallocate state

deallocate

delegate

skip
piledexec

Explanation
The ability for a user to suspend execution of work items
corresponding to this task
The ability for the user to reallocate work items corresponding to this task (which have been commenced) to
other users without any implied retention of state
The ability for the user to reallocate work items corresponding to this task (which have been commenced) to
another user and retain the state of the work item
The ability for the user to deallocate work items corresponding to this task (which have not yet been commenced) and cause them to be re-allocated
The ability for the user to delegate work items corresponding to this task (which have not yet been commenced) to
another user
The ability for the user to skip work items corresponding
to this task
The ability to enter the piled execution operating mode
for work items corresponding to this task

Table 6.3: User task privileges supported in new YAWL

6.4

Exception handling perspective

The generic graphical exception language presented in Chapter 5 has recently
been implemented for the YAWL System37 . It provides comprehensive exception
handling capabilities based on the language proposal presented earlier. A detailed
discussion of the architecture of this solution, the approach taken to implementation and a formalization can be found in Adams’ PhD thesis [Ada07] which uses
37

Further details on this release – YAWL Beta 8 – can be found at www.yawl-system-com.
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Activity Theory as the basis for the development of an integrated approach for
“dynamic and extensible flexibility, evolution and exception handling in workflows, based not on proprietary frameworks, but on accepted ideas of how people
actually perform their work activities” (p. iii).
As part of this work, Adams establishes the notion of worklets, small selfcontained processes that fulfill a specific function. In conjunction with the worklets is an extensible “ripple down” rule set that allows a task to be substituted
at runtime with a subprocess from the collection of worklets associated with
the process where an exception is detected or a need for task adaptation arises.
There is also provision for the addition of new worklets at runtime (i.e. workflow
extensions) where a suitable one cannot be located.
The exception handling capability implemented by Adams is based on the
notion of exlets which describe the set of steps to be taken to handle an identified exception. The language primitives which describe an exlet are based on the
language primitives described in Section 5.3 although the rollback, reoffer and
reallocate primitives are not included as Adams argues that these are data and
resource-related constructs and outside of the control-flow focus of his exlet approach. Seven different types of exception can be handled by the exlet capability
(including two of those identified in Section 5.1.1). Both expected and unexpected exceptions are catered for in real time and where a suitable exlet cannot
be located for an exception, it can be created dynamically.
Adams proposes a formalization, in the form of a CP-net, for the exception
handling process thus providing a complete semantic definition of its operation
although it does not include a formal syntax for specifying exception handling
strategies and does not directly correspond to the semantic model which will be
presented in Chapter 8. It is intended that any subsequent implementation efforts of the new YAWL language will incorporate the existing YAWL architecture
including the exception handling facilities developed to date.

6.5

Summary

This chapter has provided an overview of the features provided by new YAWL,
a reference language for specifying business processes based on the control-flow,
data and resource patterns and the graphical exception language presented in
Part One of this thesis. In the next chapter, an abstract syntax for a new YAWL
is defined.
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Chapter 7
Syntax
This chapter presents an abstract syntax for the new YAWL reference language.
The syntax facilitates the capture of all aspects of the control-flow, data and
resource perspectives of a new YAWL business process model38 . The aim of the
syntax is twofold. First, to provide complete coverage of the constructs that make
up the new YAWL reference language. Secondly, to do so in sufficient detail,
that it is possible to directly enact a new YAWL process on the basis of the
information captured about it in the abstract syntax model. The manner in
which a new YAWL syntactic model is prepared for enactment is illustrated in
Figure 7.1.
complete
new YAWL
specification

transformation
functions

core
new YAWL
specification

marking
functions

initial marking
of new YAWL
semantic model

Figure 7.1: Preparing a new YAWL process model for enactment
A complete newYAWL specification corresponds to an instance of the abstract
syntax. Details of the abstract syntax are presented in Section 7.1. However it is
not necessary to describe the enactment of the new YAWL language in terms of
all of the constructs that it contains. Most of the new control-flow constructs in
new YAWL can be transformed into existing YAWL constructs without any loss
of generality. This approach to enactment has two advantages: (1) the existing
YAWL engine can be used as the basis for executing new YAWL processes and
(2) the existing verification techniques established for the control-flow perspective
of YAWL continue to be applicable for new YAWL. The transformation of the
new YAWL control flow constructs into YAWL constructs occurs using a series
of transformation functions. These are described both informally and formally
in Section 7.2. The resultant process model after transformation is called a core
newYAWL specification.
The manner in which a new YAWL specification is ultimately enacted is the
subject of Chapter 8 which presents an operational semantics for new YAWL based
38

As the exception handling perspective for YAWL has been formalized and implemented
elsewhere [Ada07], and exception handling in new YAWL is directly based on this work, it is
not included in the abstract syntax presented in this chapter.
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on CP-nets. A core new YAWL specification can be prepared for enactment by
mapping it to an initial marking of the new YAWL semantic model. The activities
associated with transforming a core new YAWL specification to an initial marking
of the semantic model are defined via a series of marking functions which are
described in Section 7.3.

7.1

Abstract syntax for new YAWL

This section presents a complete abstract syntax for all language elements in
new YAWL39 . As described earlier, new YAWL assumes the same conceptual basis
as YAWL, and includes all of its language constructs. A new YAWL specification
is a set of newYAWL-nets which form a rooted graph structure. It also has an
Organizational model associated with it that describes the various resources that
are available to undertake work items and the relationships that exist between
them in an organizational context. Each newYAWL-net has a Data passing model
associated with it that describes how data is passed between constructs within the
process specification. Each newYAWL-net is composed of a series of tasks. In order to specify how each task will actually be distributed to specific resources when
it is enacted, a Work distribution model is associated with each newYAWL-net.
All of these notions are now formalized, starting with the new YAWL specification.
Definition 1. (new YAWL Specification) A newYAWL specification is a tuple = (NetID, ProcessID, FolderID, TaskID, MITaskID, ScopeID, VarID, TriggerID, TNmap, NYmap, STmap, VarName, DataType, VName, DType, VarType, VGmap, VFmap, VCmap, VBmap, VSmap, VTmap, VMmap, PushAllowed, PullAllowed) such that:
(* global objects *)
– NetID is the set of net identifiers (i.e. the top-level process together with all
subprocesses);
– ProcessID ∈ NetID is the process identifier (i.e. the top-level net);
– FolderID is the set of identifiers of data folders that can be shared among a
selected group of cases;
– TaskID is the set of task identifiers in nets;
– MITaskID ⊆ TaskID is the set of identifiers of multiple instance tasks;
– ScopeID is the set of scope identifiers which group tasks within nets;
– VarID is the set of variable identifiers used in nets;
– TriggerID is the set of trigger identifiers used in nets;
(* decomposition *)
– TNmap : TaskID 9 NetID defines the mapping between composite tasks and
their corresponding subprocess decompositions which are specified in the form
of a new YAWL-net, such that for all t, TNmap(t) yields the NetID of the
corresponding newYAWL-net, if it exists;
39

In doing so it utilizes a number of non-standard mathematical notations. These are explained in further detail in Appendix B
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– NYmap : NetID → new YAWL-nets, i.e. each net has a complete description of
its contents such that for all n ∈ NetID, NYmap(n) is governed by Definition
2 where the notation Tn denotes the set of tasks that appear in a net n. Tasks
are not shared between nets hence ∀m,n∈NetID [Tm ∩ Tn 6= ∅ ⇒ m
S = n]. TaskID
is the set of tasks used in all nets and is defined as TaskID = n∈NetID Tn ;
– In the directed graph defined by G = (NetID, {(x , y) ∈ NetID × NetID |
∃t∈Tx [t ∈ dom(TNmap) ∧ TNmap(t) = y]}) there is a path from ProcessID to
any node n ∈ NetID;
– STmap : ScopeID → P+ (TaskID) such that ∀s∈ScopeID ∃n∈NetID [STmap(s) ⊆ Tn ]
i.e. a scope can only contain tasks within the same net;
–
–
–
–
–

–
–

–
–
–
–
–
–
–

(* variables *)
VarName is the set of variable names used in all nets;
DataType is the set of data types;
VName : VarID → VarName identifies the name for a given variable;
DType : VarID → DataType identifies the underlying data type for a variable;
VarType : VarID → {Global , Folder , Case, Block , Scope, Task , MI } describes
the various variable scopings that are supported. The notation VarID x =
{v ∈ VarID | VarType(v) = x} identifies variables of a given type;
VGmap ⊆ VarID Global , identifies global variables that are associated with the
entire process;
VFmap : VarID Folder → FolderID identifies the folder to which each folder
variable corresponds, such that dom(VFmap) = VarID F older and
∀v1 ,v2 ∈dom(VFmap) [VName(v1 ) = VName(v2 ) ⇒ (v1 = v2 ∨ VFmap(v1) 6=
VFmap(v2))], i.e. folder variable names are unique within a given folder;
VCmap ⊆ VarID Case identifies the case variables for the process;
VBmap : VarID Block → NetID identifies the specific net to which each block
variable corresponds, such that dom(VBmap) = VarID Net ;
VSmap : VarID Scope → ScopeID identifies the specific scope to which each scope
variable corresponds, such that dom(VSmap) = VarID Scope ;
VTmap : VarID Task → TaskID identifies the specific task to which a task variable corresponds, such that dom(VTmap) = VarID Task ;
VMmap : VarID MI → MITaskID identifies the specific task to which each
multiple-instance variable corresponds, such that dom(VMmap) = VarID MI ;
PushAllowed ⊆ VarID identifies those variables that can have their values
updated from external data locations;
PullAllowed ⊆ VarID identifies those variables that can have their values read
from external data locations;

Having described the global characteristics of a newYAWL specification, we can
now proceed to the definition of a newYAWL-net. Note that newYAWL-nets is
the set of all instances governed by Definition 2.
Definition 2. (newYAWL-net) A new YAWL-net is a tuple (nid, C, i, o, T,
TA , TC , M, F, Split, Join, Default, <XOR , Rem, Comp, Block, Nofi, Disable,
Lock, Thresh, ThreadIn, ThreadOut, ArcCond, Pre, Post, PreTest, PostTest,
WPre, WPost, Trig, Persist) such that:
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–
–
–
–
–
–
–
–
–
–
–

–

–
–

–

–
–

–

–

(* basic control-flow elements *)
nid ∈ NetID is the identity of the newYAWL-net;
C is a set of conditions;
i ∈ C is the input condition;
o ∈ C is the output condition;
T is the set of tasks;
TA ⊆ T is the set of atomic tasks;
TC ⊆ T is the set of composite tasks;
TA and TC form a partition over T ;
M ⊆ T is the set of multiple instance tasks;
F ⊆ (C \ {o} × T ) ∪ (T × C \ {i}) ∪ (T × T ) is the flow relation, such that
every node in the graph (C ∪ T, F ) is on a directed path from i to o;
Split : T 9 {AND, XOR, OR, THREAD} specifies the split behaviour of each
task, such that ∀t∈dom(Split) [Split(t) = THREAD ⇒ | t • | = 1], i.e. thread splits
can only have one output arc;
Join : T 9 {AND, XOR, OR, PJOIN , THREAD} specifies the join behaviour
of each task such that ∀t∈dom(Join) [Join(t) = THREAD ⇒ | • t | = 1], i.e. thread
merges can only have one input arc;
Default ⊆ F , Default : dom(Split B {OR, XOR}) → T ∪ C denotes the default
arc for each OR-split and XOR-split.
<XOR ⊆ {t ∈ T | Split(T ) = XOR}×P(T ∪C)×(T ∪C) describes the evaluation
sequence of outgoing arcs from an XOR-split such that for any (t, V ) ∈<XOR we
write <tXOR = V and V is a strict total order over t• = {x ∈ T ∪ C | (t, x) ∈ F }.
Link conditions associated with each arc are evaluated in this sequence until
the first evaluates to true. If none evaluate to true, the default arc indicated by
Default(t) is selected, thus ensuring that exactly one outgoing arc is enabled;
Rem : T 9 P+ (T ∪ C\{i, o}) specifies the additional tokens to be removed by
emptying a part of the net and tasks that should be cancelled as a consequence
of an instance of this task completing execution;
Comp : T 9 P+ (T ) specifies the tasks that are force completed as a consequence of the completion of an instance of this task completing execution;
Block : T 9 P+ (T ) where t ∈ dom(Block ) ⇔ Join(t) = PJOIN , specifies the
tasks that are blocked after the firing of a partial join task prior to its reset
such that ∀t∈dom(Block) t ∈
/ Block(t);
inf
Nofi : M → N × N × Ninf × {dynamic, static} × {cancelling, non-cancelling}
specifies the multiplicity of each task – in particular the lower and upper bound
of instances to be created at task initiation, the threshold for continuation
indicating how many instances must complete for the thread of control to be
passed to subsequent tasks, whether additional instances can be created “on
the fly” once the task has commenced and whether partial synchronization
results in remaining instances being cancelled or not;
Disable : T → P+ (M ) specifies the multiple-instance tasks that are disabled
from creating further instances as a consequence of an instance of this task
completing execution.

(* locks *)
– Lock : T → P(VarID) is a function mapping tasks to the data elements that
they require locks on during execution;
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(* partial joins *)
– Thresh : T 9 N where t ∈ dom(Thresh) ⇔ Join = PJOIN and
∀t∈dom(Thresh) [1 ≤ Thresh(t) < | • t |] identifies the firing threshold for partial
(i.e. n-out-of-m type) joins;
(* thread splits and joins *)
– ThreadIn : T 9 NatExpr where dom(ThreadIn) = dom(Join B {THREAD})
identifies the number of incoming threads that the task requires in order to
fire;
– ThreadOut : T 9 NatExpr where dom(ThreadOut) = dom(SplitB{THREAD})
identifies the number of outgoing threads that the task generates on firing;
(* conditions on arcs *)
– ArcCond : F ∩ (dom(Split B {XOR, OR}) × (T ∪ C)) → BoolExpr identifies the
specific condition associated with each branch of an OR or XOR split.

–
–
–

–

–
–

(* pre/post conditions and pre/post tests for task iteration *)
Pre : T 9 BoolExpr is a function identifying tasks which have a precondition
associated with them;
Post : T 9 BoolExpr is a function identifying tasks which have a postcondition
associated with them;
PreTest : T 9 BoolExpr is a function identifying tasks which have an iteration pre-test condition associated with them. Where this condition is met, at
enablement the task is executed otherwise it is skipped;
PostTest : T 9 BoolExpr is a function identifying tasks which have an iteration
post-test condition associated with them. Where this condition is not met at
task completion, the task is repeated otherwise it completes execution;
WPre ∈ BoolExpr indicates the precondition for commencement of a process
instance;
WPost ∈ BoolExpr indicates the postcondition for completion of a process
instance;

(* triggers *)
– Trig : T 9 TriggerID identifies tasks which have a trigger associated with
them;
– Persist ⊆ dom(Trig) identifies the subset of triggers which are persistent;
Each newYAWL-net is identified by a unique nid. As for YAWL, the tuple
(C,T,F) takes its form from classical Petri nets where C corresponds to the set of
conditions, T to the set of tasks and F to the flow relation (i.e. the directed arcs
between conditions and tasks). However there are two distinctions: (1) i and o
describe specific conditions that denote the start and end condition for a net and
(2) the flow relation allows for direct connections between tasks in additional to
links from conditions to tasks and tasks to conditions.
Expressions are denoted informally via Expr which identifies the set of expressions relevant to a newYAWL-net. It may be divided into a number of disjoint
subsets including BoolExpr, IntExpr, NatExpr, StrExpr and RecExpr, these being the sets of expressions that yield Boolean, integer, natural number, string
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and record-based results when evaluated. There is also recognition for work distribution purposes of capability-based, historical and organizational distribution
functions that are denoted by the CapExpr, HistExpr and OrgExpr subsets of
Expr respectively.
As already indicated, one of the major features of newYAWL is the inclusion
of the data perspective. In order to facilitate the utilization of data elements
during the operation of the process, it is necessary to define a model to describe
the way in which data is passed between active process components.
Definition 3. (Data passing model) Within the context of a newYAWLnet nid , there is a data passing model (InPar, OutPar, OptInPar, OptOutPar,
MIInPar, MIOutPar, InNet, OutNet, OptInNet, OptOutNet, InProc, OutProc,
OptInProc, OptOutProc) with the following components:
(* data passing to/from atomic tasks *)
– InPar : TA × VarID 9 Expr is a function identifying the input parameter
mappings to a task at initiation, such that ∀(t,v)∈dom(InPar ) [VTmap(v) = t];
– OutPar : TA × VarID 9 Expr is a function identifying the output parameter
mappings from a task at completion, such that ∀(t,v)∈dom(OutPar ) [v ∈ VarID Global
∪VarID Folder ∪ VarID Case ∨ t ∈ TVBmap(v) ∪ STmap(VSmap(v))], i.e. the output
variable can be a global, case or folder variable, a block variable corresponding
to this net or a scope variable in the same scope as the task;
– OptInPar ⊆ dom(InPar ) identifies those input mappings to a task which are
optional;
– OptOutPar ⊆ dom(OutPar ) identifies those output mappings to a task which
are optional;
(* data passing between composite tasks and subprocess decompositions *)
– InNet : TC ×VarID 9 Expr is a function identifying the input parameter mappings to the subprocess corresponding to a composite task at commencement,
such that ∀(t,v)∈dom(InNet) [VBmap(v) = TNmap(t)];
– OutNet : TC × VarID 9 Expr is a function identifying the output parameter
mappings from a subprocess decomposition to its parent composite task at completion, such that ∀(t,v)∈dom(OutPar ) [v ∈ VarID Global ∪ VarID Folder ∪ VarID Case ∨
t ∈ TVBmap(v) ∪ STmap(VSmap(v))], i.e. the output variable can be a global,
case or folder variable, a block variable corresponding to this net or a scope
variable in the same scope as the task;
– OptInNet ⊆ dom(InNet) identifies those input mappings to a subprocess which
are optional;
– OptOutNet ⊆ dom(OutNet) identifies those output mappings from a subprocess which are optional;
(* data passing to/from multiple-instance tasks *)
– MIInPar : TaskID × P(VarID) 9 RecExpr is a function identifying the input
parameter mapping for each instance of a multiple instance task at commencement, such that ∀(t,v)∈dom(MIInPar ) [t ∈ dom(Nofi ) ∧ VMmap(v) = t];
– MIOutPar : TaskID × VarID 9 RecExpr is a function identifying output parameter mappings from the various multiple instance tasks at completion, such
that ∀(t,v)∈dom(OutPar ) [t ∈ TVBmap(v) ∪ STmap(VSmap(v)) ∨ v ∈ VarID Global ∪
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VarID Folder ∪ VarID Case ], i.e. the output variable can be a scope variable in
the same scope as the task, a block variable corresponding to this net or any
global, folder or case variable;
(* data passing to/from nets *)
– InProc : VarID 9 Expr is a function identifying the input parameter mappings
to a process instance at commencement, such that ∀v∈dom(InProc) [(VarType(v) =
Scope ∧ STmap(VSmap(v)) ⊆ TProcessID ) ∨ (VarType(v) = Block ∧
VBmap(v) = ProcessID) ∨ VarType(v) = Case], i.e. the parameter value can
only be mapped to a scope or block variable in the top level net or a case
variable;
– OutProc : VarID 9 Expr is a function identifying output parameter mappings
from a process instance at completion, such that ∀v∈dom(OutProc) [VarType(v)
∈ {Global , Folder }], i.e. the parameter value can only be mapped to a folder
or global variable;
– OptInProc ⊆ dom(InProc) identifies optional input mappings to a process;
– OptOutProc ⊆ dom(OutProc) identifies optional output mappings from a process;
new YAWL also incorporates a comprehensive characterization of the resource
perspective. This characterization is composed of two main components: the
Organizational model which provides a description of the overall structure of
the organization in terms of organizational groups, users, jobs and reporting
lines and the Work distribution model which defines the manner in which work
items are distributed to users at runtime for execution as well as identifying the
interactions that individual users are able to invoke to influence the way in which
this distribution occurs. These two models are specified in more detail below.
Definition 4. (Organizational model) Within the context of a new YAWL
specification ProcessID, there is an organizational model described by the tuple (UserID, RoleID, CapabilityID, OrgGroupID, JobID, CapVal, RoleUser, OrgGroupType, GroupType, JobGroup, OrgStruct, Superior, UserQual, UserJob) as
follows:

–
–
–
–
–
–
–
–
–
–

(* basic definitions *)
UserID is the set of all individuals to whom work items can be distributed;
RoleID is the set of designated groupings of those users;
CapabilityID is the set of qualities that a user may possess that are useful when
making work distribution decisions;
OrgGroupID is the set of groups within the organization;
JobID is the set of all jobs within the organization;
CapVal is the set of values that a capability can have;
(* organizational definition *)
RoleUser : RoleID → P(UserID) indicates the set of users in a given role;
OrgGroupType = {team, group, department, branch, division, organization}
identifies the type of a given organizational group;
GroupType : OrgGroupID → OrgGroupType;
JobGroup : JobID → OrgGroupID indicates which group a job belongs to;
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– OrgStruct : OrgGroupID 9 OrgGroupID forms an acyclic intransitive graph
with a unique root which identifies a composition hierarchy for groups;
– Superior : JobID 9 JobID forms an acyclic intransitive graph which identifies
the reporting lines between jobs;
(* user definition *)
– UserQual : UserID × CapabilityID → CapVal identifies the capabilities that a
user possesses;
– UserJob : UserID → P(JobID) maps a user to the jobs that they hold;
The new YAWL organizational model takes the form of a tree, based on the
reporting relationships between groups where the most senior group within the
organization is the root node of the tree. This model is deliberately chosen to be
simple and generic so that it applies to a relatively broad range of situations in
which new YAWL may be used. Finally, the Work distribution model is presented
that captures the various ways in which work items are distributed to users and
any constraints that need to be taken into account when doing so.
Definition 5. (Work distribution model) Within the context of a newYAWLnet nid , it is possible to describe the manner in which work items are distributed
to users for execution. A work distribution model is a tuple (Auto, TM , Initiator,
DistUser, DistRole, DistVar, SameUser, FourEyes, HistDist, OrgDist, CapDist,
UserSel, UserPriv, UserTaskPriv) as follows:

–
–
–
–
–
–
–
–

–

–
–

(* work allocation *)
Auto ⊆ TA is the set of tasks which execute automatically without user intervention, where TA is the set of atomic tasks;
TM ⊆ TA \Auto is the set of atomic tasks that must be allocated to users for
execution;
Initiator : TM → {system, resource} × {system, resource} × {system, resource}
indicates who initiates the offer, allocate and commence actions;
DistUser : TM 9 P(User ) identifies the users to whom a task should potentially
be distributed;
DistRole : TM 9 P(Role) identifies the roles to whom a task should potentially
be distributed;
DistVar : TM 9 P(VarID) identifies a set of variables holding either user or
roles to whom a task should potentially be distributed;
dom(DistUser ), dom(DistRole) and dom(DistVar ) form a partition over TM ;
SameUser : TM 9 TM is an irreflexive function that identifies that a task should
be executed by one of the same users that undertook another specified task in
the same case;
FourEyes : TM 9 TM is an irreflexive function that identifies a task that should
be executed by a different user to the one(s) that executed another specified
task in the same case;
HistDist : TM 9 HistExpr identifies a set of historical criteria that users that
execute the task must satisfy;
OrgDist : TM 9 OrgExpr identifies a set of organizational criteria that users
that execute the task must satisfy;
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– CapDist : TM 9 CapExpr identifies a set of capabilities that users that execute
the task must possess;
– UserSel : TM 9 {random, round -robin, shortest-queue} indicates how a specific
user who will execute a task should be selected from a group of possible users;
(* user privilege definition *)
– UserPriv : UserID 9 P(UserAuthKind ) indicates the privileges that an individual user possesses, where UserAuthKind = {choose, concurrent, reorder,
viewoffers, viewallocs, viewexecs, chainedexec};
– UserTaskPriv : UserID × TaskID 9 P(UserTaskAuthKind ) indicates the privileges that an individual user possesses in relation to a specific task, where
UserTaskAuthKind = {suspend, start, reallocate, reallocate state, deallocate,
piledexec, delegate,skip};

7.2

From complete to core new YAWL

The complete capabilities of new YAWL are captured by Definitions 1 to 5 of the
abstract syntax. Several of the new constructs can be seen in terms of other
constructs and thus can be eliminated through structural transformations to the
new YAWL specification in which they occur, thus minimizing the need to extend
the underlying execution environment. In this section, we present six distinct
sets of transformations that simplify a new YAWL specification and allow these
constructs to be directly embodied within a refinement of the model in which
they were originally captured. The specific language elements that are addressed
by these transformations are as follows:
• Persistent and transient triggers;
• While, repeat and combination loops;
• Thread merges;
• Thread splits;
• Partial joins; and
• Tasks directly linked to tasks.
Each of these transformations is described in the following section, first via
a high-level graphical illustration of its operation and then more completely using set theory. The order in which the transformations are applied is material
as later transformations assume that some structural modifications enacted by
earlier transformations have been completed. For this reason, the transformations should be applied in the order presented in this chapter. Once a complete
new YAWL specification has been appropriately simplified through the application
of these transformations, it is known as a core new YAWL specification. Additionally, in order to preserve the integrity of the specification being transformed, the
transformations are not applied to all constructs in a specification simultaneously
but rather on an incremental (i.e. item-by-item) basis. The transformations are
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applied iteratively for a given specification until all constructs have been appropriately dealt with. Note that in the interest of brevity, for all transformations
we only describe changes to the elements in each specification. Elements that
remain unchanged are omitted. The final core new YAWL specification is obtained by aggregating the latest version of each of the models for the new YAWL
specification, new YAWL-nets, Data passing model, Work distribution model and
Organizational model once all transformations have been applied.
The transformations presented are semantics-defining and give an operational meaning to the higher-level new YAWL constructs embodied in a complete
new YAWL specification by defining their function in terms of core new YAWL
constructs. As such, they cannot be seen as equivalence-preserving and it is important to note that whilst some of the transformations appear to change the
moment of choice for some constructs in a complete new YAWL specification, in
fact there can be no direct meaning ascribed to such a specification and it is only
when it is appropriately transformed to a core new YAWL specification that the
actual moment of choice for these constructs is revealed.

7.2.1

Persistent and transient triggers

Persistent and transient triggers that are defined for tasks in new YAWL specifications are operationalized in core new YAWL specifications as specific tasks that
identify when the trigger has been received. Figure 7.2 illustrates that manner
in which a trigger is incorporated into a new YAWL specification. In essence,
the trigger trig associated with task A becomes the task AT 1 . This task is only
enabled when the process instance is running (signified by a token in place CT )
and triggers received for the task are collected in condition CA . Any relevant join
associated with task A is moved into a dedicated task which proceeds it. The
enablement of task A then becomes an AND-join based on the normal thread
of control and the condition that collects tokens (CA ). The actual transformation for persistent and transient triggers is identical except that transient triggers
have the additional requirement that a means of deleting the trigger is required
if it cannot be utilized immediately. This is provided via reset task AT 2 as illustrated in Figure 7.2 which is associated with the condition which collects tokens
for triggers that are received. Once a trigger has been received, there is a race
condition between the enablement of the task being (A) triggered and the reset
task (AT 2 ) thus ensuring that any tokens that do not immediately trigger task A
are discarded40 .
As the transformation involves the addition of both tasks and conditions as
well as changes to the flow relation, it necessitates changes to the new YAWL
specification and to each new YAWL-net which includes a trigger. There are also
minor changes to the Data passing model to provide task AT 3 with access to the
data provided by the input parameters in order to allow the task precondition (if
any) to be evaluated41 . There are also changes to the Work distribution model
40

In practice, this task would have a delay associated with its enablement to ensure that task
A has first option to utilize any tokens that may be delivered to condition CA before they are
discarded.
41
Note that where a task is split into several parts by a transformation, the precondition is
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Figure 7.2: Persistent and transient trigger transformation

to ensure that any tasks added by the transformation are automatic (i.e. they
do not need to be allocated to a user for execution). The new YAWL specification is amended to include any new tasks added during steps 1 and 2 of the
transformation and also to add them to any scopes to which they might apply.
The transformation has five steps. First of all, the general extensions are made
to each new YAWL-net that includes triggers. These extensions accommodate all
trigger transformations in a given new YAWL-net and hence only need to be made
once. The next step is to transform each trigger into core new YAWL constructs.
The final three steps amend the Data passing model, Work distribution model
and new YAWL specification. The Organizational model is unchanged.
Step 1: Initial transformations for new YAWL-net nid with triggers
precondition: dom(Trig) 6= ∅
C 0 = C ∪ {CT , Cstart , Cend }
i0 = Cstart
evaluated both for the first task into which it is split and it is also retained for the original task.
The postcondition is retained for the original task and replicated for the last task into which
the task is split. Locking requirements and parameters are also replicated as required.
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o0 = Cend
T 0 = T ∪ {TSnid , TEnid }
TA0 = TA ∪ {TSnid , TEnid }
F 0 = F ∪ {(Cstart , TSnid ), (TSnid , i), (TSnid , CT ), (CT , TEnid ), (o, TEnid ), (TEnid , Cend )}
Join0 = Join ∪ {(TEnid , AND)}
Split0 = Split ∪ {(TSnid , AND)}
Step 2: Transformations for new YAWL-net nid0 (resulting from step
1) to replace individual triggers with core new YAWL constructs
Let t ∈ dom(Trig 0 ), transforming t in net nid 0 leads to the following changes:
C 00 = C 0 ∪ {Ct , Dt }
T 00 = T 0 ∪ {tT 1 , tT 3 } ∪ {xT 2 | x ∈ dom(Trig 0 )\Persist 0 ∧ x = t}
TA00 = TA0 ∪ {tT 1 , tT 3 } ∪ {xT 2 | x ∈ dom(Trig 0 )\Persist 0 ∧ x = t}
F 00 = (F 0 \ {(x, t) | x ∈ •t})
∪ {(x, tT 3 ) | x ∈ •t}
∪ {(CT , tT 1 ), (tT 1 , CT ), (tT 1 , Ct ), (Ct , t), (tT 3 , Dt ), (Dt , t)}
∪ {(Cx , xT 2 ) | x ∈ dom(Trig 0 )\Persist 0 ∧ x = t}
∪ {(CT , xT 2 ) | x ∈ dom(Trig 0 )\Persist 0 ∧ x = t}
∪ {(xT 2 , CT ) | x ∈ dom(Trig 0 )\Persist 0 ∧ x = t}
Join 00 = (Join 0 \{(x, Join 0 (x)) | x ∈ dom(Join 0 ) ∧ x = t})
∪ {(xT 3 , Join 0 (x)) | x ∈ dom(Join 0 ) ∧ x = t}
∪ {(t, AND)}
∪ {(xT 2 , AND) | x ∈ dom(Trig 0 )\Persist 0 ∧ x = t}
Split 00 = Split 0 ∪ {(tT 1 , AND)}
Rem 00 = (Rem 0 \{(x, Rem 0 (x)) | x ∈ dom(Rem 0 ) ∧ t ∈ Rem 0 (x)})
∪ {(x, Rem 0 (x) ∪ {tT 3 , Dt }) | x ∈ dom(Rem 0 ) ∧ t ∈ Rem 0 (x)})
Block 00 = ((Block 0 \ {(x, Block 0 (x)) | x ∈ dom(Block 0 ) ∧ x = t})
\ {(x, Block 0 (x)) | x ∈ dom(Block 0 ) ∧ t ∈ Block 0 (x)})
∪ {(xT 3 , Block 0 (x)) | x ∈ dom(Block 0 ) ∧ x = t}
∪ {(x, ((Block 0 (x)\{t}) ∪ {tT 3 })) | x ∈ dom(Block 0 )
∧ t ∈ Block 0 (x)}
Lock 00 = Lock 0 ∪ {(xT 3 , Lock 0 (x)) | x ∈ dom(Lock 0 ) ∧ x = t}
Thresh 00 = (Thresh 0 \ {(x, Thresh 0 (x)) | x ∈ dom(Thresh 0 ) ∧ x = t})
∪ {(xT 3 , Thresh 0 (x)) | x ∈ dom(Thresh 0 ) ∧ x = t}
ThreadIn 00 = (ThreadIn 0 \ {(x, ThreadIn 0 (x)) | x ∈ dom(ThreadIn 0 ) ∧ x = t})
∪ {(xT 3 , ThreadIn 0 (x)) | x ∈ dom(ThreadIn 0 ) ∧ x = t}
Pre 00 = Pre 0 ∪ {(xT 3 , Pre 0 (x)) | x ∈ dom(Pre 0 ) ∧ x = t}
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Trig 00 = ∅
Persist 00 = ∅
Step 3: Transformations for Data passing model for new YAWL-net nid
Let t ∈ dom(Trig), transforming t in net nid leads to the following changes:
InPar 0 = InPar ∪ {((xT 3 , v), e) | x ∈ dom(Trig) ∧ ((x, v), e) ∈ InPar ∧ x = t}
OptInPar 0 = OptInPar ∪ {(xT 3 , v) | x ∈ dom(Trig) ∧ (x, v) ∈ OptInPar ∧ x = t}
Step 4: Transformations for Work distribution model for new YAWLnet nid
00
Auto0 = Auto ∪ (Tnid
\ Tnid );

Step 5: Transformations for new YAWL specification
S
TaskID 0 = n∈NetID Tn00
STmap 0 = (STmap\ {(s, STmap(s)) | s ∈ dom(STmap)
∧ STmap(s) ∩ dom(Trig) 6= ∅})
∪ {(s, STmap(s) ∪ {tT 3 }) | s ∈ dom(STmap)
∧ t ∈ STmap(s) ∩ dom(Trig)}

7.2.2

Loops

Loops in new YAWL are based on PreTest and PostTest conditions associated
with individual tasks. Depending on the combination of PreTest and PostTest
associated with a task and whether it has any join or split behaviour, there are a
series of alternate transformations that can be made in order to remove specific
reliance on loop constructs in order to achieve task iteration. The various transformations are summarized in Figure 7.3. In essence, they involve varying the
process model to construct looping structures with entry and/or exit conditions
which are based on the conditions identified for the PreTests and PostTests42 .
The specific transformations required are detailed below. They necessitate
changes to each of the individual new YAWL-nets that contain loops to separate the join and split behaviour which may be associated with tasks possessing PreTest and/or PostTest conditions from the looping behaviour. As these
transformations potentially necessitate the addition of new tasks, there are also
changes to the Data passing model to ensure that any new tasks have access to
the same data elements as the task from which they were derived and also to
the new YAWL specification. Any new tasks are automatic hence there are also
amendments to the Work distribution model.

42

Note that in the diagrams, ∼PreTest(A) is assumed to be the logical negation of PreTest(A).
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Figure 7.3: Transformation of pre-test and post-test loops
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Step 1: Transformations for new YAWL-net nid
Let t ∈ dom(PreTest) ∪ dom(PostTest), transforming t in net nid lead to the
following changes:
T 0 = T ∪ {tL1 , tL2 , tL3 , tL4 }
TA0 = TA ∪ {tL1 , tL2 , tL3 , tL4 }
F 0 = (F \ {(c, t) | c ∈ •t} ∪ {(t, c) | c ∈ t•})
∪ {(c, tL2 ) | c ∈ •t} ∪ {(tL3 , c) | c ∈ t•}
∪ {(tL2 , tL1 ), (tL1 , t), (t, tL4 ), (tL1 , tL3 ), (tL4 , tL1 ), (tL4 , tL3 )}
Split0 = (Split\ {(x, Split(x)) | x ∈ dom(Split) ∧ x = t})
∪ {(xL3 , Split(x)) | x ∈ dom(Split) ∧ x = t}
∪ {(tL1 , XOR), (tL4 , XOR)}
Join0 = (Join\ {(x, Join(x)) | x ∈ dom(Join) ∧ x = t})
∪ {(xL2 , Join(x)) | x ∈ dom(Join) ∧ x = t}
∪ {(tL1 , XOR), (tL3 , XOR)}
Default 0 = (Default\ {(x, Default(x)) | x ∈ dom(Default)
∧ Split(x) ∈ {OR, XOR} ∧ x = t})
∪ {(xL3 , Default(x)) | x ∈ dom(Default)
∧ Split(x) ∈ {OR, XOR} ∧ x = t}
∪ {(tL1 , t), (tL4 , tL3 )}
0

<XOR = (<XOR \{(x, <xXOR ) | x ∈ dom(Split) ∧ Split(x) = XOR ∧ x = t})
∪ {(xL3 , <xXOR ) | x ∈ dom(Split) ∧ Split(x) = XOR ∧ x = t}
∪ {(tL1 , {(t, tL3 )})} ∪ {(tL4 , {(tL1 , tL3 )})}
Rem 0 = ((Rem\ {(x, Rem(x)) | x ∈ dom(Rem) ∧ x = t})
\{(x, Rem(x)) | x ∈ dom(Rem) ∧ t ∈ Rem(x)})
∪ {(xL3 , Rem(x)) | x ∈ dom(Rem) ∧ x = t}
∪ {(x, Rem(x) ∪ {tL1 , tL2 , tL3 , tL4 }) | x ∈ dom(Rem) ∧ t ∈ Rem(x)}
Comp 0 = (Comp\ {(x, Comp(x)) | x ∈ dom(Comp) ∧ x = t})
∪ {(xL3 , Comp(x)) | x ∈ dom(Comp) ∧ x = t}
Block 0 = ((Block \ {(x, Block (x)) | x ∈ dom(Block ) ∧ x = t})
\ {(x, Block (x)) | x ∈ dom(Block ) ∧ t ∈ Block (x)})
∪ {(xL2 , Block (x)) | x ∈ dom(Block ) ∧ x = t}
∪ {(x, ((Block (x)\{t}) ∪ {tL2 })) | x ∈ dom(Block )
∧ t ∈ Block (x)}
Disable 0 = (Disable\ {(x, Disable(x)) | x ∈ dom(Disable) ∧ x = t})
∪ {(xL3 , Disable(x)) | x ∈ dom(Disable) ∧ x = t}
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Lock 0 = Lock ∪ {(xL1 , Lock(x)) | x ∈ dom(Lock ) ∧ x = t}
∪ {(xL2 , Lock (x)) | x ∈ dom(Lock ) ∧ x = t}
∪ {(xL3 , Lock (x)) | x ∈ dom(Lock ) ∧ x = t}
∪ {(xL4 , Lock(x)) | x ∈ dom(Lock ) ∧ x = t}
Thresh 0 = (Thresh\ {(x, Thresh(x)) | x ∈ dom(Thresh) ∧ x = t})
∪ {(xL2 , Thresh(x)) | x ∈ dom(Thresh) ∧ x = t}
ThreadIn 0 = (ThreadIn\ {(x, ThreadIn(x)) | x ∈ dom(ThreadIn) ∧ x = t})
∪ {(xL2 , ThreadIn(x)) | x ∈ dom(ThreadIn) ∧ x = t}
ThreadOut 0 = (ThreadOut\ {(x, ThreadOut(x)) | x ∈ dom(ThreadOut) ∧ x = t})
∪ {(xL3 , ThreadOut(x)) | x ∈ dom(ThreadOut) ∧ x = t}
ArcCond 0 = (ArcCond \{((x, c), ArcCond (x, c)) | x ∈ dom(Split)
∧ Split(x) ∈ {OR, XOR} ∧ c ∈ x • ∧x = t})
∪ {((xL3 , c), ArcCond (x, c)) | x ∈ dom(Split)}
∧ Split(x) ∈ {OR, XOR ∧ c ∈ x • ∧x = t}
∪ {((xL1 , x), PreTest(x)) | x ∈ dom(PreTest) ∧ x = t}
∪ {((xL1 , x), true) | x ∈
/ dom(PreTest) ∧ x = t}
∪ {((xL1 , xL3 ), qPreTest(x)) | x ∈ dom(PreTest) ∧ x = t}
∪ {((xL1 , xL3 ), false) | x ∈
/ dom(PreTest) ∧ x = t}
∪ {((xL4 , xL3 ), PostTest(x)) | x ∈ dom(PostTest) ∧ x = t}
∪ {((xL4 , xL3 ), true) | x ∈
/ dom(PostTest) ∧ x = t}
∪ {((xL4 , xL1 ), qPostTest(x)) | x ∈ dom(PostTest) ∧ x = t}
∪ {((xL4 , xL1 ), false) | x ∈
/ dom(PostTest) ∧ x = t}
Pre 0 = Pre ∪ {(xL2 , Pre(x)) | x ∈ dom(Pre) ∧ x = t}
Post 0 = Post ∪ {(xL3 , Post(x)) | x ∈ dom(Post) ∧ x = t}
PreTest 0 = PreTest\ {(x, PreTest(x)) | x ∈ dom(PreTest) ∧ x = t}
PostTest 0 = PostTest\ {(x, PostTest(x)) | x ∈ dom(PostTest) ∧ x = t}
Step 2: Transformations for Data passing model for new YAWL-net nid
Let t ∈ dom(PreTest) ∪ dom(PostTest), transforming t in net nid leads to the
following changes:
InPar 0 = InPar ∪ {((xL1 , v), e) | x ∈ dom(PreTest) ∪ dom(Lock )
∧ ((x, v), e) ∈ InPar ∧ x = t}
∪ {((xL2 , v), e) | x ∈ dom(Pre) ∪ dom(Lock )
∧ ((x, v), e) ∈ InPar ∧ x = t}
∪ {((xL3 , v), e) | x ∈ dom(Split) ∪ dom(Post) ∪ dom(Lock )
∧ ((x, v), e) ∈ InPar ∧ x = t}
∪ {((xL4 , v), e) | x ∈ dom(PostTest) ∪ dom(Lock )
∧ ((x, v), e) ∈ InPar ∧ x = t}
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OptInPar 0 = OptInPar ∪ {(xL1 , v) | x ∈ dom(PreTest) ∪ dom(Lock )
∧ (x, v) ∈ OptInPar ∧ x = t}
∪ {(xL2 , v) | x ∈ dom(Pre) ∪ dom(Lock )
∧ (x, v) ∈ OptInPar ∧ x = t}
∪ {(xL3 , v) | x ∈ dom(Split) ∪ dom(Post) ∪ dom(Lock )
∧ (x, v) ∈ OptInPar ∧ x = t}
∪ {(xL4 , v) | x ∈ dom(PostTest) ∪ dom(Lock )
∧ (x, v) ∈ OptInPar ∧ x = t}
Step 3: Transformations for Work distribution model for new YAWLnet nid
0
\ Tnid );
Auto 0 = Auto ∪ (Tnid

Step 4: Transformations for new YAWL specification
S
TaskID 0 = n∈NetID Tn0
STmap 0 = (STmap\ {(s, STmap(s)) | s ∈ dom(STmap)
∧ STmap(s) ∩ (dom(PreTest) ∪ dom(PostTest)) 6= ∅})
∪ {(s, STmap(s) ∪ {tL1 , tL2 , tL3 , tL4 }) | s ∈ dom(STmap)
∧ t ∈ STmap(s) ∩ (dom(PreTest) ∪ dom(PostTest))}

7.2.3

Thread merge

The thread merge construct coalesces a specified number of execution threads
from the same process instance. The transformation for this construct is illustrated in Figure 7.4. It essentially involves the creation of an AND-join precondition to the construct that can only fire when the required number of incoming
tokens (i.e. incoming execution threads) have been received and there is one of
the tokens in each of the conditions CAM 1 ...CAM n enabling the AND-join for task
A to fire. We assume that there is a notion of “fairness” that applies to the
model that will eventually result in the tokens being distributed across the input
conditions in this way.
There are three steps involved in this transformation. First the thread merge tasks
in each new YAWL-net are transformed into core new YAWL-net constructs, then
the associated Work distribution models are transformed to ensure all added tasks
are automatic and finally any new tasks are added to the new YAWL specification.
Step 1: Transformations for new YAWL-net nid to replace individual
thread merges with core new YAWL constructs
Let t ∈ dom(ThreadIn), transforming t in net nid leads to the following changes:
C 0 = C ∪ {CtM i | 1 ≤ i ≤ ThreadIn(t)}
T 0 = T ∪ {tM } ∪ {tM i | 1 ≤ i ≤ ThreadIn(t)}
TA0 = TA ∪ {tM } ∪ {tM i | 1 ≤ i ≤ ThreadIn(t)}
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Figure 7.4: Transformation of thread merge construct
F 0 = (F \{(x, t) | x ∈ •t})
∪ {(x, tM ) | x ∈ •t}
∪ {(tM , CtM 1 )}
∪ {(CtM i , tM i ) | 1 ≤ i ≤ ThreadIn(t)}
∪ {(tM (i−1) , CtM i ) | 2 ≤ i ≤ ThreadIn(t)}
∪ {(CtM i , t) | 1 ≤ i ≤ ThreadIn(t)}
∪ {(tM n , CtM 1 ) | n = ThreadIn(t)}
Join0 = (Join \ {(t, THREAD)}) ∪ {(t, AND)}
ThreadIn 0 = ThreadIn\ {(x, ThreadIn(x)) | x ∈ dom(ThreadIn) ∧ x = t}
Step 2: Transformations for Work distribution model for new YAWLnet nid
0
Auto0 = Auto ∪ (Tnid
\ Tnid );

Step 3: Transformations for new YAWL specification
S
T askID0 = n∈NetID Tn0

7.2.4

Thread split

The thread split construct diverges a single thread of execution into multiple
concurrent threads, which initially flow through the same branch. Figure 7.5
illustrates how the transformation for this construct operates. Essentially it creates an AND-split in place of the thread split which has the required number of
outgoing branches. These branches are subsequently joined at a common place
(CAS ) and the associated tokens are passed on to subsequent tasks by task AS
on an as required basis.
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Figure 7.5: Transformation of thread split construct

The transformations associated with this proceed in three steps. First the thread
split tasks in each new YAWL-net are transformed into Core new YAWL-net constructs, then any newly introduced tasks also added as automatic tasks to the
Work distribution model associated with the new YAWL-net and finally any new
tasks are added to the new YAWL specification.
Step 1: Transformations for new YAWL-net nid replace individual
thread splits with core new YAWL constructs
Let t ∈ dom(ThreadOut), transforming t in net nid leads to the following changes:
C 0 = C ∪ {CtS } ∪ {CtSi | 1 ≤ i ≤ ThreadOut(t)}
T 0 = T ∪ {tS } ∪ {tSi | 1 ≤ i ≤ ThreadOut(t)}
TA0 = TA ∪ {tS } ∪ {tSi | 1 ≤ i ≤ ThreadOut(t)}
F 0 = (F \{(t, x) | x ∈ t•})
∪ {(tS , x) | x ∈ t•}
∪ {(CtS , tS )}
∪ {(t, CtSi ) | 1 ≤ i ≤ ThreadOut(t)}
∪ {(CtSi , tSi ) | 1 ≤ i ≤ ThreadOut(t)}
∪ {(tSi , CtS ) | 1 ≤ i ≤ ThreadOut(t)}
Split0 = (Split\{(t, THREAD)}) ∪ {(t, AND)}
ThreadOut 0 = ThreadOut\ {(x, ThreadOut(x)) | x ∈ dom(ThreadOut) ∧ x = t}
Step 2: Transformations for Work distribution model for new YAWLnet nid
0
Auto0 = Auto ∪ (Tnid
\ Tnid );

The final step in the transformation process is ensure that all tasks that have
been added are also included in the new YAWL specification.
Step 3: Transformations for new YAWL specification
S
T askID0 = n∈NetID Tn0
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7.2.5

Partial join

The partial join construct has probably the most complex series of transformations associated with it. It is illustrated diagrammatically in Figure 7.6 and
essentially involves replacing the partial join construct with the set of all possible
AND-joins that would enable the set of input branches to trigger a join when the
required threshold for the join was reached.
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X

SPLIT
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2
start

2
C end

note: Z corresponds to one of the
(m
n ) combinations of input places
and k = (m
n)

Figure 7.6: Transformation of partial join construct
For example where the partial join had four inputs and two were required for
the join to proceed, then the partial join would be replaced by six two-input ANDjoins, each of which is linked to one combination of incoming branches that could
trigger the join as illustrated by the tasks prefixed AZ
J . As this is a combinatorial
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µ

¶
m
function, there are
of these tasks. Similarly, there are the same number
n
of tasks prefixed AZ
R which reset the join and allow it to fire again. Only when
Z
one of the AJ joins has fired can the actual task A be enabled.
A feature of the partial join is the blocking link, which allows specified tasks
to serve as gateways into the blocking region for a task. The blocking region is a
group of preceding tasks and their associated branches where only one thread of
execution should be active on each incoming branch to the partial join for each
triggering of the join. The block function identifies the set of tasks that constitute
the blocking region for a given task. In Figure 7.6, task X has a blocking link
associated with it. Once task A has fired, task X is prevented from being enabled
until inputs have been received on all branches to task A and it has reset. In
the transformed new YAWL-net, each “blocking task” has a place associated with
it (e.g. CXB1 ). Initially it has a token in it. This is removed when one of the
permutations of input branches allows the (partial) join to fire and only when the
partial join has reset, is the token replaced in the place allowing the “blocking
task” to fire again.
The transformation proceeds in six stages. First, initialization conditions are
inserted into any new YAWL-net that contains blocking tasks associated with
partial joins. These conditions allow the blocking tasks to be enabled in a given
net providing the associated partial join has not been enabled.
Step 1: Initial transformation for new YAWL-net nid with partial joins
precondition: ran(Block nid ) 6= ∅
2
2
C 0 = C ∪ {Cstart
, Cend
}}
2
i0 = Cstart
2
o0 = Cend

T 0 = T ∪ {TS2nid , TE2nid }
2
2
F 0 = F ∪ {(Cstart
, TS2nid ), (TS2nid , i), (o, TE2nid ), (TE2nid , Cend
)}
∪ {(TS2nid , CtB1 ) | t ∈ dom(Thresh)}
∪ {(CtB1 , TE2nid ) | t ∈ dom(Thresh)}

Split0 = Split ∪ {(TSnid , AND)}
Join0 = Join ∪ {(TEnid , AND)}
The next step is to transform each of the partial joins in a given net. These need to
be undertaken incrementally (on a task-by-task basis) and involve the insertion
Z
of a series of AND-join constructs (AZ
J1 ...AJk ) such that a distinct AND-join
is added for each combination of incoming paths that could enable the partial
Z
join. Associated with each AND-join is another AND-join (AZ
R1 ...ARk ) that allows
the partial join to be reset when execution threads have been received on the
remaining incoming branches. There is also a condition (CAB1 ) inserted for each
Z
partial join to ensure that each of the reset tasks (AZ
R1 ...ARk ) are on a path from
the start to end condition in the new YAWL-net.
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Step 2: Transformations for new YAWL-net nid’ (from step 1) to replace individual partial joins with core new YAWL constructs
Let t ∈ dom(Thresh 0 ), transforming t in net nid 0 leads to the following changes:
C 00 = C 0 ∪ {CtB1 }
T 00 = T 0 ∪ {tCJ | C ∈ P(•t) ∧ |C| = Thresh 0 (t)}
0
∪ {tD
R | D ∈ P(•t) ∧ |D| = | • t| − Thresh (t)}

F 00 = (F 0 \{(c, t) | c ∈ •t})
∪ {(c, tCJ ) | C ∈ P(•t) ∧ |C| = Thresh 0 (t) ∧ c ∈ C}
0
∪ {(c, tD
R ) | D ∈ P(•t) ∧ |D| = | • t| − Thresh (t) ∧ c ∈ D}
0
∪ {(tCJ , tD
R ) | C ∈ P(•t) ∧ |C| = Thresh (t) ∧ D = •t \ C}

∪ {(tCJ , t) | C ∈ P(•t) ∧ |C| = Thresh 0 (t)}
∪ {(TS2nid , CtB1 ), (CtB1 , TE2nid )}
∪ {(CtB1 , tCJ ) | C ∈ P(•t) ∧ |C| = Thresh 0 (t)}
0
∪ {(tD
R , CtB1 ) | D ∈ P(•t) ∧ |D| = | • t| − Thresh (t)}

Split00 = Split0 ∪ {(tCJ , AND) | C ∈ P(•t) ∧ |C| = Thresh 0 (t)}
0
0
∪ {(xD
R , AND) | x ∈ dom(Thresh ) ∩ dom(Block ) ∧ D ∈ P(•x)
∧ |D| = | • x| − Thresh 0 (x) ∧ x = t}

Join00 = (Join0 \ {(t, PJOIN )})
∪ {(t, XOR)}
∪ {(tCJ , AND) | C ∈ P(•t) ∧ |C| = Thresh 0 (t)}
0
∪ {(tD
R , AND) | D ∈ P(•t) ∧ |D| = | • t| − Thresh (t)}

Block 00 = (Block 0 \ {(x, Block 0 (x)) | x ∈ dom(Block 0 ) ∧ t ∈ Block 0 (x)})
∪ {(x, (Block 0 (x)\{t}) ∪ {tCJ }) | x ∈ dom(Block 0 )
∧ t ∈ Block 0 (x) ∧ C ∈ P(•t) ∧ |C| = Thresh 0 (t)}
Rem 00 = (Rem 0 \ {(x, Rem 0 (x)) | x ∈ dom(Rem 0 ) ∧ t ∈ Rem 0 (x)})
0
∪ {(x, Rem 0 (x) ∪ {tCJ } ∪ {tD
R }) | C ∈ P(•t) ∧ |C| = Thresh (t)
∧ D ∈ P(•t) ∧ |D| = | • t| − Thresh 0 (t) ∧ t ∈ Rem 0 (x)}

Lock 00 = Lock 0 ∪ {(tCJ , Lock 0 (t)) | C ∈ P(•t) ∧ |C| = Thresh 0 (t) ∧ t ∈ dom(Lock )}
Pre 00 = Pre 0 ∪ {(xCJ , P re0 (x)) | x ∈ dom(Pre 0 ) ∧ C ∈ P(•x)
∧ |C| = Thresh 0 (x) ∧ x = t}
Thresh 00 = Thresh 0 \ {(t, Thresh 0 (t))}
The third step is to replace each blocking task with core new YAWL constructs.
As each of these tasks may have joins and/or splits associated with them, it
is necessary to move these to preceding and subsequent tasks in order to ensure that they are evaluated separately from the blocking action associated with
each task under consideration. Similarly other constructs associated with each
blocking task (e.g. arc conditions, evaluation sequence of arc conditions, default
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arcs etc.) may also need to be migrated and others (e.g. locks, preconditions,
postconditions) may need to be replicated.
Step 3: Transformation for new YAWL-net nid” (from step 2) to replace individual blocking tasks with core new YAWL constructs
S
Let b ∈ t∈Tnid00 Block 00 (t), transforming b in net nid leads to the following
changes:
C 000 = C 00 ∪ {Cb,xB1 | x ∈ dom(Thresh 00 ) ∧ b ∈ Block 00 (x)}
T 000 = T 00 ∪ {bB1 , bB2 }
TA000 = TA00 ∪ {bB1 , bB2 }
F 000 = ((F 00 \ {(c, b) | c ∈ •b})\ {(b, c) | c ∈ b•})
∪ {(c, bB1 ) | c ∈ •b} ∪ {(bB2 , c) | c ∈ b•} ∪ {(bB1 , b), (b, bB2 )}
∪ {(Cb,xB1 , xCJ ) | x ∈ dom(Block 00 ) ∧ b ∈ Block 00 (x)
∧ C ∈ P(•x) ∧ |C| = Thresh 00 (x)}
00
00
∪ {(xD
R , Cb,xB1 ) | x ∈ dom(Block ) ∧ b ∈ Block (x)
∧ D ∈ P(•x) ∧ |D| = | • x| − Thresh 00 (x)}
∪ {(TS2nid , Cb,xB1 ) | x ∈ dom(Block 00 ) ∧ b ∈ Block 00 (x)}
∪ {(Cb,xB1 , TE2nid ) | x ∈ dom(Block 00 ) ∧ b ∈ Block 00 (x)}
∪ {(Cb,xB1 , b) | x ∈ dom(Block 00 ) ∧ b ∈ Block 00 (x)}
∪ {(b, Cb,xB1 ) | x ∈ dom(Block 00 ) ∧ b ∈ Block 00 (x)}

Split 000 = (Split 00 \{(x, Split 00 (x)) | x ∈ dom(Split 00 ) ∧ x = b})
∪ {(xB2 , Split 00 (x)) | x ∈ dom(Split 00 ) ∧ x = b}
∪ {(b, AND)}
Join 000 = (Join 00 \ {(x, Join 00 (x)) | x ∈ dom(Join 00 ) ∧ x = b})
∪ {(xB1 , Join 00 (x)) | x ∈ dom(Join 00 ) ∧ x = b}
∪ {(b, AND)}
Default 000 = (Default 00 \ {(x, Default 00 (x)) | x ∈ dom(Default 00 ) ∧ x = b})
∪ {(xB2 , Default 00 (x)) | x ∈ dom(Default 00 ) ∧ x = b}
000

00
<XOR = (<00XOR \{(x, <00x
XOR ) | x ∈ dom(Split B {XOR}) ∧ x = b})
00
∪ {(xB2 , <00x
XOR ) | x ∈ dom(Split B {XOR}) ∧ x = b}

Rem 000 = ((Rem 00 \{(x, Rem 00 (x)) | x ∈ dom(Rem 00 ) ∧ x = b})
\ {(x, Rem 00 (x)) | x ∈ dom(Rem 00 ) ∧ b ∈ Rem 00 (x)})
∪ {(xB2 , Rem00 (x)) | x ∈ dom(Rem 00 ) ∧ x = b}
∪ {(x, Rem 00 (x) ∪ {bB1 , bB2 }) | x ∈ dom(Rem 00 ) ∧ b ∈ Rem 00 (x)}
Comp 000 = (Comp 00 \{(x, Comp00 (x)) | x ∈ dom(Comp 00 ) ∧ x = b})
∪ {(xB2 , Comp00 (x)) | x ∈ dom(Comp 00 ) ∧ x = b}
Block 000 = Block 00 \ {(b, Block 00 (b))}
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Disable 000 = (Disable 00 \{(x, Disable 00 (x)) | x ∈ dom(Disable 00 ) ∧ x = b})
∪ {(xB2 , Disable 00 (x)) | x ∈ dom(Disable 00 ) ∧ x = b}
Lock 000 = Lock 00 ∪ {(xB1 , Lock 00 (x)) | x ∈ dom(Lock 00 ) ∧ x = b}
∪ {(xB2 , Lock 00 (x)) | x ∈ dom(Lock 00 ) ∧ x = b}
ArcCond 000 = (ArcCond 00 \ {((x, c), cond1 ) | x ∈ dom(Split 00 B {OR, XOR})
∧ ((x, c), cond1 ) ∈ ArcCond 00 ∧ c ∈ x • ∧x = b})
∪ {((bB2 , c), cond1 ) | x ∈ dom(Split 00 B {OR, XOR})
∧ ((x, c), cond1 ) ∈ ArcCond 00 ∧ c ∈ x • ∧x = b})
Pre 000 = Pre 00 ∪ {(xB1 , Pre 00 (x)) | x ∈ dom(Pre 00 ) ∧ x = b}
Post 000 = Post 00 ∪ {(xB2 , Post 00 (x)) | x ∈ dom(Post 00 ) ∧ x = b}
The fourth step is to replicate any parameters passed to each blocking task to the
(inserted) task preceding and following the blocking task. This is necessary as
the preceding task may have associated preconditions or locks and the following
task may have splits, postconditions or locks which rely on data elements passed
to the blocking task in order to be evaluated.
Step 4: Transformations for Data passing model for new YAWL-net nid
Let t ∈ Tnid , transforming t in net nid leads to the following changes:
InPar 0 = InPar ∪ {((tB1 , v), e) | x ∈ dom(Block )
∧ t ∈ (dom(Pre) ∪ dom(Lock )) ∩ Block (x)
∧ ((t, v), e) ∈ InPar }
∪ {((tB2 , v), e) | x ∈ dom(Block )
∧ t ∈ (dom(Split B {OR, XOR}) ∪ dom(Post)
∪ dom(Lock )) ∩ Block (x)
∧ ((t, v), e) ∈ InPar }
∪ {((xCJ , v), e) | x ∈ dom(Thresh) ∧ C ∈ P(•x)
∧ |C| = Thresh(x) ∧ ((x, v), e) ∈ InPar ∧ x = t}
OptInPar 0 = OptInPar ∪ {(tB1 , v) | x ∈ dom(Block )
∧ t ∈ (dom(Pre) ∪ dom(Lock )) ∩ Block (x)
∧ (t, v) ∈ OptInPar }
∪ {(tB2 , v) | x ∈ dom(Block )
∧ t ∈ (dom(Split B {OR, XOR}) ∪ dom(Post)
∪ dom(Lock )) ∩ Block (x)
∧ (t, v) ∈ OptInPar }
∪ {(xCJ , v) | x ∈ dom(Thresh) ∧ C ∈ P(•x)
∧ |C| = Thresh(x) ∧ (x, v) ∈ OptInPar ∧ x = t}
The fifth step is to transform the Work distribution model associated with the
newYAWL-net in order to ensure all added tasks are automatic (i.e. do not need
to be distributed to resources for execution).
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Step 5: Transformations for Work distribution model for new YAWLnet nid
Auto 0 = Auto ∪ (T 000 \ T );
The final step in the transformation process is ensure that all tasks that have
been added are also included to the new YAWL specification.
Step 6: Transformations for new YAWL specification
S
TaskID 0 = n∈NetID Tn000
STmap 0 = ((STmap\ {(s, STmap(s)) | s ∈ dom(STmap)
∧ STmap(s) ∩ dom(Thresh) 6= ∅})
\ {(s, STmap(s)) | s ∈ dom(STmap)
∧ x ∈ dom(Block )
∧ STmap(s) ∩ Block (x) 6= ∅})
∪ {(s, STmap(s) ∪ {tCJ }) | s ∈ dom(STmap)
∧ t ∈ STmap(s) ∩ dom(Thresh)
∧ C ∈ P(•t) ∧ |C| = Thresh(t)}
∪ {(s, STmap(s) ∪ {tB1 , tB2 }) | s ∈ dom(STmap)
∧ x ∈ dom(Block )
∧ STmap(s) ∩ Block (x) 6= ∅}

7.2.6

Tasks directly linked to tasks

new YAWL supports the direct linkage of one task to another in a process model.
However, during execution, it is necessary that the state of a process instance
can be completely captured. For this reason, an implicit condition is inserted
between directly connected tasks, reflecting the Petri net foundations on which
new YAWL is based. Figure 7.7 illustrates this transformation.
A

B

A

C

AB

B

Figure 7.7: Inserting an implicit condition between directly linked tasks
This transformation only applies to elements of a newYAWL-net as described in
Definition 2. There are no changes to the other models.
Transformations for new YAWL-net nid to insert conditions between
directly linked tasks
C 0 = C ∪ {Ct1 ,t2 | (t1 , t2 ) ∈ F ∩ (T × T )}
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F 0 = (F \(T × T ))
∪ {(t1 , Ct1 t2 ) | (t1 , t2 ) ∈ F ∩ (T × T )}
∪ {(Ct1 t2 , t2 ) | (t1 , t2 ) ∈ F ∩ (T × T )}
Rem 0 = (Rem\{(t, Rem(t)) | (t1 , t2 ) ∈ F ∩ (T × T ) ∧ t ∈ dom(Rem)
∧ {t1 , t2 } ⊆ Rem(t)})
∪ {(t, Rem(t) ∪ {Ct1 ,t2 }) | (t1 , t2 ) ∈ F ∩ (T × T ) ∧ t ∈ dom(Rem)
∧ {t1 , t2 } ⊆ Rem(t)}
ArcCond 0 = (ArcCond \ {((t1 , t2 ), cond1) | ((t1 , t2 ), cond1) ∈ ArcCond
∧ (t1 , t2 ) ∈ F ∩ (T × T )})
∪ {((t1 , Ct1 t2 ), cond1) | ((t1 , t2 ), cond1) ∈ ArcCond
∧ (t1 , t2 ) ∈ F ∩ (T × T )}
Default 0 = (Default \ {(t1 , Default(t1 )) | t1 ∈ dom(Default)
∧ (t1 , Default(t1 )) ∈ F ∩ (T × T )})
∪ {(t1 , Ct1 t2 ) | t1 ∈ dom(Default)
∧ (t1 , Default(t1 )) ∈ F ∩ (T × T )})
0

t
<XOR
={(t, (<tXOR ∩ (C × C))
∪ {(x, Ct,t0 ) | t0 ∈ T ∩ t • ∧x ∈ C ∧ (x, t0 ) ∈<tXOR }
∪ {(Ct,t0 , x) | t0 ∈ T ∩ t • ∧x ∈ C ∧ (t0 , x) ∈<tXOR }
∪ {(Ct,t0 , Ct,t00 ) | t0 ∈ T ∩ t • ∧t00 ∈ T ∩ t • ∧(t0 , t00 ) ∈<tXOR })
| t ∈ dom(Split) ∧ Split(t) = XOR}

7.3

Semantic model initialization

This section presents a series of marking functions which describe how a core
new YAWL specification can be transformed into an initial marking of the new YAWL semantic model. The act of doing this prepares a new YAWL specification
for enactment. Moreover, because the new YAWL semantic model is formalized
using CP-nets, once the resultant initial marking is applied to the semantic model
in the CPN Tools environment, it is possible to directly execute the new YAWL
specification. The marking functions presented below operate between a core
new YAWL specification and the semantic model presented in Chapter 8. They
assume the existence of the auxiliary functions described subsequently.

7.3.1

Auxiliary functions

In order to describe the various transformations more succinctly, we first present
eleven auxiliary functions. Throughout this section the designated value procid is
assumed to be the identifier for the new YAWL specification under consideration.
FUN (fn(p1 , p2 , ...pn )) = fn where fn(p1 , p2 , ...pn ) is a function definition. FUN
returns the name of the function;
VARS(f n(p1 , p2 , ...pn )) = {p1 , p2 , ...pn }. VARS returns the set of data elements
in the function definition;
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VAR(fn(p1 )) = p1 where p1 is of type RecExpr, i.e. p1 is a record-based formal
parameter containing a single data element in a tabular format for use with a
multiple instance task. VAR returns the record-based data element;
LCON DS takes a task and returns a sequence of the link condition tuples for the
outgoing arcs associated with the task, together with the set of variables and the
condition used to evaluate whether the arc should be selected43 . For XOR-splits,
the sequence defines the order in which the arc conditions should be evaluated
in order to determine the arc that will be enabled. The order is immaterial for
OR-splits as several arcs can potentially be enabled.
LCON
DS(t) =
½
t
[(ArcCond (t, c), VARS(ArcCond (t, c)), c) | c ← [t•]<XOR ] if Split(t) = XOR
[(ArcCond (t, c), VARS(ArcCond (t, c)), c) | c ← [t•]]
if Split(t) = OR
CAPVALS(u) = [{(c, v) | UserQual (u, c) = v}], i.e. CAPVALS returns a list of
the capability-value tuples corresponding to a nominated user u. The ordering of
these tuples is arbitrary;
VDEF takes a variable v of type VarID and returns the static definition for the
variable in the form used in the semantic model;

< gdef:(procid , VName(v)) >
if v ∈ VarID Global


 < bdef:(procid , VFmap(v), VName(v)) > if v ∈ VarID F older





if v ∈ VarID Case
 < cdef:(procid , VName(v)) >
VDEF (v) =
< bdef:(procid , VBmap(v), VName(v)) > if v ∈ VarID Block



< sdef:(procid , VSmap(v), VName(v)) >
if v ∈ VarID Scope




< tdef:(procid , VTmap(v), VName(v)) > if v ∈ VarID T ask


< mdef:(procid , VMmap(v), VName(v)) > if v ∈ VarID M I
PUSAGE identifies whether parameter p is a mandatory or optional parameter
in the context of task t;
 00 00
opt
if ((x, p) ∈ (dom(OptInP ar) ∪ dom(OptOutP ar)




∪ dom(OptInN et) ∪ dom(OptOutN et))

∨ (x =00 null00 ∧ p ∈ dom(OptInP roc)
PUSAGE(x, p) =


∪ dom(OptOutP roc))


 00
mand00 otherwise
MT YPE identifies whether task t is a singular or multiple-instance task;
½ 00
multiple00 if t ∈ dom(Nofi )
MT YPE(t) = 00
singular00 otherwise
PREC returns true if task x precedes task t (i.e. there is a path from x to t);
PREC(x, t) = (x, t) ∈ F ∗ , where F ∗ is the reflexive transitive closure of the flow
relation F ;

43

Details of the sequence comprehension notation used in this expression can be found in
Appendix A.
c 2007 N.C. Russell – Page 297
PhD Thesis – °

Chapter 7. Syntax

The following three functions support the transformation of a new YAWL-net to
a corresponding reset net that allows the enablement of an OR-join construct to
be determined based on Wynn et al.’s algorithm [WEAH05]. These functions are
based on the transformations illustrated in Figure 7.3.1.
Reset net

YAWL

tS

t

YAWL

pt

tE

tS

pt

pt

pN
p

p1

t

pN

p1
t

p1

pN

tS 1

p1

p1

pN

pN

p1

p1

tE
pt

tE

pt

pN

tE

pN

t

pN

p1

p1
t

p1

p1

Reset net

pN

pN

tS

tE
p1

p

t

p

tS

pt

tE

pt

t

p1N

tE

pN
pN

tE

pN

Figure 7.8: Reset net transformations for new YAWL constructs
(from [WEAH05])
RN ILS(tOR ) returns the set of input arcs to tasks in the reset net corresponding
to the new YAWL-net of which the OR-join tOR is a member. Only the tasks which
precede tOR are included in this set.
RN ILS(tOR ) =
{(x, tS ) | t ∈
/ dom(Join) ∪ dom(Split) ∧ x ∈ •t ∧ PREC(t, tOR )}
∪{(pt , tE ) | t ∈ T ∧t ∈ T ∧t ∈
/ dom(Join)∪dom(Split)∧x ∈ •t∧PREC(t, tOR )}
∪ {(x, tS ) | t ∈ T ∧ Join(t) = AND ∧ x ∈ •t ∧ PREC(t, tOR )}
∪ {(pt , tE ) | t ∈ T ∧ Split(t) = AND ∧ PREC(t, tOR )}
∪ {(x, txS ) | t ∈ T ∧ Join(t) = XOR ∧ x ∈ •t ∧ PREC(t, tOR )}
∪ {(pt , txE ) | t ∈ T ∧ Split(t) = XOR ∧ x ∈ t • ∧PREC(t, tOR )}
∪ {(pt , txE ) | t ∈ T ∧ Split(t) = OR ∧ x ∈ P+ (t•) ∧ PREC(t, tOR )}
RN OLS(tOR ) returns the set of output arcs to tasks in the reset net corresponding to the new YAWL-net of which the OR-join tOR is a member. Only the tasks
which precede tOR are included in this set.
RN OLS(tOR ) =
{(tS , pt ) | t ∈ T ∧ t ∈
/ dom(Join) ∧ t ∈
/ dom(Split) ∧ PREC(t, tOR )}
∪ {(tE , x) | t ∈ T ∧ t ∈
/ dom(Join) ∧ t ∈
/ dom(Split) ∧ x ∈ t • ∧PREC(t, tOR )}
∪ {(tS , pt ) | t ∈ T ∧ Join(t) = AND ∧ PREC(t, tOR )}
∪ {(tE , x) | t ∈ T ∧ Split(t) = AND ∧ x ∈ t • ∧PREC(t, tOR )}
∪ {(txS , pt ) | t ∈ T ∧ Join(t) = XOR ∧ x ∈ •t ∧ PREC(t, tOR )}
∪ {(txE , x) | t ∈ T ∧ Split(t) = XOR ∧ x ∈ t • ∧PREC(t, tOR )}
∪ {(txE , y) | t ∈ T ∧ Split(t) = OR ∧ x ∈ P+ (t•) ∧ y ∈ x ∧ PREC(t, tOR )}
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RN RLS(tOR ) returns the set of reset arcs to tasks in the reset net corresponding
to the new YAWL-net of which the OR-join tOR is a member. Only the tasks which
precede tOR are included in this set.
RN RLS(tOR ) =
{(tE , x) | t ∈ T ∧ t ∈
/ dom(Split) ∧ PREC(t, tOR )
∧ x ∈ {{pt0 | t0 ∈ Rem(t) ∩ T ∧ PREC(t0 , tOR )}
∪ {c | c ∈ Rem(t) ∩ C ∧ PREC(c, tOR )}}}
{(tE , x) | t ∈ T ∧ Split(t) = AND ∧ PREC(t, tOR )
∧ x ∈ {{pt0 | t0 ∈ Rem(t) ∩ T ∧ PREC(t0 , tOR )}
∪ {c | c ∈ Rem(t) ∩ C ∧ PREC(c, tOR )}}}
p
{(tE , x) | t ∈ T ∧ Split(t) = XOR ∧ p ∈ t • ∧PREC(t, tOR )
∧ x ∈ {{pt0 | t0 ∈ Rem(t) ∩ T ∧ PREC(t0 , tOR )}
∪ {c | c ∈ Rem(t) ∩ C ∧ PREC(c, tOR )}}}
y
{(tE , x) | t ∈ T ∧ Split(t) = OR ∧ y ∈ P+ (t•) ∧ PREC(t, tOR )
∧ x ∈ {{pt0 | t0 ∈ Rem(t) ∩ T ∧ PREC(t0 , tOR )}
∪ {c | c ∈ Rem(t) ∩ C ∧ PREC(c, tOR )}}}
RN CS(tOR ) returns the set of conditions in the reset net corresponding to the
new YAWL-net of which the OR-join tOR is a member. Only the conditions which
precede tOR are included in this set.
RN CS(tOR ) = dom(RNILS (tOR )) ∪ ran(RNOLS (tOR ));

7.3.2

new YAWL marking functions

This section presents a series of marking functions which describe how a core
new YAWL specification can be transformed into an initial marking of the new YAWL semantic model. They assume the existence of the auxiliary functions
described above. The population of a place in the CPN Tools environment is
assumed to be a multiset however, for the purposes of these transformations,
there is no requirement for multiplicity. As part of these transformations, it
is assumed that a mechanism exists for mapping conditions that exist within a
core new YAWL specification to corresponding ML functions that describe their
evaluation in the CPN Tools environment.
The process state place records the new YAWL conditions in which tokens are
present within a new YAWL specification. Initially this place is empty as there
are no tokens yet.
pop(process state) = ∅
The folder mappings place records the correspondences between the folder names
used when defining variable usage in a process definition and the actual folder
IDs assigned to a process instance at initiation. Initially it is empty as the
correspondences are recorded when a process instance is initiated.
pop(folder mappings) = ∅
The scope mappings place identifies the tasks which correspond to a given scope.
It is populated from the STmap function in the abstract syntax model.
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pop(scope mappings) = {< procid , s, STmap(s) > | s ∈ ScopeID}
inlinks and outlinks records the incoming and outgoing arcs for tasks in the flow
relation. They are initially populated from the function F in the abstract syntax
model;
inlinks = {< procid , c, t > | (c, t) ∈ F ∧ c ∈ C ∧ t ∈ T }
outlinks = {< procid , t, c > | (t, c) ∈ F ∧ c ∈ C ∧ t ∈ T }
The flow relation place is the aggregation of inlinks and outlinks.
pop(flow relation) = inlinks ∪ outlinks
The variable instances place holds the values of variables instantiated during the
execution of a process instance. Initially it is empty.
pop(variable instances) = ∅
The variable declarations place holds the static definitions of variables used during
execution of the process. It is populated using the VDEF function along with
data from the PushAllowed and PullAllowed attributes and the DType functions
in the abstract syntax model.
Let V arT X = {< VDEF (v), v ∈ PushAllowed , v ∈ PullAllowed , DType(v) >
| v ∈ VarID X }
pop(variable declarations) = {< VarT Global , VarT Folder , VarT Case , VarT Block ,
VarT Scope , VarT Task , VarT MI >}
The lock register place holds details of variables that have been locked by a specific
task instance during execution. Initially it is empty as no variables exist.
pop(lock register) = ∅;
The process hierarchy place identifies the correspondences between composite
tasks and their corresponding new YAWL-net decompositions. It is initially populated from Tn and the TNmap and STmap functions in the abstract syntax
model.
Let Scopes(nid) = {s ∈ ScopeID | ∃t∈STmap(s) [t ∈ Tnid ]}
pop(process hierarchy) = {< procid , t, in , on , Tn , Scopes(n) >
| t ∈ dom(TNmap) ∧ n = TNmap(t)}
tinpars, toutpars, binpars, boutpars, miinpars, mioutpars, pinpars, poutpars identify the input and output parameter mappings for task, block, multiple instance
and process constructs respectively. They are populated from the InPar, OutPar, InNet, OutNet, MIInPar, MIOutPar, InProc and OutProc functions in the
abstract syntax model.
tinpars = {< procid , t, VARS(e), FUN (e), {v},00 invar00 , PUSAGE(t, v),
MT YPE(t) > | (t, v, e) ∈ InPar }
toutpars = {< procid , t, VARS(e), FUN (e), {v},00 outvar00 , PUSAGE(t, v),
MT YPE(t) > | (t, v, e) ∈ OutPar }
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binpars = {< procid , n, VARS(e), FUN (e), {v},00 invar00 , PUSAGE(n, v),
MT YPE(n) > | (n, v, e) ∈ InNet}
boutpars = {< procid , n, VARS(e), FUN (e), {v},00 outvar00 , PUSAGE(n, v),
MT YPE(n) > | (n, v, e) ∈ OutNet}
miinpars = {< procid , t, VAR(e), FUN (e), v,00 invar00 ,00 mand00 , MT YPE(t) >
| (t, v, e) ∈ MIInPar }
mioutpars = {< procid , t, VAR(e), FUN (e), v,00 outvar00 ,00 mand00 , MT YPE(t) >
| (t, v, e) ∈ MIOutPar }
pinpars = {< procid ,00 null00 , VARS(e), FUN (e), {v},00 invar00 , PUSAGE(00 null00 , v),
00
singular00 > | (v, e) ∈ InProc}
poutpars = {< procid ,00 null00 , VARS(e), FUN (e), {v},00 outvar00 ,
PUSAGE(00 null00 , v),00 singular00 > | (v, e) ∈ OutProc >}
The parameter mappings place is populated from the aggregation of tinpars, toutpars, binpars, boutpars,miinpars, mioutpars, pinpars and poutpars.
pop(parameter mappings) = tinpars ∪ toutpars ∪ binpars ∪ boutpars
∪ miinpars ∪ mioutpars ∪ pinpars ∪ poutpars
The mi a place holds work items that are currently active. It is initially empty.
pop(mi a) = ∅;
The mi e place holds work items that have been enabled but not yet started. It
is initially empty as no work items are active in any process instances.
pop(mi e) = ∅;
The exec place holds work items that are currently being executed. It is initially
empty.
pop(exec) = ∅;
The mi c place holds work items that have been completed but have not yet
exited (and triggered subsequent tasks). It is initially empty.
pop(mi c) = ∅;
atask, ctask, mitask and cmitask record details of atomic, composite, multipleinstance and composite multiple-instance tasks respectively that determine how
they will be dealt with at runtime. They are populated from the T and M sets
and the TNmap function in the abstract syntax model.
atasks = {< atask:(procid , t) > | t ∈ TA \M };
ctasks = {< ctask:(procid , t, TNmap(t)) > | t ∈ TC \M };
mitasks = {< mitask:(procid , t, min, max , th, sd , canc) >
| t ∈ M \TA ∧ Nofi (t) = (t, min, max , th, sd , canc)};
cmitasks = {< cmitask:(procid , t, TNmap(t), min, max , th, sd , canc) >
| t ∈ M ∩ TC ∧ Nofi (t) = (t, min, max , th, sd , canc)}
The task details place is populated from the aggregation of atask, ctask, mitask
and cmitask.
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pop(task details) = atasks ∪ ctasks ∪ mitasks ∪ cmitasks;
The active nets place identifies the particular new YAWL-nets that are active (i.e.
have a thread of execution running in them). Initially it is empty as no process
instances (and hence no particular nets) are active.
pop(active nets) = ∅;
The preconditions place identifies task and process preconditions that must be
satisfied in order for a task instance or process instance to proceed. It is populated
from the Pre and WPre functions in the abstract syntax model.
pop(preconditions) = {< procid , t, FUN (Pre(t)), VARS(Pre(t)) >
| t ∈ dom(Pre) >}
∪ {< procid ,00 null00 , FUN (WPre), VARS(WPre) >};
The postconditions place identifies task and process postconditions that must be
satisfied in order for a task instance or process instance to complete execution. It
is populated from the Post and WPost functions in the abstract syntax model.
pop(postconditions) = {< procid , t, FUN (Post(t)), VARS(Post(t)) >
| t ∈ dom(Post) >}
∪ {< procid ,00 null00 , FUN (WPost), VARS(WPost) >};
The assign wi to resource place holds work items that have been enabled but
need to be distributed to users who can undertake them. Initially it is empty.
pop(assign wi to resource) = ∅;
The wi started by resource place holds work items that have been started by a
user but not yet completed. Initially it is empty.
pop(wi started by resource) = ∅;
The wi completed by resource place holds work items that have been completed
by a user but have not had their status changed to completed from a control-flow
perspective. Initially it is empty.
pop(wi completed by resource) = ∅;
The wi to be cancelled place holds work items that are in the process of being
distributed to users but now need to be cancelled. Initially it is empty.
pop(wi to be cancelled) = ∅;
asplits, osplits and xsplits identify AND, OR and XOR splits in a new YAWLnet. For OR and XOR splits details of the outgoing link conditions and default
link conditions are captured as part of this definition. They are populated from
the Split and Default functions in the abstract syntax model and the LCON DS
condition.
asplits = {< asplit : (procid , t) > | Split(t) = AND}
osplits = {< osplit : (procid , t, LCON DS(t), Default(t)) > | Split(t) = OR}
xsplits = {< xsplit : (procid , t, LCON DS(t)), Default(t)) > | Split(t) = XOR}
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The splits place is populated from the aggregation of asplits, osplits and xsplits.
pop(splits) = asplits ∪ osplits ∪ xsplits;
ajoin, ojoin and xjoin identify AND, OR and XOR joins in a new YAWL-net. In
the case of an OR-join, the details of the reset net which can be used to determine
when the OR-join can be enabled is also recorded. They are populated from the
Join function and in the case of the OR join, also utilize the RN ILS, RN OLS,
RN RLS and RN CS functions to determine the incoming, outgoing and reset
links and the set of conditions associated with the corresponding reset net.
ajoins = {< ajoin : (procid , t) > | Join(t) = AND}
ojoins = {< ojoin : (procid , t, RN ILS(t), RN OLS(t), RN RLS(t),
RN CS(t)) >| Join(t) = OR}
xjoins = {< xjoin : (procid , t) > | Join(t) = XOR}
The joins place is populated from the aggregation of ajoins, ojoins and xjoins.
pop(joins) = ajoins ∪ ojoins ∪ xjoins;
The task instance count place records the number of instances of each task that
have executed for a process. Initially it is empty.
pop(task instance count) = ∅;
The required locks place identifies the locks on specific variables that are required
for a task before an instance of it can be enabled. The place is populated from
the Lock function.
pop(required locks) = {< procid , t, VDEF (v) >| v ∈ Lock (t)};
The cancel set place identifies tasks instances that should be cancelled or forcecompleted when an instance on a nominated task in the same process instance
completes. The place is populated from the Rem and Comp functions.
pop(cancel set) = {< procid , t, Rem(t) ∩ C, Rem(t) ∩ T, Comp(t) >
| t ∈ dom(Rem) ∩ dom(Comp)}
∪ {< procid , t, Rem(t) ∩ C, Rem(t) ∩ T, ∅ >
| t ∈ dom(Rem)\dom(Comp)}
∪ {< procid , t, ∅, ∅, dom(Comp) >
| t ∈ dom(Comp)\dom(Rem)}
The disable set place identifies multiple tasks instances that should be disabled
from being able to create further dynamic instances “on the fly” when an instance on a nominated task in the same process instance completes. The place is
populated from the Disable function.
pop(disable set) = {< procid , t, Disable(t) > | t ∈ dom(Disable)}
The chained execution users place identifies which users are currently operating
in chained execution mode. Initially it is empty.
pop(chained execution users) = ∅;
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The piled execution users place identifies which users are currently operating in
piled execution mode. Initially it is empty.
pop(piled execution users) = ∅;
The distributed work items place identifies work items that can be distributed to
users. Each work item has had its routing determined, but the work items have
not yet been distributed to specific users. Initially it is empty.
pop(distributed work items) = ∅;
The task distribution details place identifies the routing strategy to be used for
distributing work items corresponding to a given task. It is populated from the
DistUser, DistRole, DistVar and Initiator functions.
pop(task distribution details) =
{< procid , t, users:DistUser (t), o, a, s >
| t ∈ dom(DistUser ) ∧ (o, a, s) = Initiator (t)}
∪ {< procid , t, roles:DistRole(t), o, a, s >
| t ∈ dom(DistRole) ∧ (o, a, s) = Initiator (t)}
∪ {< procid , t, vars:DistVar (t), o, a, s >
| t ∈ dom(DistVar ) ∧ (o, a, s) = Initiator (t)}
∪ {< procid , t, AUTO,00 system00 ,00 system00 ,00 system00 > | t ∈ Auto}
The offered work items place identifies work items that have been offered to users.
Initially it is empty as there are no work items.
pop(offered work items) = ∅;
The allocated work items place identifies work items that have been allocated to
users. Initially it is empty as there are no work items.
pop(allocated work items) = ∅;
The started work items place identifies work items that have been started by
users. Initially it is empty as there are no work items.
pop(started work items) = ∅;
The allocation requested place identifies work items that users have requested to
have allocated to them. Initially it is empty as there are no work items.
pop(allocation requested) = ∅;
The in progress place identifies work items that users are currently executing.
Initially it is empty as there are no work items.
pop(in progress) = ∅;
The logged on users place identifies users that have logged on. Initially it is empty
as no users are logged on.
pop(logged on users) = ∅;
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The logged off users place identifies users who are not currently logged on (and
hence cannot execute work items). Initially all users are deemed to be logged off.
pop(logged off users) = UserID;
The task user selection basis identifies a user routing strategy for specific tasks
where they must be distributed to precisely one user. The place is populated
from the UserSel function.
pop(task user selection basis) = {< procid , t, UserSel (s) > | t ∈ dom(UserSel )}
The users place identifies the users to whom work may be distributed. It is
populated from the UserID type.
pop(users) = UserID;
The user role mappings place identifies the users that correspond to each role. It
is populated from the RoleUser function.
pop(user role mappings) = {< r, RoleUser (r) > | r ∈ RoleID};
The four eyes constraints place identifies task pairs within a process instance
that cannot be executed by the same user. It is populated from the FourEyes
function.
pop(four eyes constraints) = {< procid , t, FourEyes(t) > | t ∈ dom(FourEyes)}
The retain familiar constraints place identifies task pairs within a process instance
that must be executed by the same user. It is populated from the SameUser
function.
pop(retain familiar constraints) = {< procid , t, SameUser (t) >
| t ∈ dom(SameUser )}
The org group mappings place identifies the type and parent group (if any) for
each organizational group. It is populated from the GroupType and OrgStruct
functions.
pop(org group mappings) =
{< og, GroupType(og), OrgStruct(og) >
| og ∈ OrgGroupID ∩ dom(OrgStruct)}
∪ {< og, GroupType(og),00 null00 >
| og ∈ OrgGroupID\dom(OrgStruct)}
The user job mappings place identifies the jobs that a given user possesses. It is
populated from the UserJob function.
pop(user job mappings) = {< u, j > | u ∈ UserID ∧ j ∈ UserJob(u)}
The org job mappings place identifies the organizational group and superior job (if
any) for a given job. It is populated from the JobGroup and Superior functions.
pop(org job mappings) = {< j, JobGroup(j ), Superior (j ) > | j ∈ dom(Superior )}
∪ {< j, JobGroup(j ),00 null00 > | j ∈ JobID\dom(Superior )}
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The work item event log place holds a list of significant work item events. Initially
it is empty.
pop(work item event log) = ∅;
The organizational task distributions place holds details of tasks that are to be
distributed using an organizational distribution function. It is populated from
the OrgDist function.
pop(organizational task distributions) =
{< procid , t, FUN (OrgDist(t)) > | t ∈ dom(OrgDist)}
The historical task distributions place holds details of tasks that are to be distributed using a historical distribution function. It is populated from the HistDist
function.
pop(historical task distributions) =
{< procid , t, FUN (HistDist(t)) > | t ∈ dom(HistDist)}
The capability task distributions place holds details of tasks that are to be distributed using a capability-based distribution function. It is populated from the
CapDist function.
pop(capability task distributions) =
{< procid , t, FUN (CapDist(t)) > | t ∈ dom(CapDist)}
The user capabilities place identifies capabilities and their associated values that
individual users possess. It is populated using the CAPVALS function.
pop(user capabilities) = {< u, CAPVALS(u) > | u ∈ UserID}
The failed work items place identifies work items that could not be routed to any
user. Initially it is empty.
pop(failed work items) = ∅;
The user privileges place identifies the privileges associated with each user. It is
populated from the UserPriv function.
pop(user privileges) = {< u, UserPriv (u) > | u ∈ dom(UserPriv )}
The user task privileges place identifies the privileges associated with each user
in relation to a specific task. It is populated from the UserTaskPriv function.
pop(user task privileges) = {< u, t, UserTaskPriv (u, t) >
| (u, t) ∈ dom(UserTaskPriv )}
The requested place holds the identity work items identified for being upgraded
or downgraded in a user’s work list. Initially it is empty.
pop(requested) = ∅;
The work list view place provides a list of the work items currently in a nominated
user’s work list. Initially it is empty.
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pop(work list view) = ∅;
The new offerees place identifies an alternate set of users to whom a work item
may be offered. Initially it is empty.
pop(new offerees) = ∅;

7.4

Summary

This chapter has defined an abstract syntax for new YAWL. It provides complete
coverage of the control-flow, data and resource perspectives and contains sufficient
detail for a business process model captured using it to be directly enacted.
This chapter also describes the process associated with preparing a new YAWL
specification for enactment. This occurs in two stages: first a complete new YAWL
specification is simplified using a series of transformations, then this simplified
(or core) specification is mapped to an initial marking of the new YAWL semantic
model. The next chapter describes the new YAWL semantic model, which is
defined in the form of a CP-net, in detail and defines the manner in which a
new YAWL business process is actually enacted.
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Chapter 8
Semantics
The preceding chapters have laid the groundwork for new YAWL describing its
objectives, proposing a new set of suitable language primitives that enable the
broadest range of the patterns to be supported, detailing an abstract syntax model
and describing how a candidate process model captured using the abstract syntax
can be mapped into an initial marking of the semantic model thus allowing it to be
directly executed. This chapter presents the semantic model for new YAWL, using
a formalization based on CP-nets44 . This model has been developed using CPN
Tools and hence offers the dual benefits of both providing a detailed definition
of the operation of new YAWL and also supporting the direct execution of a
process model that is captured in this format. This provides an excellent basis
for investigating and validating the operation of individual language elements as
well as confirming they can be coalesced into a common execution environment
and effectively integrated. Furthermore, such a model provides an extremely
effective platform for reasoning about the operation of specific constructs as well
as investigating potential execution scenarios in real-world new YAWL models.
This chapter is organized in four parts. First an overview of the semantic
model is presented. Then the core operational concepts underpinning the model
are introduced. The third section describes the manner in which the control-flow
and data perspectives are operationalized. Finally the fourth section presents the
work distribution facilities in new YAWL.

8.1

Overview

The CP-net model for new YAWL logically divides into two main parts: (1) the
control-flow and data sections and (2) the work distribution, organizational model
and resource management sections. These roughly correspond to definitions 1 and
2 and definitions 3, 4 and 5 of the abstract syntax model respectively, which in
turn seek to capture the majority of control-flow and data patterns and the resource patterns. Figure 8.1, which is the topmost CP-net diagram in the semantic
model, provides a useful summary of the major components and their interrelationship. The various aspects of control-flow, data management and work distri44

Note that the CP-net model for new YAWL including all ML code is available from the
new YAWL website: see http://www.yawl-system.com/newYAWL for more details.
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bution are encoded into the CP-net model as tokens in individual places. The
toplevel view of the lifecycle of a process instance is indicated by the transitions
in this diagram connected by the thick black line. First a new process instance is
started, then there are a succession of enter→start→complete→exit transitions which fire as individual task instances are enabled, the work items associated
with them are started and completed and the task instances are finalized before
triggering subsequent tasks in the process model. Each atomic work item needs
to be distributed to a suitable resource for execution, an act which occurs via the
work distribution transition. This cycle repeats until the last task instance
in the process is completed. At this point, the process instance is terminated
via the end case transition. There is provision for data interchange between
the process instance and the environment via the data management transition.
Finally where a process model supports task concurrency via multiple work item
instances, there is provision for the dynamic addition of work items via the add
transition.
The major data items shared between the activities which facilitate the process
execution lifecycle are shown as shared places in this diagram. Not surprisingly,
this includes both static elements which describe characteristics of individual
processes such as the flow relation, task details, variable declarations, parameter
mappings, preconditions, postconditions, scope mappings and the hierarchy of
processes and subprocesses which make up an overall process model, all of which
remain unchanged during the execution of particular instances of the process. It
also includes dynamic elements which describe how an individual process instance
is being enacted at any given time. These elements are commonly known as
the state of a process instance and include items such as the current marking
of the place in the flow relation, variable instances and their associated values,
locks which restrict concurrent access to data elements, details of subprocesses
currently being enacted, folder mappings (identifying shared data folders assigned
to a process instance) and the current execution state of individual work items
(e.g. enabled, started or completed ).
There is relatively tight coupling between the places and transitions in Figure 8.1, illustrating the close integration that is necessary between the various
aspects of the control-flow and data perspectives in order to enact a process
model. The coupling between these places and the work distribution transition however is more sparse. There are no static aspects of the process that are
shared with other transitions in the model and other than the places which serve
to communicate work items being distributed to resources for execution (and being started, completed or cancelled), the variable instances place is the only
aspect of dynamic data that is shared with the work distribution subprocess.
All of these transitions in Figure 8.1 are substitution transitions (as illustrated
by the double borders) for significantly more complex subprocesses that we will
discuss in further detail in subsequent sections. These discussions will seek to
both describe how the various language primitives in the new YAWL syntax are
implemented as well as more generally explaining how the various patterns in the
control-flow, data and resource perspectives are realized.
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Figure 8.1: Overview of the process execution lifecycle
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8.2

Core concepts

The CP-net model for new YAWL assumes some common concepts that are
adopted throughout the semantic model. In the main, these extend to the way
in which core aspects such as tasks, work items, subprocesses, data elements,
conditional expressions and parameters are identified and utilized. Each of these
issues is discussed below in more detail.

8.2.1

Work item characterization

In order to understand the issues associated with identifying a work item, it is
first necessary to recap on some basic assumptions in regard to process elements
that were made in the abstract syntax model and continue to hold in the semantic model. As previously indicated in this chapter, a process is assumed to be
identified by a distinct ProcessID. Similarly each block or subprocess within that
model is also assumed to be uniquely identified within the model by a unique
NetID. The combination ProcessID × NetID therefore precisely identifies a given
process model whether it is the toplevel process or a subprocess or block within
a process model. (It should be noted that where a given block is the toplevel
block in a process model then ProcessID = NetID). Individual tasks in a process
model are uniquely identified by a distinct TaskID. A task can only appear once
in a given process model45 and it corresponds to one of the four new YAWL task
types: i.e. atomic, composite, multiple-instance or composite multiple-instance.
Each executing instance of a process is termed a case or process instance and is
identified by a unique case identifier or CID. When a given task is instantiated
within an executing process instance, a new instance of the task termed a work
item is created. Each time a given task within a process is instantiated, it is
given a unique instance identifier Inst. This is necessary to differentiate between
distinct instances of the same task such as might occur if the task is part of a
loop. The use of instance identifiers allows distinct instances of an atomic task
to be identified, however in the situation where the task has multiple instances,
each of these instances also needs unique identification, hence each instance of a
multiple instance task is assigned a unique task number (denoted TaskNr ) when
it is created. Hence, in order to precisely identify a work item a five part work
item identifer is necessary composed as follows: ProcessID × CID × TaskID ×
Inst × TaskNr.

8.2.2

Subprocess characterization

For the same reason that it is necessary to uniquely identify each work item,
the same requirement also exists for each instantiation of a given block within
a process model. Although each block within a process model can be uniquely
identified, it is possible for more than one composite task to have a given block
45

Note that as a task name is assumed to be a handle for a given implementation – whether
it is atomic or composite in form – this does not preclude the associated implementation from
being utilized more than once in a given process, it simply restricts the number of times a given
task identifier can appear.
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as its subprocess decomposition. Moreover, the use of recursion within a process
model (an augmented control-flow pattern supported by new YAWL) gives rise
to the possibility that a given block may contain a composite task that has that
block as its subprocess decomposition. In order to distinguish between differing
execution instances of the same block, the notion of a subprocess case identifier
is introduced46 . In this scheme, the case identifier for a subprocess is based on
the CID with which the relevant composite task is instantiated together with a
unique suffix. Two examples of this are shown in Figure 8.2. In the first of these,
composite task C is instantiated with CID = 3. It has block X as its subprocess
decomposition which is subsequently instantiated with (unique) CID = 3.1. At
the conclusion of block X, the thread of control is passed back to composite task C
which then continues with CID = 3. In the second example, composite multipleinstance task F is instantiated with CID = 4.5. The data passed to this task
causes three distinct instances of it to be initiated. Each of these has a distinct
subprocess CID, these being 4.5.1, 4.5.2 and 4.5.3 respectively.

CID = 4.5
CID = 3

CID = 4.5

F

CID = 3

C
Y
X

CID = 3.1

CID = 4.5.3

CID = 4.5.3

CID = 3.1

Y
Y

CID = 4.5.1

CID = 4.5.2

CID = 4.5.2

CID = 4.5.1

Figure 8.2: Subprocess identification

8.2.3

Data characterization

Seven distinct data scopings are supported in new YAWL: global, folder, case,
block, scope, task and multiple-instance together with support for interaction
with external data elements. Individual data elements are identified by a static
definition which precisely identifies the process element to which the data element
is bound and the scope of its visibility. Table 8.1 outlines each of the types
supported, the specific element to which they are bound in the static process
definition and the scope of their visibility when instantiated at runtime.
The identification required for data elements varies by data element type.
Furthermore, a deterministic means is required to allow the static declaration
for a given variable to be transformed into its runtime equivalent. Table 8.2
illustrates the static and dynamic naming schemes utilized for the various data
types supported in new YAWL.
46

This is not a new concept but rather a variant of the scheme first proposed in the original
YAWL paper [AH05].
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Data
Element
Type
Global

Binding Element

Scope of Visibility

Process definition

Folder

Data folder

Case

Process definition

Block

Specific block in a process
definition

Scope

Specific scope in a process
definition

Task

Specific task in a process
definition
Specific multiple instance
task in a process definition

Accessible to all work items in all
instances of the process
Accessible to all work items of process instances to which the folder is
assigned at runtime
Accessible to all work items in a
given process instance
Accessible to all work items in a
specific instantiation of the nominated block
Accessible to all work items contained within the nominated scope
in a specific instantiation of the
block to which the scope is bound
Accessible to a specific instantiation of a task
Accessible to a specific instance of
a multiple instance task

MI Task

Table 8.1: Data scopes in new YAWL
Data
Element
Type
Global
Folder
Case
Block
Scope
Task

Static Identification

Runtime identification

ProcessID
ProcessID
ProcessID
ProcessID
ProcessID
ProcessID

MI Task

ProcessID × TaskID × VarName

ProcessID × VarName
ProcessID × FolderName × VarName
ProcessID × CID × VarName
ProcessID × CID × NetID × VarName
ProcessID × CID × ScopeID × VarName
ProcessID × CID × TaskID × Inst × VarName
ProcessID × CID × TaskID × Inst ×
TaskNr × VarName

×
×
×
×
×
×

VarName
FolderID × VarName
VarName
NetID × VarName
ScopeID × VarName
TaskID × VarName

Table 8.2: Data element identification in new YAWL

8.2.4

Conditional expression characterization

Several aspects of a new YAWL model utilize conditional expressions to determine
whether or not a specific course of action should be taken at runtime:
• Processes and tasks can have preconditions which determine whether a specific process or task instance can commence;
• Processes and tasks can have postconditions which determine whether a
specific process or task instance can conclude;
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• OR-splits can have link conditions on individual arcs which determine which
of them will be enabled. If none of them evaluate to true, the default arc
is taken; and
• XOR-splits can have link conditions on individual arcs which are evaluated
in a specific order until the first of them evaluates to true allowing that
specific branch to be enabled. If none of them evaluate to true, the default
arc (being that with the lowest priority in the ordering) is taken.
In each of these cases, the relevant conditions are expressed in terms of a
specific function name and a set of input data elements. The function is passed
the values of the input data elements on invocation and must return a Boolean
result.

8.2.5

Parameter characterization

Formal parameters are used in new YAWL to describe the passing of data values
to or from a process instance, block instance (where the parameters are associated
with a composite task which has the block as its associated subprocess decomposition), or task instance at runtime. Parameters have three main components, a
set of input data elements, a parameter function and one (or several in the case of
multiple instance parameters) output data element. All data passing is by value
and is based on the evaluation of the parameter function when the values for
each of the nominated input data elements are passed to it. The resultant value
is subsequently assigned to the nominated output data element. Each of the input
data elements must be accessible to the process element to which they are bound
when it is instantiated (in the case of input parameters) or when it concludes
(in the case of output parameters). Parameters can be specified as mandatory
or optional. For mandatory parameters, all input data elements must have a
defined value before the parameter evaluation can occur. This is not necessary in
the case of optional parameters which are evaluated where possible. Generally,
the output data elements for a parameter mapping reside in the same block as
the process element to which the parameter is bound however for parameters
passed to a composite task, the resultant output value will be assigned to a data
element in the block instance to which the composite task is mapped. At the
conclusion of this block, the output parameters for the composite task will map
data elements from the block instance back to the data elements accessible in the
block to which the composite task is bound. The potential range of input and
output data elements for specific parameter types is summarized in Table 8.3
As indicated in Figure 8.1, the new YAWL semantic model essentially divides
into two main parts: control-flow and data handling, and work distribution. The
following sections focus on these areas.

8.3

Control-flow & data handling

This section presents the operational semantics for control-flow and data handling
in new YAWL. This involves consideration of the following issues: case start and
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Parameter Binding
Type
Element

Incoming

Task

Input
Data
Elements
Global, Folder
Global,
Folder,
Case, Block, Scope
Global,
Folder,
Case, Block, Scope
Global,
Folder,
Case, Block, Scope
Global,
Folder,
Case, Block, Scope
Global,
Folder,
Case,
Block,
Scope, Task
Task

MI Task

Multiple Instance

Process
Block (via composite task)
Task
MI Task
Process

Outgoing

Block (via composite task)

Output
Data
Elements
Case, Block, Scope
Block, Scope
Task
Task, Multiple Instance
Global, Folder
Global,
Folder,
Case, Block, Scope
Global,
Folder,
Case, Block, Scope
Global,
Folder,
Case, Block, Scope

Table 8.3: Parameter passing supported in new YAWL
completion, task instance enablement and work item creation, work item start
and completion, task instance completion, multiple instance activities and data
interaction with the external environment. Each of these areas is discussed in
detail.

8.3.1

Case commencement

The start case transition handles the initiation of a process instance. It is
illustrated in Figure 8.3. Triggering a new process instance involves passing the
ProcessID and CID to the transition together with a list of any data folders that
are to be assigned to the process instance during execution. There are three
prerequisites for the start case transition to be able to fire:
1. The precondition associated with the process instance must evaluate to true;
2. Any data elements which are inputs to mandatory input parameters must exist
and have a defined value (i.e. they must not have the UNDEF value); and
3. All mandatory input parameters must evaluate to defined values.
Once these prerequisites are satisfied, the process instance can commence. This
involves:
1. Placing a token representing the new CID in the input place for the process;
2. Creating variable instances for any case data elements, block data elements for
the topmost block and scope data elements for scopes in the top-level block;
3. Mapping the results of any input parameters for the process to the relevant
output data elements created in step 2; and
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4. Adding folder mappings to identify the folders assigned to the process instance
during execution.
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Figure 8.3: Start case process

8.3.2

Case completion

The end case transition is analogous in operation to the start-case transition
described above except that it ends a case. In order for a process instance to
complete, three prerequisites must be satisifed:
1. The postcondition associated with the process instance must evaluate to true;
2. Any data elements which are inputs to mandatory output parameters must
exist and have a defined value; and
3. All mandatory output parameters must evaluate to defined values.
Once these prerequisites are satisfied, the process instance can complete. This
involves:
1. Placing a token in the output place for the process;
2. Cancelling any work items or blocks in the process instance that are still
executing;
3. Mapping the results of any output parameters for the process to the relevant
output data elements;
4. Removing any remaining variable instances for the process instance; and
5. Removing any folder mappings associated with the process instance.
The execution of a work item involves the execution of a sequence of four distinct transitions. The naming and coupling of these transitions is analogous to the
formalization proposed in the original YAWL paper [AH05]. In the new YAWL
semantic model, the same essential structure for work item enactment is maintained however this structure is augmented with an executable model defining
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Figure 8.4: End case process
precisely how the control-flow, data and resource perspectives interact during
work item execution. This sequence is described in detail in the following four
sections.

8.3.3

Task instance enablement & work item creation

Task instance enablement is the first step in work item execution. It is depicted
by the enter transition in Figure 8.5. The first step in determining whether a
task instance can be enabled is to examine the marking of the input places to the
task. There are four possible scenarios:
• If the task has no joins associated with it, then the input condition to the
task simply needs to contain a token;
• If the task has an AND-join associated with it, each input condition needs
to contain a token with the same ProcessID × CID combination;
• If the task has an XOR-join associated with it, one of the input conditions
needs to contain a token; and
• If the task has an OR-join associated with it, one (or more) of the input conditions needs to contain a token and a determination needs to be made as
to whether in any future possible state of the process instance, the current
input conditions can retain at least one token and another input condition
can also receive a token. If this can occur, the task is not enabled, otherwise it is enabled. This issue has been subject to rigorous analysis and
an algorithm has been proposed [WEAH05] for determination of exactly
when an OR-join can fire. The new YAWL semantic model implements this
algorithm.
Depending on the form of task that is being enabled (singular or multipleinstance), one or more work items may be created for it. If the task is atomic,
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the work item(s) is created in the same block as the task to which it corresponds.
If the task is composite, then the situation is slightly more complicated and two
things occur: (1) a “virtual” work item is created in the same block for each
instance of the task that will be initiated (this enables later determination of
whether the composite task is in progress or has completed) and (2) a new subprocess decomposition (or a new block) is started for each task instance. This
involves the placement of a token in the input place to the subprocess decomposition which has a distinct subprocess CID. Table 8.4 indicates the potential range
of work items that may be created for a given task instance.
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Figure 8.5: Enter work item process

Task Type
Atomic

Composite

Instances Initiated at Commencement
Singular
Multiple Instances
Single work item created in Multiple work items created
the same block.
in the same block, each with
a distinct TaskNr.
Single “virtual” work item Multiple “virtual” work
created in the same block and items created in the same
a new subprocess is initiated block. Additionally a disfor the block assigned as the tinct subprocess is initiated
task decomposition.
for each work item created, each with a distinct
subprocess CID and TaskNr
Table 8.4: Task instance enablement in new YAWL
c 2007 N.C. Russell – Page 318
PhD Thesis – °

Chapter 8. Semantics

In order for a task to be enabled, all prerequisites associated with the task must
be satisfied. There are five prerequisites for the enter transition to be able to
fire:
1. The precondition associated with the task must evaluate to true;
2. All data elements which are inputs to mandatory input parameters must exist
and have a defined value;
3. All mandatory input parameters must evaluate to defined values;
4. All locks which are required for data elements that will be used by the work
items associated with the task must be available; and
5. If the task is a multiple instance task, the multiple instance parameter when
evaluated must yield a number of rows that is between the minimum and
maximum number of instances required for the task to be initiated.
Once these prerequisites are satisfied, task enablement can occur. This involves:
1. Removing the tokens marking input conditions to the task for the instance
enabled. The exact number of tokens removed depends on whether there is a
join associated with the task or not and occurs as follows:
• No join: one token corresponding to the ProcessID × CID combination
triggered is removed from the input condition to the task;
• AND-join: one token corresponding to the ProcessID × CID combination
triggered is removed from each of the input conditions to the task;
• XOR-join: one token corresponding to the ProcessID × CID combination
triggered is removed from one of the input conditions to the task; and
• OR-join: one token corresponding to the ProcessID × CID combination
triggered is removed from any of the input conditions to the task which
currently contain tokens of this form.
2. Determining which instance of the task this is. The instance identifer must be
unique for each task instance and all work items and data elements associated
with this task instance in order to ensure that they can be uniquely identified.
A record is kept of the next available instance for a task in the task instance
count place.
3. Determining how many work item instances should be created. For a singular
task (i.e. an atomic or composite task), this will always be a single work item,
however for a multiple instance task (i.e. an atomic or composite multiple
instance task), the actual number started will be determined from the evaluation of the multiple instance parameter which will return a composite result
containing a number of rows of data. The number of rows returned indicates
the number of instances to be started. In all of these situations, individual
work items are created which share the same ProcessID, CID, TaskID and Inst
values, however the TaskNr value is unique for each work item and is in the
range 1...number of work items created ;
4. For all work items corresponding to composite tasks, distinct subprocess CIDs
need to be determined to ensure that any variables created for subprocesses are
correctly identified and can be accessed by the work items for the subprocesses
that will subsequently be triggered;
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5. Creating variable instances for any data elements associated with the task.
This varies depending on the task type and the number of work items created
for the task:
• For atomic tasks which only have a single instance, this will involve the
creation of relevant task variables.
• For atomic multiple instance tasks, this will involve the creation of both
task variables and multiple instance variables for each task instance. The
required multiple instance variables are indicated by the output data elements listed for the multiple instance parameter and this set of variables
is created for each new work item.
• For composite tasks that only have a single instance, any required task
variables are created in the subprocess decomposition that is instantiated
for the task. Also, there may be block and scope variables associated with
the subprocess decomposition that need to be created; and
• For composite multiple instance tasks, any required block, scope, task
variables and multiple instance variables are created for each subprocess
decomposition that is initiated for the task.
6. Mapping the results of any input parameters for the task instance to the
relevant output data elements. For multiple instance parameters, this can be
quite a complex activity as illustrated in Figure 6.12;
7. Recording any variable locks that are required for the execution of the task
instance;
8. For all work items corresponding to atomic tasks (other than for automatic
tasks which can be initiated without distribution to a resource), requests for
work item distribution need to be created. These are routed to the assign wi
to resource place and are subsequently dealt with by the work distribution
transition; and
9. Finally, work items with an enabled status need to be created for this task
instance and added to the mi e place in accordance with the details outlined
in Table 8.4.

8.3.4

Work item start

The action of starting a work item is denoted by the start transition in the
new YAWL semantic model as shown in Figure 8.6. For a work item that corresponds to an atomic task, the work item can only be considered to be executing
when a notification has been received that a resource has commenced executing
it. This event is indicated by the presence of a token for the work item in the
wi started by resource place. When this occurs, the start transition can fire
and the work item token can be moved from the mi e place to the exec place.
A work item corresponding to a composite task can be started at any time.
This simply involves changing the state of the work item from entered to executing, noting that a new subprocess has been initiated by adding an entry to
the list in the active nets place and initiating a new block (or subprocess decomposition) for the work item by placing a token indicating the subprocess CID
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in the input condition for the subprocess. Note that for work items corresponding to composite tasks, the start transition receives a notification to start the
subprocess, hence the exec place is updated with a work item corresponding to
the CID of the parent work item that initiated the subprocess and the list in the
active nets place links the parent work item to the subprocess that has been
newly initiated by this transition.
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Figure 8.6: Start work item process

8.3.5

Work item completion

There are two distinct (but interrelated) transitions for completing an individual
work item. These are the terminate block transition that completes a work
item corresponding to a composite task and the complete transition that finishes
a work item corresponding to an atomic task. Both of these transitions are
illustrated in Figure 8.7.
The terminate-block transition fires when a subprocess decomposition corresponding to a composite task has completed. This is indicated by a token for
the subprocess CID in the output condition for the block. When this occurs, the
terminate block transition can fire and in doing so, any work items that are
currently executing for this subprocess (or any children of it resulting from composite tasks that it may contain) are removed, similarly any markings in places
in the process model for this subprocess (or its children) are also removed. Finally a work item is added to the mi c place indicating that the parent work item
corresponding to the composite task which launched this subprocess is complete.
The complete transition fires when a work item corresponding to an atomic
task is complete. This occurs when a notification is received (via a work item
token in the wi completed by resource place) that a work item assigned to a
resource for execution has been completed. When this occurs, the state of the
work item is changed from executing to completed by moving the work item from
the exec to the mi c place.
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Figure 8.7: Complete work item instance and terminate block process

8.3.6

Task instance completion

The act of completing a task instance is illustrated by the exit transition in Figure 8.8. It is probably the most complex transition associated with the execution
of a process instance. In order for the exit transition to fire for a given task
instance, a series of prerequisites must be met. These are:
1. The work item corresponding to a given task instance must have completed
or, in the case of a multiple instance task, at least as many work items as the
threshold value for the task must have completed execution;
2. All data elements which are outputs to mandatory output parameters must
exist and have a defined value; and
3. All mandatory output parameters must evaluate to defined values.
When the exit transition fires for a given task instance, a series of actions occur:
• The set of work items which cause this task instance to complete are determined;
• The set of work items which are to be cancelled as a consequence of the
completion of this task instance are determined;
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Figure 8.8: Exit work item process
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• The set of work items which are to be force completed as a consequence of
the completion of this task instance are determined;
• The set of subprocess instances that are to be terminated as a consequence
of the completion of this task instance are determined, e.g. for a partial join
composite multiple instance task;
• All work items (including those in subprocesses of this task instance) currently in the enabled, executing and completed states that are to be cancelled
or force completed are removed from the lists in the mi e, exec and mi c
places;
• All subprocesses instances which are completed or terminated by this task
instance are removed from the list in the active nets place;
• All output parameter mappings for this task instance are evaluated and the
relevant output data elements are updated. In the case of a task instance
which has multiple work items, the multiple instance data elements from
individual instances are coalesced as illustrated in Figure 6.13. Note that
it is possible that some data elements may be undefined where not all work
items corresponding to the task instance have completed;
• All data elements for work items associated with this task instance as well as
those for subprocesses of this task instance and work items to be cancelled
(but not force-completed) by this task instance are destroyed and removed
from the list in the variable instances place;
• Any locks on variables that were held by the task instance are released;
• Cancellation requests are sent to the work distribution transition for any
atomic work items that are enabled or currently executing and are being
cancelled as a consequence of the completion of this task instance;
• Any tokens in conditions in the process model to be cancelled by the completion of this task instance are removed (including those associated with
subprocesses);
• Any conditions on outgoing links from this task are evaluated and tokens
are placed in the associated output places. For a task without any splits or
with an AND-split this means tokens are placed in all output conditions.
Where the task has an associated OR-split, they are placed in the output
condition for each link which has a link condition which evaluates to true
(or the default condition if none of them evaluate to true) and for a task
with an XOR-split a token is placed in the condition associated with the
first link-condition to evaluate to true (or the default if none evaluate to
true).
In general, the exit transition results in the completion of all work items associated with a task instance, however in the situation where a task has multiple
instances and its specified completion threshold is lower than the maximum number of instances allowed and the remaining instances are not cancelled when the
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task instance completes, it is possible that some related work items may continue
executing after the task instance has completed. These work items are allowed to
continue execution but their completion will not result in any further action or
other side-effects, in particular the exit transition will not fire again and no data
elements will be retained for these work items.

8.3.7

Multiple instance activities

Where a task is specified as being multiple-instance, it is possible for several work
items associated with it to execute concurrently and also for additional work item
instances to be added dynamically (i.e. during task execution) in some situations.
The add transition in Figure 8.9 illustrates how an additional work item is added.
The prerequisite conditions for the addition of a work item are:
• The task must be specified as a multiple-instance task which allows for
dynamic instance addition; and
• The number of associated work items currently executing must be less than
the maximum number of work items allowed for the task.
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Figure 8.9: Add work item process
Where an additional work item is created, the following actions occur:
1. The task instance is recorded as having an additional work item associated
with it;
2. An additional work item is created with an enabled status and added to the
mi e place (note that this work item shares the same ProcessID, CID, TaskID
and Inst as the other work items for this task instance but it has a unique
TaskNr ); and
3. If the task is atomic, then a request is made to the work distribution transition for allocation of the work item to a resource for execution.
c 2007 N.C. Russell – Page 325
PhD Thesis – °

Chapter 8. Semantics

8.3.8

Data interaction with the external environment

Support is provided for data interaction between a given process instance and the
operating environment via push and pull interactions with variables supported
by the new YAWL environment or those which may exist outside of the process
environment. A push interaction allows an existing variable instance to be updated with a nominated value from another location. A pull interaction allows its
value to be accessed and copied to a nominated location. Push and pull interactions are supported both in both directions for new YAWL data elements. Each
variable declaration allows these operations to be explicitly granted or denied on
a variable-by-variable basis. Figure 8.10 illustrates how these interactions occur.
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Figure 8.10: Data interaction between new YAWL and the operating environment

8.4

Work distribution

The main motivation for PAIS is achieving more effective and controlled distribution of work. Hence the actual distribution and management of work items are
of particular importance. The process of distributing work items is summarized
by Figure 8.1147 . It comprises four main components:
• the work item distribution transition, which handles the overall management of work items though the distribution and execution process;
47

Note that the high-level structure of the work distribution process is influenced by the
earlier work of Pesic and van der Aalst [PA05].
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• the work list handler, which corresponds to the user-facing client software that advises users of work items requiring execution and manages their
interactions with the main work item distribution transition in regard
to committing to execute specific work items, starting and completing them;
• the management intervention transition, that provides the ability for a
process administrator to intervene in the work distribution process and
manually reassign work items to users where required; and
• the interrupt handler transition that supports the cancellation, force
completion and force fail of work items as may be triggered by other components of the process engine (e.g. the control-flow process, exception handlers).
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Figure 8.11: Top level view of the main work distribution process
Work items that are to be distributed through this process are added to
the work items for distribution place. This then prompts the work item
distribution transition to determine how they should be routed for execution.
This may involve the services of the process administrator in which case they
are sent to the management intervention transition or alternatively they may
be sent directly to one or more users via the worklist handler transition. The
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various places between these three activities correspond to the range of requests
that flow between them. There is a direct correspondence between these place
names and the interaction strategies illustrated in Figure 6.14. In the situation
where a work item corresponds to an automatic task, it is sent directly to the
autonomous work item start place and no further distribution activities take
place. An automatic task is considered complete when a token is inserted in the
autonomous work item finish place.
A common view of work items in progress is maintained between the work
item distribution, worklist handler and management intervention transitions via the offered work items, allocated work items and started work
items places. There is also shared information about users in advanced operating modes that is recorded in the piled exec users and chained exec users
places. Although there is significant provision for shared information about the
state of a work items, the determination of when a work item is actually complete rests with the work item distribution transition and when this occurs,
it inserts a token in the completed work items place. Similarly, work item failures are notified via the failed work items place. The only exception to these
arrangements are for work items that are subject to some form of interrupt (e.g.
an exception being detected and handled). The interrupt handler transition
is responsible for managing these occurrences on the basis of cancellation, force
completion and failure requests received in the cancel work item, complete
work item and fail work item places respectively.
All of the activities in the work distribution process are illustrated by substitution transitions indicating that each of them are defined in terms of significantly more complex subprocesses. The following sections present the CP-net
models for each of them.

8.4.1

Work item distribution

The work item distribution process, illustrated in Figure 8.12 and 8.13, supports the activities of distributing work items to users and managing interactions
with various worklist handlers as users select work items offered to them for later
execution, commence work on them and indicate that they have completed them.
It also support various “detours” from the normal course of events such as deallocation, reallocation and delegation of work items. It receives work items to
be distributed from the enter or add transitions which forms part of the main
control-flow process and sends back notifications of completed work items to the
complete transition in the same process. The main paths through this process
are indicated by thick black arcs. In general, the places on the lefthand side of the
process correspond to input requests from either the main control-flow process
or from the management intervention or worklist handler processes that require some form of action. Typically this results in some form of output that is
illustrated by the places on the righthand side of the process.
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One of the most significant aspects of this process is its ability to manage
work item state coherence between itself, the worklist handler and management
intervention process. This is a particular problem in the face of potential race
conditions that the various parties (i.e. users, the process engine, the process
administrator) involved in work distribution and completion may invoke. This is
managed by enforcing a strict interleaving policy to any work item state changes
where user-invoked changes are handled first (and are reflected back to the user)
prior to any process engine or process administrator initiated changes. External
interrupts override all other state changes since they generally result in the work
item being cancelled.

8.4.2

Worklist handler

The worklist handler process, illustrated in Figure 8.14, describes how the
user-facing process interface (typically a worklist handler software client) operates
and interacts with the work item distribution process. Once again, the main
path through this process are indicated by the thick black arcs. There are various
transitions that make up the process, these correspond to actions that individual
users can request in order to alter the current state of a work item to more closely
reflect their current handling of it. These actions may simply be requests to start
or complete it or they may be “detour” requests to reroute it to other users e.g.
via delegation or deallocation.

8.4.3

Interrupt processing

The interrupt processing process, illustrated in Figure 8.15, provides facilities
for intervening in the normal progress of a work item where required as a result of
a request to cancel, force-fail or force-complete a work item received from external
parties.

8.4.4

Management intervention

The management intervention process, illustrated in Figure 8.16, provides facilities for a process administrator to intervene in the distribution of work items
both for clarifying which users specific work items should be distributed to and
also for escalating non-performing work items by removing them from one (or
several) user’s worklist and placing them on others, possibly also changing the
state of the work item whilst doing so (e.g. from offered to allocated ).
The preceding subsections (8.4.1 – 8.4.4) summarized the major components of
the work distribution, worklist handler, interrupt processing and management
intervention processes. Underpinning the first three of these are a series of individual activities that describe their fundamental operation. The following subsections present each of these individual activities in detail.
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Figure 8.12: Work item distribution process (top half)
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Figure 8.13: Work item distribution process (bottom half)
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Figure 8.14: Work list handler process
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Figure 8.15: Interrupt handling process
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Figure 8.16: Management intervention process
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8.4.5

Work item distribution process – individual activities

Work item distribution involves the routing of work items to users for subsequent
execution. Each work item corresponds to an instantiation of a specific task in
the overall process which has specific distribution information associated with it,
in particular this identifies potential users who may execute the work item and
describes the manner in which the work item should be forwarded to the user (e.g.
offered to a range of users on a non-binding basis, allocated to a specific user for
execution at a later time, allocated to a user for immediate start or sent to the
process administrator who can make appropriate routing decisions at run-time).
The work item routing activity (illustrated in Figure 8.17) is the first part of
the distribution process. It takes a new work item and determines the population
to whom it should be distributed. This decision process takes into account a number of distribution directives associated with the work item including constraints
based on who executed preceding work items in the same case, organizational
constraints which limit the population to those who have specific organizational
characteristics (e.g. job roles, seniority, members of specific organizational units),
historical constraints which limit the population on the basis of previous process
executions and capability-based constraints limiting the population to users who
possess specific capabilities. Chained and piled execution modes (i.e. subsequent
work items in a case being immediately started for a given user when them have
completed a preceding item or work items corresponding to a specific task always
being allocated to the same user) are also catered for as part of the distribution
activity. Finally there are also facilities to limit the population to a single user
on a random, round-robin or shortest-queue basis.
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Figure 8.17: Work item routing activity
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The process distribution failure activity (illustrated in Figure 8.18)
caters for the situation where the work item routing activity fails to identify
any users to distribute a work item to. In this situation, the work item is simply
noted as having failed and is not subject to any further distribution activities.
     



 

 




 
  
   


    




  

   






  

  


 

 

   





 

  








 



  


      



Figure 8.18: Process distribution failure activity
The route offers activity takes a distributed work item which is to be offered
to one or more users and (based on the population identified for the work item)
creates work items for each of these users which are then forwarded for insertion
in their respective work lists. It is not possible for the activity to execute for
a work item that is to be distributed to a user operating in chained execution
mode (regardless of the original distribution scheme specified for the work item).
This is necessary as any work items intended for chained execution users must
be started immediately and not just offered to users on a non-binding basis. It
also ensures that the work engine records the fact that the work item has been
offered to the respective users.
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Figure 8.19: Route offers activity
The route allocation activity (illustrated in Figure 8.20) takes a distributed
work item which is to be directly allocated to a user and creates a work item for
insertion in that users’s worklist. It also ensures that the work engine records the
fact that the work item has been allocated to the user. As for the route offers
activity, it is not possible for this activity to execute for a work item that is to
be distributed to a user operating in chained execution mode (regardless of the
original distribution scheme specified for the work item).
The route immediate start activity (illustrated in Figure 8.21) takes a distributed work item which is to be directly allocated to a user and started immediately, and it creates a work item for insertion in that users’s worklist. It
also ensures that the work engine records the fact that the work item has been
allocated to the user and automatically started. As for the route offers and
route allocation activities, it is not possible for this activity to execute for
a work item that is to be distributed to a user operating in chained execution
mode as this is handled by a distinct activity. In order for the work item to be
c 2007 N.C. Russell – Page 336
PhD Thesis – °

Chapter 8. Semantics

  

      
  





!"
 



 


 


  
    

   



 

 

   









 
  

 






  

    



    



  

 


  #

  

   

 

     
  











   

   







 








   





Figure 8.20: Route allocation activity
automatically started for the user, that user must either have an empty worklist
or have the concurrent privilege allowing them to execute multiple work items
simultaneously. If a user does not have this privilege and already has an executing item in their worklist, then the work item is regarded as having failed to be
distributed and no further action is taken with it.
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Figure 8.21: Route immediate start activity
The manual distribution activity (illustrated in Figure 8.22) is responsible
for forwarding any work items that are recorded as requiring manual distribution
to the process administrator for action.
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Figure 8.22: Manual distribution activity
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The route manual offers activity (illustrated in Figure 8.23) takes any work
items that have been identified by the process administrator to be offered to users
and creates work items for those users for subsequent insertion in their worklists
with an offered status.


 




  

    


  

   

 
    




 

Figure 8.23: Route manual offers activity
The route manual allocation activity (illustrated in Figure 8.24) takes any
work items that have been identified by the process administrator to be allocated
to a user and creates a work item for subsequent insertion in the user’s worklist
with an allocated status.


 

  


 

 


  

  





 

 



 

    


 

  

  





  




Figure 8.24: Route manual allocation activity
The process manual immediate start activity (illustrated in Figure 8.25)
takes any work items that have been identified by the process administrator to be
allocated to a user and directly started, and creates a work item for subsequent
insertion in the user’s worklist with a started status.
 
  

 
  
    
      


 





  

    

    
   

 

  

 
    

Figure 8.25: Process manual immediate start activity
The autonomous initiation activity (illustrated in Figure 8.26) provides an
autonomous start trigger to work items that execute automatically and do not
need to be assigned to a user. It is anticipated that this trigger would be routed
outside of the process environment in order to initiate a remote activity.
The autonomous completion activity (illustrated in Figure 8.27) responds
to a trigger from an external autonomous activity indicating that it has finished.
It forwards this response to the process engine allowing it to enable subsequent
activities in the process.
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Figure 8.26: Autonomous initiation activity
  
      




  
  



 

 
    

Figure 8.27: Autonomous completion activity
The process selection request activity (illustrated in Figure 8.28) responds to a request from a user for a work item to be allocated to them. If
the work item is one that is defined as being started by the user, then the work
item is recorded as having an allocated status and the user is advised that it has
been allocated to them. If is one that is automatically started on allocation, then
it is recorded as having a started status and the user is advised of this accordingly. In both cases, any offers pending for this work item for other users are
withdrawn thus ensuring that these users can not request that the work item be
subsequently allocated to them.
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Figure 8.28: Process selection request activity
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The reject offer activity (illustrated in Figure 8.29) handles requests from
users for a work item previously offered to them to be allocated to them where
the work item in question has already been allocated to a different user. These
requests are rejected and the requesting user is advised accordingly.
     



 




   




 








 


Figure 8.29: Reject offer activity
The process start request (illustrated in Figure 8.30) activity responds to
a request from a user to start a work item. It can only start the work item if it has
been previously allocated to the same user. Where it has, the status of the work
item is changed from allocated to started and the user is advised accordingly.
  

   

 

 



 

     



 


 







 

 

 
 
 
 



   




   

     


Figure 8.30: Process start request activity
The suspension resumption activity (illustrated in Figure 8.31) responds
to suspend or resume requests from a user, causing a specified work item to be
recorded as suspended or (re-)started.
 

   

      



   
 

   

 

 

 
  

      
 
   
 

   




   

  

 

   













Figure 8.31: Suspension resumption activity
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The process completion activity (illustrated in Figure 8.32) responds to
user requests to record as completed work items that are currently recorded as
being executed by them. Once this is done, the fact that the work item has been
completed is signalled to the high-level process controller enabling subsequent
work items to be triggered. The completion of the work item is also recorded in
the execution log. For the purposes of this model, only instances of work item
completion are recorded as these are relevant to other work distribution activities
however in practice, it is likely that all of the activities identified in this work
distribution model would be logged.
 
    
 
    





   
 





 
   









 






 


 

 

Figure 8.32: Process completion activity
The route delegation activity (illustrated in Figure 8.33) responds to a
request from a user to allocate a work item currently recorded as being allocated
to them to another user. As part of this activity, the record of the work item
being allocated to the current user is removed.
 
 
  
 


         




  




 
   

 


 

  

 


Figure 8.33: Route delegation activity
The process deallocation activity (illustrated in Figure 8.34) responds to
a request from a user to make a work item recorded as being allocated to them
available for redistribution. As part of this activity, the record of the work item
being allocated to the current user is removed.
 
     
  
 


 



 

 
   

 


 
 
      

Figure 8.34: Process deallocation activity
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The state oriented reallocation activity (illustrated in Figure 8.35) responds to a request from a user to migrate a work item that they are currently
executing to another user. Depending on whether the activity is called on a
stateful or stateless basis, the current working state of the work item is either
retained or discarded when it is passed to the new user respectively. As part of
this activity the work item is directly inserted into the worklist of the new user
with a started status.
      


 
 


 
    

  



  

 

 

  
     


 



  

 
  
   
     



 

      

 
  
   


  

  

  

   

  

  

 
 
    

Figure 8.35: State oriented reallocation activity
The route reoffers activity (illustrated in Figure 8.36) responds to requests
from the process administrator to escalate specific work items that are currently
in an offered, allocated or started state by repeating the act of offering them to
prospective users. The process administrator identifies who the work item should
be offered to and suitable work items are forwarded to their work lists. Any
existing worklist entries for this work item are removed from user’s work lists.
The state of the work item is also recorded as being offered.

      
   
        
            
       
  



  

 
   

  
   






 

 

      

 
          

  

 


  
     

          
 





 

 
  

          

          

          



      

 

 
   





Figure 8.36: Route reoffers activity
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The route reallocation activity (illustrated in Figure 8.37) responds to
requests from the process administrator to escalate specific work items that are
currently in a offered, allocated or started state by directly allocating them to a
specific (and most likely different) user. The process administrator identifies who
the work item should be allocated to and a suitable work item is forwarded to
their work list. Any existing worklist entries for this work item are removed from
user’s work lists. The state of the work item is also recorded as being allocated.
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Figure 8.37: Route reallocation activity
The reject reoffer activity (illustrated in Figure 8.38) responds to requests
from the process administrator to escalate a work item by repeating the act of
offering it where the work item is not in the offered, allocated or started state.
This may be because the work item has failed, already been completed or is
currently being redistributed at the request of a user. In any of these situations,
the action is to simply ignore the reoffer request.
 

 

       

 



  


  

  


 
  


  






  
  




  



 
  



Figure 8.38: Reject reoffer activity
The reject reallocation activity (illustrated in Figure 8.39) responds to
requests from the process administrator to escalate a work item by directly allocating it to a user it where the work item is not in the allocated or started
state. This may be because the work item has failed, already been completed
or is currently being redistributed at the request of a user. In all situations, the
action is to simply ignore the reallocate request.
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Figure 8.39: Reject reallocation activity

8.4.6

Worklist handler process – individual activities

The worklist handler process supports interactions between individual users and
the process engine as they manage various work items that have been advertised
and/or allocated to them through to completion. Each of the individual activities
that are discussed in this section correspond either to specific actions that a
user can initiate in respect to the work items in their work list (typically these
result in some form of state change and the need to advise the process engine
accordingly) or to notifications from the process engine to a specific user (again
usually resulting in either the addition, deletion or state change of a work item
in a user’s work list).
The select activity (illustrated in Figure 8.40) handles the insertion of work
items offered by the process engine into user worklists. It also handles the deletion of previously offered work items that have been subsequently allocated to a
different user.
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Figure 8.40: Select activity
The allocate activity (illustrated in Figure 8.41) manages the insertion of
work items directly allocated to a user into their work list.
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Figure 8.41: Allocate activity
The start activity (illustrated in Figure 8.42) provides the ability for a user
to commence execution of a work item that has been allocated to them. In order
to start it, they must be logged in, have the choose privilege which allows them
to select the next work item that they will execute and either not be currently
executing any other work items or have the concurrent privilege allowing them
to execute multiple work items at the same time.
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Figure 8.42: Start activity
The immediate start activity (illustrated in Figure 8.43) allows work items
to be directly inserted in a user‘s worklist by the process engine with a currently
executing status. As with the start activity, this is only possible if the user is
not currently executing any other work items or has the concurrent privilege.
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Figure 8.43: Immediate start activity
At the request of the process engine, the halt instance activity (illustrated
in Figure 8.44) immediately removes a specified work item from a user’s worklist.
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Figure 8.44: Halt instance activity
The complete activity (illustrated in Figure 8.45) allows a user to mark a
work item as complete, resulting in it being removed from their worklist. This
can only occur if the user is logged in and the process engine has recorded the
fact that the user has commenced work on the activity.
   





 

      

      
  

 




 



  










 


 

  

 





Figure 8.45: Complete activity
The suspend activity (illustrated in Figure 8.46) provides the ability for a
user to cease work on a specified work item and resume it at some future time.
In order to suspend a work item, they must possess the suspend privilege. To
resume it, they must either have no other currently executing work items in their
worklist or possess the concurrent privilege.
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Figure 8.46: Suspend activity
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The skip activity (illustrated in Figure 8.47) provides the user with the option
to skip a work item that is currently allocated to them. This means it transitions
from a status of allocated to one of completed. They can only do this if they have
the skip privilege.
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Figure 8.47: Skip activity
The delegate activity (illustrated in Figure 8.48) allows a user to pass a work
item currently allocated to them to another user. They can only do this if they
have the delegate privilege and the process engine has recorded the fact that the
work item is allocated to them.
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Figure 8.48: Delegate activity
The abort activity (illustrated in Figure 8.49) operates at the request of the
process engine and removes a work item currently allocated to a user from their
worklist. If they have also requested that its execution be started, this request is
also removed.
    

    

     



  

 






      
 
 

Figure 8.49: Abort activity
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The stateful reallocate activity (illustrated in Figure 8.50) allows a user
to reassign a work item that they are currently executing to another user with
complete retention of a state i.e. the next user will continue executing the work
item from the place at which the preceding user left off. In order for the user to
execute this activity, the work item must be recorded by the process engine as
currently being executed by them and they must possess the reallocate privilege.

 

$

         
  




 

   
        



! 








 








 

       

 


   
     


 




   





 "#




 

 
  !






 " # 

Figure 8.50: Stateful reallocate activity
The stateless reallocate activity (illustrated in Figure 8.51) operates in
a similar way to the stateful reallocate activity although in this case, there
is no retention of state and the subsequent user effectively restarts the work item.
In order for the user to execute this activity, the work item must be recorded by
the process engine as currently being executed by them and they must possess
the delegate privilege.
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Figure 8.51: Stateless reallocate activity
The manipulate worklist activity (illustrated in Figure 8.52) provides the
user with the facility to reorder the items in their work list and also to restrict the
items that they view from it. In order to fully utilize the various facilities available
within this activity, the user must possess the reorder, viewoffers, viewallocs and
viewexecs privileges.
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Figure 8.52: Manipulate worklist activity
The logonandoff activity (illustrated in Figure 8.53) supports the logon and
logoff of users from the process engine. A number of worklist functions require
that they be logged in in order to operate them. Depending on the privileges
that they possess, the user is also able to trigger chained and piled execution
modes as part of this activity. This requires that they possess the chainedexec
and piledexec privileges respectively. Only one user can be nominated to execute
a given task in piled execution mode at any given time.
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Figure 8.53: Logonandoff activity

c 2007 N.C. Russell – Page 349
PhD Thesis – °

Chapter 8. Semantics

8.4.7

Interrupt processing – individual activities

Interrupt processing allows the normal progress of a work item to be varied where
required as a result of a cancel, force-fail or force-complete request being received
from an external party. There are three main components of which it is comprised:
the cancel work item, complete work item and force fail work item processes. The individual activities for each of these are shown below.
The cancel work item process provides facilities to handle a cancellation
request initiated from outside the work distribution process. It enables a work
item currently being processed (and in any other state than completed ) to be
removed from both the work distribution and worklist handler processes. No
confirmation is given regarding work item cancellation.
 
    




             
                    




     


  

      

        
       
    

       

  


 

  
    





  



        
       
    

  
  

    

        








" 


         
        
    

 
  
    




   






 
  






  
 

     


  
    




     

  



  
    





          


  

    


  

   !

  
  

    

       


     


    
   
 



 


 

  
 
    

   

Figure 8.54: Cancel work item process
The complete work item process provides facilities to handle a force-complete
request initiated from outside the work distribution process. It enables a work
item currently being processed (and in any other state than completed ) to be
marked as having completed and for it to be removed from both the work distribution and worklist handler processes. If the request is successful, the work item
completion is indicated via a token in the completed work items place which is
passed back to the high-level process execution process (i.e. as illustrated in
Figure 8.1).
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Figure 8.55: Complete work item process
The fail work item process provides facilities to handle a force-fail request
initiated from outside the work distribution process. It enables a work item
currently being processed (and in any other state than completed ) to be marked
as having failed and for it to be removed from both the work distribution and
worklist handler processes. If the request is successful, the work item failure is
indicated via a token in the failed work items place which is passed back to
the high-level process execution process.
The scale of the semantic model illustrates the overall complexity of new YAWL.
Running to 55 distinct pages and encompassing over 480 places, 138 transitions
and over 1500 lines of ML code, it is only through this form of interactive modelling (that the CPN Tools environment supports) that formal specifications of
this size and complexity can be developed in a tractable manner. The complete
CPN model is available from http://www.yawl-system.com/newYAWL. There is
also an associated new YAWL technical report which includes a working example
[RHEA07].
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Figure 8.56: Fail work item process

8.5

Summary

This chapter has presented the semantic model for the new YAWL reference language. This model provides a precise operational definition of all new YAWL
constructs. It also has the additional advantage (as a consequence of its CP-net
foundations) that it is possible to directly execute a new YAWL business process
model in the CPN Tools environment. The development of this model demonstrates that the patterns identified in Part One of this thesis provide a suitable
basis for establishing the fundamental requirements for PAIS and that these discrete concepts can be suitably integrated. More significantly, the new YAWL
semantic model confirms that it is possible to formally define a comprehensive
conceptual foundation for PAIS that is also able to be directly and unambiguously
enacted.
In the next chapter of the thesis, the capabilities of the new YAWL reference
language are comprehensively evaluated from a patterns perspective. In doing so,
it is possible to compare the capabilities of new YAWL against other PAIS and
business process modelling languages.
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Chapter 9
Pattern Support in new YAWL
As a benchmark of the capabilities of new YAWL, this chapter presents the results of a patterns-based evaluation of the language using the control-flow, data,
resource and exception patterns presented in Part One of the thesis. For comparative purposes, this evaluation is contrasted with one for YAWL. Although there
is a formal definition for YAWL, it is limited to the control-flow perspective. For
this reason, the evaluation results in this section are based on the latest version
of the YAWL System (Beta 8). The new YAWL results are based on the capabilities demonstrated by the abstract syntax and the semantic models presented in
Chapters 7 and 8 respectively. Subsequent sections in this chapter present the results of pattern evaluations in four perspectives: control-flow, data, resource and
exception handling. Full details of the control-flow, data and resource patterns
realization in new YAWL are included in Appendix A.

9.1

Control-flow perspective

Table 9.1 identifies the extent of support by YAWL and new YAWL for the controlflow patterns. YAWL supports 19 of the 20 original control-flow patterns. The
only omission being Implicit Termination which, although being the preferred
method of process termination, is not fully implemented in the YAWL system. It
fares less well in terms of support for the new control-flow patterns. The availability of the cancellation region construct allows YAWL to support the Cancel
Region, Cancel MI Task and Cancelling Discriminator patterns. Similarly, the
availability of a multiple instance task construct ensures the Static Partial Join
for MIs and the Static Cancelling Join for MIs patterns are supported. Considerable work [WEAH05] has gone into OR-join handling in YAWL, hence the
Acyclic and General Synchronizing Merge are supported. Finally the Petri net
foundation for YAWL provide a means of supporting the Critical Section and
Interleaved Routing patterns. None of the other new control-flow patterns are
supported.
In contrast, new YAWL supports 42 of the 43 patterns. The only omission
is the Implicit Termination pattern which is not supported as the termination
semantics of new YAWL are based on the identification of a single defined end node
for processes. When the thread of control reaches the end node in a new YAWL
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34
35
36
37
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39
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41
42
43

Pattern
New Control-Flow Patterns
Structured Loop
Recursion
Transient Trigger
Persistent Trigger
Cancel Region
Cancel MI Activity
Complete MI Activity
Blocking Discriminator
Cancelling Discriminator
Structured Partial Join
Blocking Partial Join
Cancelling Partial Join
Generalized AND-Join
Static Partial Join for MIs
Static Canc. Part. Join for MIs
Dynamic Partial Join for MIs
Acyclic Synchronizing Merge
General Synchronizing Merge
Critical Section
Interleaved Routing
Thread Merge
Thread Split
Explicit Termination

new YAWL

6
7
8
9

+
+
+
+
+

Nr

YAWL

1
2
3
4
5

Pattern
Basic Control
Sequence
Parallel Split
Synchronization
Exclusive Choice
Simple Merge
Adv. Branching & Synchronization
Multiple Choice
Structured Synchronizing Merge
Multiple Merge
Structured Discriminator
Structural
Arbitrary Cycles
Implicit Termination
Multiple Instance
MI without Synchronization
MI with a priori D/T Knowl.
MI with a priori R/T Knowl.
MI without a priori R/T Knowl.
State-based
Deferred Choice
Interleaved Parallel Routing
Milestone
Cancellation
Cancel Activity
Cancel Case

new YAWL

Nr

YAWL
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Table 9.1: Support for control-flow patterns in Original YAWL vs new YAWL
process instance, it is deemed to be complete and no further work is possible.
Thus it achieves a full support rating for the Explicit Termination pattern which
is a distinction from previous versions of the YAWL System which were based on
Implicit Termination.

9.2

Data perspective

Table 9.2 illustrates data pattern support in YAWL and new YAWL. The data
model in YAWL is based on the use of net variables which are passed to and from
tasks using XQuery statements. These can be used for data passing to all forms
of task hence the Block Data and Multiple Instance Data patterns are directly
supported together with the various Data Interaction patterns relevant to these
constructs. The use of XQuery for data passing ensures the Data Transfer by
Value – Incoming and Outgoing patterns are also supported together with the
corresponding Data Transformation patterns. There is also support for Databased Routing.
new YAWL markedly improves on this range of capabilities and supports all
but two of the patterns. One of the two remaining patterns – Data Transfer by
Reference – Locked – receives a partial support rating. This is a consequence of
the value-based interaction strategy that new YAWL employs for data passing.
new YAWL does provide locking facilities for data elements, hence it is possible
to prevent concurrent use of a nominated data element thus achieving the same
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15
16
17
18
19
20

+
+
+
+
+
+
+
+

+
+
+
+
+
–

+
+
+
+
+
+

–
–
–
–
–
–

+
+
+
+
+
+

21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40

Pattern
Data Interaction (Ext.) (cont.)
Env. to Case – Push-Oriented
Case to Env. – Pull-Oriented
Process to Env. – Push-Orient.
Env. to Process – Pull-Orient.
Env. to Process – Push-Orient.
Process to Env. – Pull-Orient.
Data Transfer
by Value Incoming
by Value Outgoing
Copy In/Copy Out
by Reference – Unlocked
by Reference – Locked
Data Transformation – Input
Data Transformation – Output
Data-based Routing
Task Precondition – Data Exist.
Task Precondition – Data Val.
Task Postcondition – Data Exist.
Task Postcondition – Data Val.
Event-based Task Trigger
Data-based Task Trigger
Data-based Routing

new YAWL

9
10
11
12
13
14

–
+
–
+
–
–
–
–

Nr

YAWL

1
2
3
4
5
6
7
8

Pattern
Data Visibility
Task Data
Block Data
Scope Data
Multiple Instance Data
Case Data
Folder Data
Global Data
Environment Data
Data Interaction (Internal)
between Tasks
Block Task to Subproc. Decomp.
Subproc. Decomp. to Block Task
to Multiple Instance Task
from Multiple Instance Task
Case to Case
Data Interaction (External)
Task to Env. – Push-Oriented
Env. to Task – Pull-Oriented
Env. to Task – Push-Oriented
Task to Env. – Pull-Oriented
Case to Env. – Push-Oriented
Env. to Case – Pull-Oriented

new YAWL

Nr

YAWL
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–
–
–
–
–
–

+
+
+
+
+
+

+
+
–
–
–
+
+

+
+
+
–
+/–
+
+

–
–
–
–
–
–
+

+
+
+
+
+
+
+

Table 9.2: Support for data patterns in Original YAWL vs new YAWL
operational effect as required for support of this pattern however as it is not
directly implemented in this form, it only achieves a partial support rating.

9.3

Resource perspective

Table 9.3 illustrates the extent of resource pattern support by the two offerings.
YAWL provides relatively minimal consideration of this perspective supporting
only 8 of the 43 patterns.
In contrast, new YAWL supports 38 of the 43 resource patterns. The five that
are not supported are:
– Case Handling – as this implies that complete process instances are allocated
to users rather than individual work items as is the case in the majority of
current PAIS;
– Early Distribution – as work items in new YAWL can only be allocated to users
once they have been enabled;
– Pre-Do – as work items can only be executed at the time they are enabled and
cannot be allocated to a resource prior to this time;
– Redo – as work items cannot be re-allocated to a user at some time after their
execution has been completed; and
– Additional Resource – as work items are only ever undertaken by a single
resource in new YAWL and there is no provision for the additional involvement
of non-human resources.
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21
22
23

+
+
+
+
+
–
+
+
+
+
+

+
+
–
–
–
–
–
+
–

+
+
+
+
+
+
–
+
+

+
+
–

+
+
+

24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43

Pattern
Pull Patterns (cont.)
System-Determ. Wk Queue Cont.
Res.-Determ. Wk Queue Cont.
Selection Autonomy
Detour Patterns
Delegation
Escalation
Deallocation
Stateful Reallocation
Stateless Reallocation
Suspension/Resumption
Skip
Redo
Pre-Do
Auto-Start Patterns
Commencement on Creation
Creation on Allocation
Piled Execution
Chained Execution
Visibility Patterns
Conf. Unalloc. Work Item Visib.
Conf. Alloc. Work Item Visib.
Multiple Resource Patterns
Simultaneous Execution
Additional Resource

new YAWL

12
13
14
15
16
17
18
19
20

+
+
–
–
–
–
–
–
–
–
+

Nr

YAWL

1
2
3
4
5
6
7
8
9
10
11

Pattern
Creation Patterns
Direct Distribution
Role-Based Distribution
Deferred Distribution
Authorization
Separation of Duties
Case Handling
Retain Familiar
Capability-Based Distribution
History-Based Distribution
Organizational Distribution
Automatic Execution
Push Patterns
Distrib. by Offer - Single Res.
Distrib. by Offer - Multiple Res.
Distrib. by Allocation - Single Res.
Random Allocation
Round Robin Allocation
Shortest Queue
Early Distribution
Distribution on Enablement
Late Distribution
Pull Patterns
Res.-Init. Allocation
Res.-Init. Exec. - Alloc. Wk Items
Res.-Init. Exec. - Offer. Wk Items

new YAWL

Nr

YAWL
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–
–
–

+
+
+

–
–
–
–
–
–
–
–
–

+
+
+
+
+
+
+
–
–

–
–
–
–

+
+
+
+

–
–

+
+

+
–

+
–

Table 9.3: Support for resource patterns in Original YAWL vs new YAWL

9.4

Exception handling perspective

Table 9.4 illustrates the extent of exception pattern support by YAWL and
new YAWL. Whilst the graphical exception handling language is supported in
both offerings, the rollback primitive is not. Nonetheless, the breadth of support
provided for exception handling is extensive, especially when compared with the
capabilities offered by other PAIS in the area, e.g. as illustrated in Table 5.2.

9.5

Summary

This chapter has illustrated the range of capabilities provided by new YAWL in
the control-flow, data, resource and exception handling perspectives through a
patterns-based evaluation. This approach to language assessment affords an objective, technology-independent means of evaluating language capabilities. The
results of this evaluation clearly demonstrate that new YAWL embraces a markedly
greater range of concepts than any other PAIS or business process modelling language that has been examined in Part One of this thesis. The breadth of its
capabilities are underscored by the fact that it directly supports 118 of the 126
patterns that that have been identified for the control-flow, data and resource perspectives. Similarly, it supports a far wider range of exception handling strategies
than have been observed for any other, offering support for 89 of the 108 strategies
that have been identified.
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Work Item
Failure
OFF-CWC-NIL
OFF-CWC-COM
OFC-CWC-NIL
OFC-CWC-COM
AFF-CWC-NIL
AFF-CWC-COM
AFC-CWC-NIL
AFC-CWC-COM
SRS-CWC-NIL
SRS-CWC-COM
SFF-CWC-NIL
SFF-CWC-COM
SFF-RCC-NIL
SFF-RCC-COM
SFC-CWC-NIL
SFC-CWC-COM

Work Item
Deadline
OCO-CWC-NIL
ORO-CWC-NIL
OFF-CWC-NIL
OFF-RCC-NIL
OFC-CWC-NIL
ACA-CWC-NIL
ARA-CWC-NIL
ARO-CWC-NIL
AFF-CWC-NIL
AFF-RCC-NIL
AFC-CWC-NIL
SCE-CWC-NIL
SCE-CWC-COM
SRS-CWC-NIL
SRS-CWC-COM
SRA-CWC-NIL
SRA-CWC-COM
SRO-CWC-NIL
SRO-CWC-COM
SFF-CWC-NIL
SFF-CWC-COM
SFF-RCC-NIL
SFF-RCC-COM
SFC-CWC-NIL
SFC-CWC-COM

Resource
Unavailable
ORO-CWC-NIL
OFF-CWC-NIL
OFF-RCC-NIL
OFC-CWC-NIL
ARO-CWC-NIL
ARA-CWC-NIL
AFF-CWC-NIL
AFF-RCC-NIL
AFC-CWC-NIL
SRA-CWC-NIL
SRA-CWC-COM
SRO-CWC-NIL
SRO-CWC-COM
SFF-CWC-NIL
SFF-CWC-COM
SFF-RCC-NIL
SFF-RCC-COM
SFF-RAC-NIL
SFC-CWC-NIL
SFC-CWC-COM

External
Trigger
OCO-CWC-NIL
OFF-CWC-NIL
OFF-RCC-NIL
OFC-CWC-NIL
ACA-CWC-NIL
AFF-CWC-NIL
AFF-RCC-NIL
AFC-CWC-NIL
SCE-CWC-NIL
SRS-CWC-NIL
SRS-CWC-COM
SFF-CWC-NIL
SFF-CWC-COM
SFF-RCC-NIL
SFF-RCC-COM
SFF-RAC-NIL
SFC-CWC-NIL
SFC-CWC-COM

Constraint
Violation
SCE-CWC-NIL
SRS-CWC-NIL
SRS-CWC-COM
SFF-CWC-NIL
SFF-CWC-COM
SFF-RCC-NIL
SFF-RCC-COM
SFF-RAC-NIL
SFC-CWC-NIL
SFC-CWC-COM

Table 9.4: Exceptions patterns support in YAWL and new YAWL
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Chapter 10
Epilogue
The objective of this thesis (as originally stated in Section 1.2) was to establish
a comprehensive definition of the fundamental components of a business process
and the manner in which they interrelate. This definition was to be based on a
formal foundation in order to remove any potential for ambiguity in the interpretation of these concepts. It was also required to facilitate the execution of a
business process described in terms of these constructs in a deterministic way.
This goal has been satisfied at two levels. First, the fundamental components
of business processes have been informally defined through the identification of
126 patterns which describe the core characteristics of business processes in the
control-flow, data and resource perspectives, together with a graphical exception
handling language which describes how deviations from expected behaviour across
all of these perspectives should be handled. Second, a comprehensive business
process language – new YAWL – has been formally defined which encompasses
these patterns and describes their operation in an integrated manner.
At the beginning of this research, five solution criteria were defined as a means
of evaluating the effectiveness of the solution ultimately reached to the research
problem. We now revisit each of these criteria.
Formality This requirement has been met through the development of an abstract syntax and operational semantics for new YAWL. This provides the definition for a business process language that is based on the integration of the
broadest possible range of patterns that are relevant to PAIS. As the description of the semantics of the language is formalized using CP-nets, it provides a
comprehensive foundation for business processes that allows them to be captured
precisely in a form that is suitable for further analysis using a wide range of well
established techniques.
Suitability The identification of the core constructs of business processes was
based on an empirical survey of the control-flow, data and resource perspectives of
a wide variety of contemporary PAIS. This approach ensured that a comprehensive range of concepts were revealed and subsequently delineated as patterns. A
similar approach was taken to the identification of exception handling primitives
and the subsequent development of a graphical language for specifying exception
handling strategies. One of the major uses of the patterns to date has been in
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evaluating the capabilities of specific PAIS in a manner that allows for comparison
with other offerings. There are a number of these evaluations contained within
this thesis and elsewhere that give an insight into the suitability of existing offerings. They also provide a benchmark for the desirable range of capabilities that a
newly developed PAIS should demonstrate. new YAWL embodies 118 of the patterns identified in this thesis thereby establishing its suitability for the purposes
of capturing business processes. It provides particularly rich capabilities in the
data and resource perspectives, the breadth of which have not previously been
demonstrated by other PAIS. Finally through a detailed examination of exception handling, it has been possible to establish a pattern-oriented approach to
describing the exception handling capabilities of distinct PAIS. This provides a
technologically independent means of assessing their capabilities in this area. A
major consequence of this work, has been the development of a graphical language
for describing exception handling strategies that is both independent of specific
implementation technologies and spans the control-flow, data and resource perspectives described above.
Conceptuality There are two major advantages offered by the use of a patternsbased approach to eliciting the major concepts underpinning business processes.
The first of these is that it tightly focuses the knowledge gathering activity ensuring that only concepts directly relevant to the business process domain are
considered. The second is that each of the resultant patterns is described at a
conceptual level and is independent of specific technological or implementationrelated considerations. This is necessary in order to ensure that the pattern does
indeed generalize across a wide range of potential process design and enactment
environments. new YAWL is directly founded on the elicited patterns and does
not assume any specific technological or operational characteristics of the ultimate
execution environment.
Enactability The ability to directly execute a business process model in a deterministic manner without requiring the addition of further information is a
desirable characteristic. A new YAWL business process model is capable of being
directly enacted. In order to do so, it is first transformed into a core new YAWL
specification using the transformations described in Chapter 7. It can then be
executed and the operational semantics for this are described in Chapter 8 of
the thesis. Moreover, as a consequence of the formalization approach chosen for
new YAWL in which the semantics are described using CP-nets, it is possible to
take a candidate new YAWL specification represented as an initial marking of the
new YAWL semantic model and execute it in the CPN Tools environment.
Comprehensibility There are two facets to the issue of comprehensibility –
ease of capture and ease of interpretation. The first of these is facilitated through
the range of patterns embodied in new YAWL and the relatively direct correspondence between them and the constructs in the abstract syntax model. The second
facet is more difficult to assess. There is a graphical syntax for the control-flow
perspective of new YAWL and also for specifying exception handling strategies,
thus users can gain a relatively quick understanding of process operation in these
perspectives. The data and resource perspectives do not have a graphical syntax
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however there is a relatively close correspondence between the individual patterns in these areas and the various elements in the abstract syntax for these
perspectives which make their operation more intuitive. There is the opportunity to augment the new YAWL graphical syntax to cater for data and resource
constructs at some future time (e.g. by including parameters, arc conditions and
work distribution directives).
Limitations
The patterns identified during in this thesis are intended to provide a comprehensive basis for describing the desirable properties of PAIS and the constructs
on which they should be based. The process of identifying patterns was based on
a comprehensive survey of the features and capabilities of a variety of contemporary workflow and case handling systems, business process modelling formalisms
and execution languages. By providing a precise description of each pattern and
detailed context and evaluation criteria for each pattern, it is intended that each
pattern is documented in an objective format. Each of the patterns evaluations
described in this thesis are based on these definitions were undertaken by the
author in conjunction with at least one other party. Wherever possible, these
results were cross-checked with a domain expert (usually either a staff member of
the vendor or a member of a standards body in the case of modelling formalisms)
in order to validate their correctness. On this basis, it is reasonably expected
that the patterns evaluation activity is objective in nature and repeatable.
In terms of the approach taken to identifying specific patterns, two potential
limitations are recognized:
1. The approach to identifying patterns is experiential in nature, hence it is
influenced by the specific offerings on which the patterns survey is based.
All of the patterns identified in this thesis are based on specific features,
capabilities or constructs encountered in these offerings or on generalizations or extensions of them. Moreover, the delineation of specific patterns
is based on a subjective assessment of the capabilities of individual offerings. Therefore it is debatable whether this particular research activity is
repeatable.
2. The process of patterns identification is not a structured activity and it is
not clear when it is ultimately complete. Although it has not been possible
to identify any further meaningful patterns in the control-flow, data or
resource perspectives as part of this thesis, it cannot be claimed that the
126 patterns that have been identified represent the complete set of patterns
relevant to PAIS.

Contributions
In conclusion, the contributions of this thesis are fourfold:
1. A collection of 126 patterns identifying recurring concepts relevant to the
control-flow, data and resource perspectives of business processes;
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2. A patterns-based classification framework for describing exception handling
capabilities of PAIS;
3. A graphical, technology-independent language for defining exception handling strategies; and
4. new YAWL: A comprehensive, formally defined language for business process modelling and enactment.
It is anticipated that these deliverables will inform future research activities
associated with PAIS. The exception handling language has already been incorporated into the YAWL open source software offering (release Beta 8) and its
implementation is described at length elsewhere [AHEA07, Ada07].
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Appendix A
Patterns Realization in
new YAWL
A.1
Nr
1

Control-flow patterns
Pattern
Sequence

2

Parallel Split

3

Synchronization

4

Exclusive Choice

5

Simple Merge

6

Multi-Choice

Representation in Abstract Syntax
Via an entry in the flow relation (t1 , t2 ) ∈ F
where t1 , t2 are tasks, i.e. t1 , t2 ∈ T
Via an entry in the Split function for task t
where Split(t) = AND.
Via an entry in the Join function for task t
where Join(t) = AND.
Via an entry in the Split function for the task t
with which the pattern is associated where
Split(t) = XOR. The evaluation sequence for
each outgoing arc from t is indicated by <tXOR .
Entries in the ArcCond function define the arc
expression for each outgoing branch from task t.
Finally an entry in the Default function
Default(t) denotes the default outgoing arc that
is taken if no arc condition evaluates positively
for task t.
Via an entry in the Join function for task t
where Join(t) = XOR.
Via an entry in the Split function for the task t
with which the pattern is associated where
Split(t) = OR. Entries in the ArcCond function
define the arc expression for each outgoing
branch from task t. An entry in the Default
function Default(t) denotes the default outgoing
arc that is taken if no arc condition evaluates
positively for task t.
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Nr
7

Pattern
Structured
Synchronizing Merge

8

Multi-Merge

9

Structured
Discriminator

10

Arbitrary Cycles

11
12

Implicit Termination
Multiple Instances
without
Synchronization

13

Multiple Instances with
a Priori Design-Time
Knowledge

14

Multiple Instances with
a Priori Run-Time
Knowledge

15

Multiple Instances
without a Priori
Run-Time Knowledge

16

Deferred Choice

Representation in Abstract Syntax
Via an entry in the Join function for task t
where Join(t) = OR and the branches which
are inputs to t are structured in form.
Via an entry in the Join function for task t
where Join(t) = XOR.
Via an entry in the Join function for task t
where Join(t) = PJOIN, and a corresponding
entry in the Thresh function where Thresh(t) =
1. All input branches to t are structured in
form.
There are no restrictions on the capture of
cycles in the flow relation F of a new YAWL-net.
Not supported.
By encoding a structure of the form indicated
in Fig 2.15 in the flow relation F, where the
create instances task is described as task t ∈ T
together with an entry in the Join function
such that Split(t) = AND to split the thread of
control from the main branch. In the new
branch, there is another task tS ∈ T , that is
associated with an entry in the Split function
such that Split(t) = THREAD together with a
corresponding entry in the ThreadOut function
where ThreadOut(t) = N in order to create N
threads of control in the new branch to trigger
any following task(s) N times. Note that issues
of synchronization are outside of the scope of
the pattern and the proposed realization.
Via an entry in the function Nofi for each
multiple instance task t ∈ M , where
Nofi (t) = (min,max,th,ds,canc) and
min = max = th and ds = static and the value of
min, max and th is set in the design time model
Via an entry in the function Nofi for each
multiple instance task t ∈ M , where
Nofi (t) = (min,max,th,ds,canc) and
min = max = th and ds = static and the value
of min, max and th is set at runtime
Via an entry in the function Nofi for each
multiple instance task t ∈ M , where
Nofi (t) = (min,max,th,ds,canc) and max = th
and ds = dynamic
Via entries in the flow relation F, each of which
links a common condition c ∈ C to one of the
branches that forms part of the deferred choice.
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Nr
17

Pattern
Interleaved Parallel
Routing

18

Milestone

19

Cancel Task

20

Cancel Case

21

Structured Loop

22

Recursion

23

Transient Trigger

24

Persistent Trigger

25

Cancel Region

26

Cancel Multiple
Instance Activity

27

Complete Multiple
Instance Activity

28

Blocking Discriminator

Representation in Abstract Syntax
By encoding a structure of the form indicated
in Fig 2.23 in the flow relation F which includes
all of the tasks to be interleaved.
By encoding a structure of the form indicated
in Fig 2.24 in the flow relation F which
indicates the relationship between the milestone
condition and the task which is contingent on it.
Via an entry in the Rem function for task t,
which indicates which tasks should be
withdrawn and which conditions should have
tokens removed when t completes execution.
Via an entry in the Rem function for task t,
which indicates that all tasks should be
withdrawn and all conditions should have
tokens removed when t completes execution.
By encoding a structure of the form indicated
in Figs 2.31 or 2.32 in the flow relation F.
new YAWL allows a task to be decomposed into
its own new YAWL-net or an ancestor thereof.
Via an entry in the Trig function for the
triggered task such that Trig(t) indicates the id
of the trigger associated with t.
Via an entry in the Trig function for the
triggered task such that Trig(t) indicates the id
of the trigger associated with t and the
inclusion of t in the set of persistent triggers
indicated by Persist.
Via an entry in the Rem function for task t,
which indicates which tasks should be
withdrawn and which conditions should have
tokens removed when t completes execution.
Via an entry in the Rem function for multiple
instance task t ∈ M , which identifies the task t’
which causes t to be cancelled such that
t ∈ Rem(t0 ).
Via an entry in the Comp function for multiple
instance task t ∈ M , which identifies the task t’
which causes t to be force completed such that
t ∈ Comp(t0 ).
Via an entry in the Join function for task t
where Join(t) = PJOIN, and corresponding
entries in the Thresh function where Thresh(t)
= 1 and the Block function where Block (t)
indicates the set of tasks that are blocked
between the time that the join is enabled and
reset.
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Nr
29

Pattern
Cancelling
Discriminator

30

Structured Partial Join

31

Blocking Partial Join

32

Cancelling Partial Join

33

Generalized AND-Join

34

Static Partial Join for
Multiple Instances

35

Cancelling Partial Join
for Multiple Instances

Representation in Abstract Syntax
Via an entry in the Join function for task t
where Join(t) = PJOIN, and corresponding
entries in the Thresh function where Thresh(t)
= 1, and the Rem function where Rem(t) can
be specified such that it cancels all incoming
branches.
Via an entry in the Join function for task t
where Join(t) = PJOIN, and a corresponding
entry in the Thresh function where Thresh(t) =
N, where N is the number of input branches
that must be enabled in order for the join to
fire. All input branches to t are structured in
form.
Via an entry in the Join function for task t
where Join(t) = PJOIN, and corresponding
entries in the Thresh function where Thresh(t)
= N where N is the number of input branches
that must be enabled in order for the join to
fire, and the Block function where Block (t)
indicates the set of tasks that are blocked
between the time that the join is enabled and
reset.
Via an entry in the Join function for task t
where Join(t) = PJOIN, and corresponding
entries in the Thresh function where Thresh(t)
= N, where N is the number of input branches
that must be enabled in order for the join to
fire, and the Rem function where Rem(t) can
be specified such that it cancels all incoming
branches.
Via an entry in the Join function for task t
where Join(t) = AND.
Via an entry in the function Nofi for each
multiple instance task t ∈ M , where
Nofi (t) = (min, max, th, ds, canc) and th
indicates the number of instances that must
complete for the partial join to fire and
ds = static and canc = non-cancelling and the
values of min, max and th are set at runtime.
Via an entry in the function Nofi for each
multiple instance task t ∈ M , where
Nofi (t) = (min, max, th, ds, canc) and th
indicates the number of instances that must
complete for the partial join to fire and
ds = static and canc = cancelling and the value
of min, max and th is set at runtime.
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Nr
36

Pattern
Dynamic Partial Join
for Multiple Instances

37

Acyclic Synchronizing
Merge

38
39

General Synchronizing
Merge
Critical Section

40

Interleaved Routing

41

Thread Merge

42

Thread Split

43

Explicit Termination

Representation in Abstract Syntax
Via an entry in the function Nofi for each
multiple instance task t ∈ M , where
Nofi (t) = (min, max, th, ds, canc) and th
indicates the number of instances that must
complete for the partial join to fire and
ds = dynamic.
Via an entry in the Join function for task t
where Join(t) = OR such that none of the input
branches to t are part of a cycle.
Via an entry in the Join function for task t
where Join(t) = OR.
By encoding a structure of the form indicated
in Fig 2.57 in the flow relation F which includes
all of the tasks to be serialized.
By encoding a structure of the form indicated
in Fig 2.58 in the flow relation F which includes
all of the tasks to be interleaved.
Via an entry in the Join function for task t
where Join(t) = THREAD and a corresponding
entry in the ThreadIn function where
ThreadIn(t) = N where N is the number of
execution threads to be merged.
Via an entry in the Split function for task t
where Split(t) = THREAD and a corresponding
entry in the ThreadOut function where
ThreadOut(t) = N where N is the number of
execution threads to be created.
No direct representation. A new YAWL process
instance is assumed to be complete when the
thread of control reaches the output condition o
of a top-level new YAWL-net.
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A.2

Data patterns

Nr
1

Pattern
Task Data

2

Block Data

3

Scope Data

4

Multiple Instance Data

5

Case Data

6

Folder Data

7

Global Data

8

Environment Data

9

Task to Task

Representation in Abstract Syntax
Via a variable v ∈ VarID with an entry in the
VarType function where VarType(v ) = Task
and a corresponding entry in VTmap such that
VTmap(v ) identifies the task to which the
variable maps.
Via a variable v ∈ VarID with an entry in the
VarType function where VarType(v ) = Block
and a corresponding entry in VBmap such that
VBmap(v ) identifies the new YAWL-net to
which the variable maps.
Via a variable v ∈ VarID with an entry in the
VarType function where VarType(v ) = Scope
and a corresponding entry in VSmap such that
VSmap(v ) identifies the scope to which the
variable maps.
Via a variable v ∈ VarID with an entry in the
VarType function where VarType(v ) = MI and
a corresponding entry in VMmap such that
VMmap(v ) identifies the multiple-instance task
to which the variable maps.
Via a variable v ∈ VarID with an entry in the
VarType function where VarType(v ) = Case
and v ∈ VCmap.
Via a variable v ∈ VarID with an entry in the
VarType function where VarType(v ) = Folder
and a corresponding entry in VFmap such that
VFmap(v ) identifies the folder to which the
variable maps.
Via a variable v ∈ VarID with an entry in the
VarType function where VarType(v ) = Global
and v ∈ VGmap.
Environment variables are defined in the
operating environment and hence are external
to the new YAWL abstract syntax. They are
accessed via push and pull operations in the
new YAWL semantic model that interchange
their values with internal new YAWL data
elements.
Via an entry in the InPar function where
tF , tT ∈ TA identify the tasks the data element
is being passed from and to, and vF , vT ∈ VarID
identify the task variables the value is being
passed between such that InPar(tT , vT ) maps to
an expression which identifies tF and vF .
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Nr
10

Pattern
Block Task to
Subprocess
Decomposition

11

Subprocess
Decomposition to Block
Task

12

To Multiple Instance
Task

13

From Multiple Instance
Task

14

Case to Case

Representation in Abstract Syntax
Via an entry in the InNet function where
tB ∈ TC identifies the block task the data
element is being passed to, and vF , vT ∈ VarID
identify the variables the value is being passed
between such that InN et(tB , vT ) maps to an
expression which identifies vF .
Via an entry in the OutNet function where
tB ∈ TC identifies the block task the data
element is being passed from, and
vF , vT ∈ VarID identify the variables the value
is being passed between such that
OutNet(tB , vT ) maps to an expression which
identifies vF .
Via an entry in the MIInPar function where
tM ∈ M identifies the multiple instance task the
data element is being passed to, and
vT ∈ P(VarID) identifies the multiple instance
variables the data is being passed to, and
vF ∈ VarID identifies the variable the value is
being sourced from, such that MIInPar(tM , vT )
maps to an expression which identifies vF . Note
that vF is tabular in form and the column
names correspond to the set of variable names
vT occuring in each instance of the multiple
instance task.
Via an entry in the MIOutPar function where
tM ∈ M identifies the multiple instance task the
data element(s) is being passed from, and
vT ∈ VarID identifies the variable the data is
being passed to, and vF ∈ P(VarID) identifies
the variables the value is being sourced from,
such that MIOutPar(tM , vT ) maps to an
expression which identifies vF . Note that vT is
tabular in form and the column names
correspond to the set of variable names vF
occuring in each instance of the multiple
instance task.
Via the use of folder variables, identified by the
function VFmap, which are variables that are
common to a number of process instances. Each
process instance is passed a list of folders
(containing variables) that it can access at
initiation.
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Nr
15

Pattern
Task to Environment Push-Oriented

16

Environment to Task Pull-Oriented

17

Environment to Task Push-Oriented

18

Task to Environment Pull-Oriented

19

Case to Environment Push-Oriented

20

Environment to Case Pull-Oriented

21

Environment to Case Push-Oriented

Representation in Abstract Syntax
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL. Data interchange between task
variables and environment variables is initiated
via the process push operation in the
new YAWL semantic model.
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL. Data interchange between task
variables and environment variables is initiated
via the process pull operation in the new YAWL
semantic model.
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL. Data interchange between task
variables and environment variables is initiated
via the environment push operation in the
new YAWL semantic model.
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL. Data interchange between task
variables and environment variables is initiated
via the environment pull operation in the
new YAWL semantic model.
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL. Data interchange between case
variables and environment variables is initiated
via the process push operation in the
new YAWL semantic model.
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL. Data interchange between case
variables and environment variables is initiated
via the process pull operation in the new YAWL
semantic model.
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL. Data interchange between case
variables and environment variables is initiated
via the environment push operation in the
new YAWL semantic model.
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Nr
22

Pattern
Case to Environment Pull-Oriented

23

Global to Environment
- Push-Oriented

24

Environment to Global
- Pull-Oriented

25

Environment to Global
- Push-Oriented

26

Global to Environment
- Pull-Oriented

27

Data Transfer by Value
- Incoming

28

Data Transfer by Value
- Outgoing

Representation in Abstract Syntax
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL. Data interchange between case
variables and environment variables is initiated
via the environment pull operation in the
new YAWL semantic model.
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL. Data interchange between global
variables and environment variables is initiated
via the process push operation in the
new YAWL semantic model.
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL. Data interchange between global
variables and environment variables is initiated
via the process pull operation in the new YAWL
semantic model.
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL. Data interchange between global
variables and environment variables is initiated
via the environment push operation in the
new YAWL semantic model.
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL. Data interchange between global
variables and environment variables is initiated
via the environment pull operation in the
new YAWL semantic model.
All data passing in new YAWL is based on the
use of data-based parameters and hence all data
passing is by value.
All data passing in new YAWL is based on the
use of data-based parameters and hence all data
passing is by value.
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Nr
29

Pattern
Data Transfer - Copy
In/Copy Out

30

Data Transfer by
Reference - Unlocked
Data Transfer by
Reference - With Lock

31

32

Data Transformation Input

33

Data Transformation Output

34

Task Precondition Data Existence

Representation in Abstract Syntax
Via an entries in the InPar and OutPar
functions where t ∈ TA identifies the task the
data element is being passed to and from, and
vT , vS ∈ VarID identify the task and source
variables that the data element is copied into at
task commencement and back to at task
completion respectively. InPar(t, vT ) maps to
an expression which identifies tS and
OutPar(t, vS ) maps to an expression which
identifies vT . There is also an entry in the Lock
function such that vS ∈ Lock(t) ensuring that
the source variable is locked whilst the data
element is being used by task t (and resides in
vT ).
Not supported in new YAWL.
Not directly supported in new YAWL however
there is the ability to specify task locks on
variables via the Lock function, where for t ∈ T,
Lock (t) identifies those variables that t must
hold locks on before it can proceed with
execution.
All data passing in new YAWL is based on the
use of function-based parameters. Each input
parameter p ∈ InPar has associated with it a
function which, when evaluated, determines the
value of the input parameter. The function can
be arbitrarily complex in form and can
transform any input variables passed to it.
All data passing in new YAWL is based on the
use of function-based parameters. Each output
parameter p ∈ OutPar has associated with it a
function which, when evaluated, determines the
value of the output parameter. The function
can be arbitrarily complex in form and can
transform any input variables passed to it.
Via an entry in the Pre function for task t ∈ T ,
where Pre(t) identifies a Boolean function that
determines if t can commence based on a set of
input parameters that are passed to it. We
assume that the language for specifying
functions includes the ability to evaluate the
existence of data elements.
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Nr
35

Pattern
Task Precondition Data Value

36

Task Postcondition Data Existence

37

Task Postconditon Data Value

38

Event-Based Task
Trigger

39

Data-Based Task
Trigger

40

Data-Based Routing

Representation in Abstract Syntax
Via an entry in the Pre function for task t ∈ T ,
where Pre(t) identifies a Boolean function that
determines if t can commence based on a set of
input parameters that are passed to it. We
assume that the language for specifying
functions includes the ability to test the value
of data elements.
Via an entry in the Post function for task
t ∈ T , where Post(t) identifies a Boolean
function that determines if t can complete
based on a set of input parameters that are
passed to it. We assume that the language for
specifying functions includes the ability to
evaluate the existence of data elements.
Via an entry in the Post function for task
t ∈ T , where Post(t) identifies a Boolean
function that determines if t can complete
based on a set of input parameters that are
passed to it. We assume that the language for
specifying functions includes the ability to test
the value of data elements.
Via an entry in the Trig function for the
triggered task such that Trig(t) indicates the id
of the trigger associated with t. When a trigger
is raised for task t, any data elements to be
passed are simultaneously pushed into
associated task variables.
Via an entry in the Pre function for task t ∈ T ,
where Pre(t) identifies a Boolean function that
determines if t can commence based on a set of
input parameters that are passed to it. The
process definition containing t is structured
such that t is enabled as soon as the process
instance is initiated, however it cannot
commence until the data-based precondition is
satisfied.
Via an entry in the Split function for the task t
with which the pattern is associated where
Split(t) ∈ {OR, XOR}. For an XOR-split, the
evaluation sequence for each outgoing arc from t
is indicated by <tXOR . Entries in the ArcCond
function define the arc expression for each
outgoing branch from task t. Finally an entry
in the Default function Default(t) denotes the
default outgoing arc that is taken if no arc
condition evaluates positively for task t.
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A.3
Nr
1

Resource patterns
Pattern
Direct Distribution

2

Role-Based Distribution

3

Deferred Distribution

4

Authorization

5

Separation of Duties

6
7

Case Handling
Retain Familiar

8

Capability Based
Allocation

9

History Based
Allocation

10

Organizational
Allocation

11
12

Automatic Execution
Distribution by Offer Single Resource

Representation in Abstract Syntax
Via an entry in the DistUser function for task
t ∈ TM where DistUser (t) identifies the set of
users to whom the task should be distributed.
Via an entry in the DistRole function for task
t ∈ TM where DistRole(t) identifies the set of
roles to whom the task should be distributed.
Via an entry in the DistVar function for task
t ∈ TM where DistVar (t) corresponds to the set
of variables identifying users and roles to whom
the task should be distributed.
Via entries in the UserPriv and UserTaskPriv
functions which identify the specific privileges a
user possesses generally and in relation to a
specific task respectively.
Via an entry in the FourEyes function such
that for two tasks t1 , t2 ∈ TM , FourEyes(t1 ) = t2
indicates that t1 and t2 cannot be executed by
the same user.
Not supported in new YAWL.
Via an entry in the RetainFamiliar function
such that for two tasks t1 , t2 ∈ TM ,
RetainFamiliar(t1 ) = t2 indicates that t1 and t2
should be executed by the same user.
Via an entry in the CapDist function for task
t ∈ TM where CapDist(t) maps to an expression
which when evaluated yields the set of users to
whom the task should be distributed.
Via an entry in the HistDist function for task
t ∈ TM where HistDist(t) maps to an expression
which when evaluated yields the set of users to
whom the task should be distributed.
Via an entry in the OrgDist function for task
t ∈ TM where OrgDist(t) maps to an expression
which when evaluated yields the set of users to
whom the task should be distributed.
By including the automatic task t ∈ tM in Auto.
Via an entry in the Initiator function for task
t ∈ TM where Initiator (t) ∈ {(system,resource,
system), (system,resource,resource)} and a
corresponding entry in the UserSel function
ensuring that task t is offered to a single
resource.
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Nr
13

Pattern
Distribution by Offer Multiple Resources

14

Distribution by
Allocation - Single
Resource

15

Random Allocation

16

Round Robin
Allocation
Shortest Queue

17
18
19
20

Early Distribution
Distribution on
Enablement
Late Distribution

21

Resource-Initiated
Allocation

22

Resource-Initiated
Execution - Allocated
Work Item

Representation in Abstract Syntax
Via an entry in the Initiator function for task
t ∈ TM where Initiator (t) ∈ {(system,resource,
system), (system,resource,resource)}.
Via an entry in the Initiator function for task
t ∈ TM where Initiator (t) ∈ {(system,system,
system),(system,system,resource)} and a
corresponding entry in the UserSel function
ensuring that task t is allocated to a single
resource.
Via an entry in the UserSel function for task
t ∈ TM such that UserSel (t) = random.
Via an entry in the UserSel function for task
t ∈ TM such that UserSel (t) = round-robin.
Via an entry in the UserSel function for task
t ∈ TM such that UserSel (t) = shortest-queue.
Not supported in new YAWL.
In new YAWL all tasks are distributed as soon
as they are enabled.
By ensuring that no user u ∈ UserID possesses
the concurrent and choose privileges (as
recorded in the function UserTaskPriv ) for any
task t ∈ TM in the process, and that all tasks
must be immediately started when distributed
as indicated via an entry in the Initiator
function where Initiator (t) ∈ {(system,system,
system)}. This ensures that tasks can only be
distributed when there is a resource available
who can immediately start them.
Via an entry in the Initiator function for task
t ∈ TM where Initiator (t) ∈ {(system,resource,
resource),(resource,resource,resource)} and
corresponding entries in the UserPriv function
for each user u ∈ UserID to whom the task
might be distributed such that
choose ∈ UserPriv(u).
Via an entry in the Initiator function for task
t ∈ TM where Initiator (t) ∈ {(system,system,
resource),(system,resource,resource),(resource,
system,resource),(resource,resource,resource)}
and corresponding entries in the UserPriv
function for each user u ∈ UserID to whom the
task might be distributed such that
choose ∈ UserPriv(u) and the UserTaskPriv
function such that start ∈ UserTaskPriv(u, t).
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Nr
23

Pattern
Resource-Initiated
Execution - Offered
Work Item

24

System Determined
Work Queue Content

25
26

Resource-Determined
Work Queue Content
Selection Autonomy

27

Delegation

28

Escalation

29

Deallocation

30

Stateful Reallocation

31

Stateless Reallocation

32

Suspension/Resumption

33

Skip

34
35
36

Redo
Pre-Do
Commencement on
Creation

Representation in Abstract Syntax
Via an entry in the Initiator function for task
t ∈ TM where Initiator (t) ∈ {(system,resource,
system),(resource,resource,system)} and
corresponding entries in the UserPriv function
for each user u ∈ UserID to whom the task
might be distributed such that
choose ∈ UserPriv(u) and the UserTaskPriv
function such that start ∈ UserTaskPriv(u, t).
By default in new YAWL the system imposes an
ordering strategy on user worklists that ensures
the oldest work item is displayed first (i.e. it is
at the head of the workqueue).
Via an entry in the UserPriv function for a user
u ∈ UserID such that reorder ∈ UserPriv(u).
Via an entry in the UserPriv function for a user
u ∈ UserID such that choose ∈ UserPriv(u).
Via an entry in the UserPriv function for task
t ∈ TM and user u ∈ UserID such that
delegate ∈ UserTaskPriv(u, t).
Not explicitly identified in the new YAWL
abstract syntax although directly supported in
new YAWL via the operations in the
management-intervention transition. The
process administrator can intervene at any
point during the offer, allocation or execution of
a work item and reroute it to one or more other
users.
Via an entry in the UserTaskPriv function for
task t ∈ TM and user u ∈ UserID such that
deallocate ∈ UserTaskPriv(u, t).
Via an entry in the UserTaskPriv function for
task t ∈ TM and user u ∈ UserID such that
reallocate state ∈ UserTaskPriv(u, t).
Via an entry in the UserTaskPriv function for
task t ∈ TM and user u ∈ UserID such that
reallocate ∈ UserTaskPriv(u,t).
Via an entry in the UserTaskPriv function for
task t ∈ TM and user u ∈ UserID such that
suspend ∈ UserTaskPriv(u, t).
Via an entry in the UserTaskPriv function for
task t ∈ TM and user u ∈ UserID such that
skip ∈ UserTaskPriv(u, t).
Not supported in new YAWL.
Not supported in new YAWL.
Via an entry in the Initiator function for task
t ∈ TM where Initiator (t) ∈ {(system,system,
system)}.
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Nr
37

Pattern
Commencement on
Allocation

38

Piled Execution

39

Chained Execution

40

42

Configurable
Unallocated Work Item
Visibility
Configurable Allocated
Work Item Visibility
Simultaneous Execution

43

Additional Resources

41

Representation in Abstract Syntax
Via an entry in the Initiator function for task
t ∈ TM where Initiator (t) ∈ {(system,resource,
system), (resource,resource,system)}.
Via an entry in the UserTaskPriv function for
task t ∈ TM and user u ∈ UserID such that
piledexec ∈ UserTaskPriv(u, t).
Via an entry in the UserPriv function for user
u ∈ UserID such that chainedexec ∈
UserPriv(u).
Via an entry in the UserPriv function for user
u ∈ UserID such that viewoffers ∈ UserPriv(u).
Via an entry in the UserPriv function for user
u ∈ UserID such that viewallocs ∈ UserPriv(u).
Via an entry in the UserPriv function for user
u ∈ UserID such that concurrent ∈ UserPriv(u).
Not supported in new YAWL.
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Appendix B
Mathematical Notations
This appendix outlines mathematical notations used in this thesis that are not
in general use and hence merit some further explanation.
In the context of a new YAWL net, where t ∈ T is a task, •t denotes the input
conditions or tasks (as in new YAWL, tasks can be directly linked to tasks) to
the task and t• denotes the output conditions or tasks. In a more formal sense,
•t = {x ∈ T ∪ C | (x, t) ∈ F } where T is the set of tasks, C the set of conditions
and F the flow relation (i.e. the set of arcs) associated with a net. Similarly,
t• = {x ∈ T ∪ C | (t, x) ∈ F }.
In the context of a function f : A → B, range restriction of f over a set R ⊆ B
is defined by f B R = {(a, b) ∈ f | b ∈ R}.
P(X) denotes the power set of X where Y ∈ P(X) ⇔ Y ⊆ X.
P+ (X) denotes the power set of X without the empty set ie. P+ (X) = P(X)\{∅}.
Let V = {v1 , ...vn } be a (non-empty) set and < a strict total order over V ,
then [V ]< denotes the sequence [v1 , ...vn ] such that ∀1≤i≤j<n [vi < vj ] and every
element of V occurs precisely once in the sequence. [v] denotes the sequence in
arbitrary order. Sequence comprehension is defined as [E(x) | x ← [V ]< ] yielding
a sequence [E(v1 )...E(vn )].
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